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ABSTRACT
Current solutions to communication in mobile ad hoc net-
works (MANETs) are based on the use of IP addresses.
These approaches identify the nodes involved in data trans-
mission through the same type of address used in traditional
wired networks.

However, IP addresses do not carry the same meaning in
MANETs as in wired networks, where routing protocols can
reduce the routing effort based on the assumption that stub
networks are physically static. In MANETs, where currently
similar routing protocols are used to determine routes to
individual nodes, IP addresses as a basis for routing decisions
represent a poor choice, because nodes in these networks are
assumed to be highly mobile.

We argue that a structured Peer-to-Peer (P2P) protocol
that is aware of the proximity between nodes represents a
viable alternative to IP in MANETs. Our approach replaces
IP ad- dresses in favour of a service-oriented structured P2P
identifiers that exploits a node’s proximity-awareness in or-
der to form physically-close clusters. In this paper, we de-
scribe the design of our routing protocol, called APSALAR,
and discuss its features in comparison to existing approaches.

Categories and Subject Descriptors
C.2.1 [Network Architecture and Design]: Wireless Com-
munications—Peer-to-Peer, MANETs

General Terms
Service-Aligned Routing

Keywords
Peer-to-Peer, MANETs, location-awareness, service-oriented
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1. INTRODUCTION
IP addresses do not carry the same meaning in MANETs

as in wired networks. Routing protocols in wired networks
reduce the routing effort based on the assumption that a
stub network with its address range represents a group-
ing of nodes and that these stub networks are physically
static. Current approaches to routing in MANETs employ
similar routing protocols based on IP addresses in order to
determine routes to individual nodes. However, the indi-
vidual nodes that take the place of stub networks in tradi-
tional routing protocols are assumed to be highly mobile in
MANETs. This means that the underlying assumption of
physically-static stub networks that represent a range of IP
addresses does not hold anymore and that IP addresses only
function as unique identifiers without added co-notations
that are exploited for routing.

However, the use of IP addresses solely as unique identi-
fier in MANETs is questionable. An application generally
connects to a specific node in order to communicate with a
service on this node. In wired networks, this is facilitated
through service brokers that return the identity of a node
that hosts a requested service. An application that requests
a service, is interested in the provision of the service, not
necessarily a specific host; thus the indirection through the
resolution of unique identifier raises the question if a direct
resolution of the service would be more appropriate.

We argue that a structured Peer-to-Peer (P2P) protocol
that is aware of the proximity between nodes represents a
viable alternative to IP in MANETs. Our approach replaces
IP addresses in favour of service-oriented identifier that ex-
ploit proximity-awareness in order to form physically-close
clusters.

P2P overlays are designed to provide decentralized mech-
anisms to transfer data between peers. Compared to un-
structured P2P overlays, which resolve searches for content
through broadcasting requests, structured P2P overlays as-
sociate a node’s overlay identifier with the content held by
that node. By having each node in an overlay form con-
nections only with its neighbours in the ID space, requests
for content can be routed towards their destination without
flooding the network or maintaining a centralized indexing
authority. This overlay design is referred to as a Distributed
Hash Table (DHT). Current implementations of DHT in in-
frastructure networks include Pastry [7] and Chord [8].
These approaches allow requests for content to be routed in
Olog(N) hops in networks of N nodes without resorting to
request flooding.

A number of projects have investigated the application of
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structured P2P overlays to MANETs; Virtual Ring Rout-
ing [1] (VRR) is an implementation of DHT on top of MANETs
with several added features for increasing efficiency and reli-
ability. One issue with VRR is that the mobility of MANETs
introduces inherent inefficiency into the routing process, as
neighbours in overlay-space may be many hops apart in
physical space. This means that in order to maintain the
integrity of the overlay, nodes must maintain links with over-
lay neighbours which are physically distant in the network,
as shown in figure 1. MADPastry [9] and PeerNet [3] ad-
dress this problem by allowing node identifiers to change
depending on their physical location.

Figure 1: Disparity Between Node Connections in
Physical and Overlay Space

In comparison to MADPastry and PeerNet, APSALAR
exploits knowledge about the proximity of neighbouring nodes
to form physically-close clusters. This knowledge and the
services that a node provides are integrated in the identifiers
that a node distributes amongst its neighbours, resulting in
a hybrid protocol that combines advantages from both re-
active and proactive protocols in order to derive a scalable
protocol.

In the following section, we will discuss the related work
in the area of unstructured and structured routing proto-
cols for MANETs. This will be followed by a description of
our approach and a description of the overall system archi-
tecture. Then we will discuss the approach in comparison
to existing approaches and present the conclusions can be
drawn from this comparison.

2. RELATED WORK
In this section we will give examples of unstructured and

structured routing protocols, demonstrating the advantages
that structured protocols possess when locating content. We
will also illustrate the key differences between the location-
aware structured overlays PeerNet and MADPastry.

2.1 AODV
AODV is a reactive routing protocol, meaning that route

discovery happens on request. When a node in a MANET

running AODV attempts to make a connection with a spe-
cific node, it broadcasts a route request to all of its neigh-
bours. Assuming that one of the source node’s neighbours
isn’t the destination, each neighbour re-broadcasts the re-
quest to its neighbours which repeat the process until the
route request reaches the destination node. The destina-
tion’s reply is routed back along the nodes which relayed
the request to the source, which chooses the route that took
the fewest hops to reach its destination. This process of
broadcasting and re-broadcasting requests is known as flood-
ing and it contributes significantly to the amount of network
traffic in an AODV-based MANET. Unless the route request
relay process is limited using a TTL value, the amount of
traffic generated by route requests in a large, mobile network
may exceed the amount of data traffic in the network.

The unstructured P2P protocol Gnutella [6] uses a simi-
lar system for locating content in a network. Each node in
a Gnutella network maintains a neighbour list to which it
broadcasts content location requests. Each of these neigh-
bours sends the content request to its own neighbours until
the content is found, at which point the source is informed as
to the address of the content holder and the two nodes con-
nect to each-other. As shown in [6], this protocol has major
scalability issues due to the amount of traffic generated by
content location requests.

2.2 VRR
Virtual Ring Routing (VRR) [1] is a routing protocol for

MANETs based on distributed hash tables. VRR main-
tains links between ID-space neighbours by routing packets
through physical neighbours. Each VRR node maintains
routing information not only for its ID-space neighbours but
also for all routes for which the node acts as an intermedi-
ate hop. Thus, when a node receives a packet bound for a
node with a certain ID, it will forward that packet along the
path whose endpoint identifier is numerically closest to that
packet’s destination. This feature decreases the number of
hops that need to be traversed for a packet to reach its des-
tination; rather than strictly following the route described
by the overlay ring. It also increases reliability, as there is
probably an alternative path to a destination node when an
existing path fails.

VRR introduces several methods for repairing paths and
neighbour lists in the event of node failure as well as methods
for merging network partitions. Evaluation of VRR demon-
strated that for an increasing number of constant bit- rate
flows over various areas with variable node densities, the
system out-performed unstructured routing protocols both
in terms of generated overheads and delivery reliability.

2.3 MADPastry
MADPastry [9] is a DHT implementation on top of MANETs

which combines principles of Landmark Routing with location-
prefixes in overlay IDs. A MADPastry-based network is di-
vided into a series of clusters, with each node in a cluster
having a certain location prefix in their overlay ID. One
node in each cluster, the landmark node, broadcasts this
location-prefix to nearby nodes which then adopt it as part
of their identifiers. When a node migrates between clus-
ters, it adopts the location prefix of the destination cluster
and appends a new random identifier; thus the identity of a
node doesn’t remain intact as it transitions from one cluster
to another.
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Figure 2: The Clustering Tendencies of MADPastry
Nodes ( shade denotes location prefix )

This results in an overlay topology which more closely
matches that of the physical network topology as nodes with
similar ID prefixes will tend to be close in ID-space, thus
reducing the number of hops between overlay neighbours.
Figure 2 illustrates the clustering tendency of MADPastry.
Routing within clusters and between the outer edges of clus-
ters is accomplished using distance-vector routing or simple
broadcasting when no route to the destination is available
in a node’s routing table.

While MADPastry has been shown to improve upon location-
unaware DHT overlays and unstructured protocols, dispari-
ties between the overlay and the physical topologies may still
form, especially at the inter-cluster level. Clusters which are
nearby in physical space may be far apart in overlay space,
and vice-versa; thus decreasing efficiency when communicat-
ing between clusters. Additionally, the fact that MADPas-
try nodes do not maintain any part of their ID when they
transition between clusters makes maintaining connections
with such nodes more difficult.

2.4 PeerNet
PeerNet [3] also adopts the use of location-specific address

prefixes for resolving differences between the physical and
overlay topologies. Unlike VRR and MADPastry, however,
PeerNet forms a binary tree structure in overlay space, with
each level of the binary tree having a specific prefix. This
tree structure maintains routing efficiency while simplifying
the process of joining and leaving the network. However,
PeerNet maintains separation between a node’s address and
its overlay identifier. In PeerNet, a node’s identifier is static
and unique while its overlay address changes depending on
its location in the physical network. In order to route to
a node with a specific identifier, a PeerNet node must look
up that node’s current overlay address using the PeerNet
distributed lookup service.

This lookup service is based on the correlation between
PeerNet nodes’ addresses and identifiers; the node that holds
information about the target node’s current address is the
node with the minimum XOR distance between its address
and target identifier. PeerNet preserves lookup locality by
distributing updates regarding node address changes through-
out the network. The methods used for looking up addresses
makes it likely that a node near to the source of the request
will have the requested information, thus ensuring that an
address request need not traverse the entire network. Once
a node’s address has been found, messages can be routed to

that node by navigating the binary tree, comparing level-
prefixes at each hop until the appropriate level and node
have been reached.

PeerNet represents an interesting approach to resolving
changes in physical network topology by using an overlay
topology and its node lookup service is efficient. However, it
separates a node’s identifier from its address. This decision
makes its design unsuitable for service- oriented communi-
cation.

3. OUR APPROACH
APSALAR was designed with two goals in mind: 1) The

communication among nodes should exploit the fact that
a wireless transmission is a localized broadcast and 2) the
identification of the destination is in form of a service rather
than the identity of a specific node. These goals are ad-
dressed by a protocol that employs location prefixes similar
to MADPastry, an ID update mechanism similar to PeerNet
and a service-oriented routing protocol.

APSALAR’s primary contribution is to combine well-known
and novel techniques in MANET cluster formation, routing
and DHT-based lookups, resulting in a protocol which op-
timizes routing in MANETs for service-oriented computing.
Additionally, we strive to accomplish these goals while mini-
mizing resulting network overheads by reducing inter-cluster
communications and the use of flooding.

In the following, we will first describe our approach to the
formation of clusters, followed by an explanation of intra-
and inter-cluster communication, a description of inter-cluster
mobility and the representation of services in our approach.

3.1 Proximity-Aware Clustering
Each node in APSALAR describes its services through an

ID that consists of 3 parts: A cluster identifier, a service
prefix and a unique node ID. A cluster identifier associates
a node as belonging to a cluster of physically-close nodes, a
set of service bounds express the services that a node offers
and a unique node ID distinguishes an individual node from
all nodes in the network.

A cluster is formed by employing locally-limited cluster
identifiers. These cluster identifiers are associated with pre-
designated nucleus keys. A node that joins a network and
listens for HELLO packets from neighbouring nodes. These
HELLO packets are broadcast periodically and contain clus-
ter identifiers as well as information about neighbouring
nodes of the node that broadcasts the HELLO packet. If
the cluster identifiers of neighbouring nodes are closer to
the nucleus key of a node, it adopts the cluster identifier of
its neighbours; otherwise it derives its cluster identifier from
its nucleus key.

A node begins broadcasting a cluster identifier, if it has
established that it is itself a nucleus node. Nodes will desig-
nate themselves as nucleus nodes is no nucleus node broad-
casts are detected. When several nucleus nodes meet, the
nuclei with the fewest child or cadre nodes attached to them
will adopt the cluster identifier of the one with the most
cadre nodes and cause their own cadre to become a part of
the largest. At this point all nodes that are within the pre-
determined hop radius of the nucleus node will have adopted
its cluster identifier into their addresses.

The broadcasts of these cluster identifiers are associated
with a time-to-live (TTL). Nodes that receive these broad-
casts decrease the TTL and re-broadcast cluster identifier if
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the TTL is not zero. This TTL allows the control of the size
of clusters and a node with a TTL of zero knows that it is
at the edge of a cluster.

Once a node has adopted a cluster identifier, it sends a
message around the DHT ring in order to determined the
addresses of all nodes within the cluster. Once cluster mem-
bership data has returned to the joining node, it determines
which nodes should act as its ID-space neighbours based on
their ID and forms connections with them in order to join
the DHT ring.

Where APSALAR’s design diverges from that of MAD-
Pastry is its approach to overlay ring formation. Rather
than having a DHT overlay spanning the entire network,
DHT rings are formed inside each cluster only, with inter-
cluster communication accomplished through the direct rout-
ing of messages to boundary nodes. Thus, the cluster iden-
tifier has no connection with the formation of the local DHT
except in ensuring the locality of formed connections. Fig-
ure 3 illustrates the ID-space clustering pattern that results
from the above approach.

Figure 3: Clustering Pattern

The result of this clustering technique is similar to that
of MADPastry: Nodes which are physically close to each-
other are also close in ID-space. This results in greatly
reduced overhead from routing as the number of hops be-
tween ID-space neighbours drops. Our approach also im-
proves upon MADPastry’s approach in that nodes which
are on the boundary of a cluster do not have to maintain
ID-space links with nodes which are physically distant in
order to maintain the integrity of a network-wide DHT.

3.2 Intra-Cluster Communication
APSALAR’s intra-cluster routing protocol closely resem-

bles that of VRR. In an APSALAR cluster, each node main-
tains a virtual neighbour table and a physical neighbour
table. These tables are filled by listening for the HELLO
packets that are periodically broadcast by all APSALAR
nodes.

APSALAR improves upon VRR by including additional
information in its HELLO messages. Specifically, APSALAR

nodes will broadcast not only their own identifiers to their
neighbours, but also a list of all of their physical neighbours.
This allows nodes to route packets more efficiently as it
means that, even though one of a node’s physical neighbours
may not have an identifier which is closer to a packet’s des-
tination than that of its other neighbours, that same node
may have neighbours which are closer or even include the
destination; thus making it the most suitable intermediate
hop along the route. Figure 4 illustrates the neighbour list
dissemination process.

Figure 4: Neighbour Lists are Broadcast by Cadre
Nodes

APSALAR nodes will always attempt to forward a packet
to the neighbour or neighbour’s neighbour whose identifier is
closest to that packet’s destination. As already illustrated by
VRR, this simple approach to routing produces high delivery
success rates without the need for flooding.

3.3 Inter-Cluster Communication
Certain nodes on the edges of APSALAR clusters may be

in contact with adjacent clusters through other edge nodes.
If a HELO packet is intercepted which indicates that the
source node has a different location prefix from that of the
listener, the listening node is on the boundary between two
clusters of APSALAR nodes and can route packets between
them.

Figure 5: Nodes at Cluster Boundaries Form Links

Communication between clusters primarily occurs when
the local cluster does not contain a required service. In
this case, an attempt is made to communicate with adjacent
clusters in an effort to find the required service. Packets
with destination prefixes comprised of all-ones indicate that
the destination is not in the local cluster and the packet
should be sent to all nearby clusters. When a boundary
node receives this packet, it sends it to its counterpart in the
adjacent cluster. That node is then responsible for finding
a server in the local cluster which can provide the required
service. The destination cluster identifier of the packet is
reset to that of the local cluster and an attempt is made
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to send the packet to a node within the cluster that runs
the needed service. See the section above on intra-cluster
communications for more details.

3.4 Service-Aligned Routing
In order to optimize our system for service-oriented com-

puting, we adopt the idea of service prefixes. A node’s ser-
vice prefix can be used to passively advertise the services
it provides to the network. Thus each node’s overlay ID is
split into 3 distinct parts; the cluster identifier, service prefix
and unique ID. This means that nodes which are physically
close are also close in ID-space and that nodes which provide
certain services can be found once the prefix denoting that
service is known. This also means that APSALAR can route
requests to the nearest node in the network which provides
a specific service and that it can route to specific identifiers.

A service prefix is made up of two parts; a lower service
bound and an upper service bound. These bounds describe
the range within which all of a nodes advertised service iden-
tifiers fall. This approach is a compromise between adver-
tising single service identifiers and advertising every service
identifier as part of addresses. Using a bound-description
approach means that service requests can be routed to the
portion of a cluster containing nodes whose service bounds
encapsulate the identifier of the needed service. These nodes
will then evaluate whether they are running the requested
service and either respond positively or pass the request on
to the next node in the ring with an appropriate service
prefix.

4. SYSTEM ARCHITECTURE
APSALAR is being implemented using OPNET; a net-

work protocol design and simulation tool. Currently de-
velopment of the socket interface and transport layer is in
progress. Figure 6 shows the architecture diagram for AP-
SALAR. The following subsections will elaborate on the role
and design of each layer in the APSALAR protocol.

APSALAR has been designed specifically to work in wire-
less networks based on 802.1x technologies as a replacement
for TCP/IP.

4.1 Application-Layer Compatibility
APSALAR has been designed to be compatible with exist-

ing applications that use sockets for communication. This is
accomplished using the correlation between the sought ser-
vice and end-point TCP or UDP socket for a connection;
the end-point port number thus acts as a service identifier.
The destination IP address specified by the socket’s connect
function is ignored unless an attempt is being made to send
the connection request packet through the configured gate-
way, in which case the destination IP is encapsulated in a
service connection packet routed towards a node serving as
a gateway for the cluster. Otherwise, an attempt is made
to route the connection request to the nearest node that
provides the needed service.

4.2 Transport Layer
The Transport Layer is responsible for ensuring that pack-

ets are delivered reliably and in order. Our current design
integrates principles of Explicit Link Failure Notification [4],
a modification of TCP that integrates notifications from the
underlying routing protocol regarding link failures. Holland

Figure 6: APSALAR Architecture

et al concluded that the performance of TCP degrades sig-
nificantly a node mobility increases, due in part to TCP’s
inability to recognise the difference between link failure and
congestion. ELFN has been shown to degrade throughput
by an average of 5% in static ad-hoc networks but increase
performance by up to a factor of 7 in mobile networks [5].

Utilization of ELFN as a basis for our transport layer
greatly increases APSALAR’s performance in situations where
nodes are highly mobile. A new field is added to the ELFN
header during encapsulation which specifies the node’s unique
ID. This field is used by destination nodes to ensure that re-
ply packets reach the source node.

4.3 Network Layer
Data packets encapsulated by the transport layer are sub-

sequently encapsulated with APSALAR address information
by the network layer. Socket calls such as connect() which
are translated by the socket interface specify a target service
identifier. The APSALAR network layer converts this infor-
mation into a destination address for the outgoing data and
this is prepended to the packet before being sent to the rout-
ing layer. Connection establishment tends to involve service
discovery, and thus the unique ID portion of the APSALAR
address is set to FFFF, indicating that the source is search-
ing for any node that runs the required service.

Data packets sent by socket calls such as send() result in
the network layer specifying an APSALAR address with a
specific unique ID; generally the unique ID associated with
the server node which replied to the initial service discovery
and connection request.
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4.4 Routing Layer
The APSALAR routing layer is responsible for routing

packets to their destination and determining which cluster
a node should join. The routing layer interprets cluster
data packets sent out by nucleus and cadre nodes, noting
the network layer addresses specified and re-broadcasting as
necessary. Network layer addresses are interpreted as being
simple integers, regardless of the specific format used; thus
allowing the APSALAR routing layer to be utilized by any
network layer protocol.

The routing layer uses a hybrid reactive/proactive proto-
col to route packets to its neighbours in ID-space. Broad-
casts from neighbouring cadre nodes regarding their neigh-
bour lists are cached and, if the destination node for a given
transmission is contained in one of these neighbour lists, the
neighbour adjacent to the desired destination is as a relay.
The routing layer attempts to maintain a connection with
neighbours in overlay-space using this hybrid approach; this
is how the DHT ring is formed inside each cluster.

5. DISCUSSION
APSALAR has several improvements over protocols such

as VRR, MADPastry and PeerNet. Our approach presents a
compromise between DHT integrity and network overhead
generation by abandoning the whole-network DHT forma-
tion espoused by MADPastry in favour of a clustered ap-
proach. We believe that this approach is an improvement
in that it avoids the difficulty of maintaining links between
distant clusters which are adjacent in ID-space while still
allowing DHT-based routing to function. In the case where
a service cannot be found in the local cluster, APSALAR
routes requests to all nearby clusters; thus allowing con-
nections to be formed with the nearest provider of a given
service without significantly increasing network overheads.

Implementation of ELFN in the APSALAR transport layer
is also expected to result in greater performance due to its
ability to adapt to mobility and link failures more effec-
tively than TCP. We believe that the combination of a hy-
brid structured routing protocol, node clustering and an im-
proved transport layer will allow APSALAR to outperform
service-oriented approaches based on both structured and
unstructured routing protocols.

6. CONCLUSIONS
As MANETs become more popular, we believe that service-

oriented computing will define the standard way of using
them. We have presented APSALAR as an efficient founda-
tion for the formation and utilization of such networks. Our
system utilizes the latest advancements in P2P protocol re-
search to form networks which change configuration based
on their physical topology in order to achieve high routing
efficiency. Our clustering and routing approach means that
service requests can always be efficiently routed to the near-
est node which provides that service without the need for
excessive flooding.

Our future work will include a full evaluation of APSALAR
against existing structured and unstructured routing proto-
cols in simulation as well as an actual implementation of the
protocol outside of the OPNET simulation environment.
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