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Security of Virtual Infrastructures: Assessing
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Thomas Fowley, Master in Computer Science
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Supervisor: Stefan Weber

Virtual infrastructures are collections of resources and components that are assigned to
software to allow for efficient development and scaling of the infrastructure. Due to these
improvements in efficiency and efficacy that virtual infrastructures such as Kubernetes
provide, they have quickly become common practice to implement in industry. However,
due to the steep learning curve and relatively new technologies involved, many industry
infrastructures have security concerns associated with them.

traditional penetration testing has developed and become sophisticated since its inception
with many automated tools and frameworks developed for ease of use and efficiency. This
sophistication has not yet been fully achieved for virtual infrastructure testing. However,
the area can potentially offer insights into what the next steps for infrastructure testing
could entail.

The aim of this dissertation is to assess the current state of virtual infrastructure imple-
mentation practices and analyse traditional penetration methodology to infer how virtual
infrastructure security could move forward towards more sophisticated techniques.

The research proposes a unified testing framework, similar to current frameworks such
as Metasploit, for security testing virtual infrastructures. This tool is based on research
carried out on automated tools currently available for Kubernetes.

The proof of concept for the framework developed during the research is then tested
and compared with the current tooling to assess the viability and relevance of a testing
framework for these infrastructures and its potential benefit.
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Chapter 1
Introduction

The research topic studied for this dissertation involves the overlap of two distinct areas;
Kubernetes virtual infrastructure, and penetration testing. Throughout the research,
background work was carried out to assess the current state of the art in both topics
as well as define the aspects in which Kubernetes penetration testing specifically can
improve upon and learn from the state of the older and more developed topic of traditional

penetration testing.

This research aims to examine Kubernetes penetration testing from an attacker’s point
of view and compare the current state-of-the-art with more traditional pen-testing to
discuss how virtual infrastructure security testing can move forward to bridge the gap in

sophistication.

After assessing the state of the art, the research consists of two main components; a
comparative analysis of the current main Kubernetes security tools, and a proof of concept
python script to unify several of these automated tools and return a human-readable

output.

1.1 Motivations

Virtual infrastructures such as Kubernetes have become the industry standard for com-
mercial applications due to their scalability and efficacy, however these advantages bring

with them a bevy of security concerns.

This project would aim to research these security concerns and analyze/assess infrastruc-

tures from an attacker’s point of view.

There are a wide range of open-source pen-testing tools for such infrastructures (e.g.

Kube-Hunter), however these scripted tools are often limited in flexibility.



Extending upon these systems by unifying many of the current tools, enabling attacks
on a wider range of deployments would greatly benefit infrastructure security for all

users.

1.2 Objectives

The core research objectives involve first assessing the state of the art for Kubernetes
nnfrastructure and its implementation, and Traditional penetration testing as well as
providing a comparative analysis of the current toolset available for Kubernetes specific

testing.

The research will then aim to identify shortcomings in the current state of Kubernetes
testing automation and evaluate what aspects of traditional pentesting can be utilised to

help mitigate these issues.

Finally, a small proof of concept automation script will be implemented and analysed
against the current tools to assess if a unified tool framework could be viable for Kuber-

netes Penetration testing in the future.

1.3 Overview

This dissertation will first consist of the background chapter which will serve to highlight
the research carried out on the state of the art for virtual infrastructures, focusing on
Docker and Kubernetes specifically, as well as penetration testing and Kubernetes security

testing tools.

The design chapter will then give an overview of the testing environment created for the
infrastructures implemented during research, as well as the tools and script analysis. This
section will also provide a description of the theoretical design elements for the proof of

concept tool unification script.

The implementation chapter will then serve to describe the process of utilising these tools
and how they were implemented throughout the research and give a technical explanation
of the code in the POC script.

These tools will then be compared and evaluated with results visualised accordingly before
offering conclusions and commenting on the potential relevance of a unified Kubernetes
testing framework as well as noting on the required future work for a tool such as this to

be production ready.



Chapter 2
Background

The research conducted for this dissertation consisted primarily of two core areas: Pene-
tration testing and Kubernetes infrastructure, the latter of which could be further divided
into the containerisation aspects of Kubernetes, focusing on Docker as a sample use-case,
and the Kubernetes components and architecture. This chapter will focus on these areas
and attempt to focus on some of the more pertinent aspects of both to the motivation of

deliverables of the topic.

First, this chapter will provide an overview on containerisation and docker, followed by
an overview and analysis of various aspects of Kubernetes. After this, the chapter will
highlight the more common penetration testing techniques employed by industry profes-
sionals and finally, offer a brief overview and analysis of various tools utilised specifically
for infrastructure security testing. The chapter will then conclude with a deeper dive into
some of the tools that were used, either as inspiration or functionality, for the proof of

concept script.

2.1 Docker Overview

This section will serve to highlight the research conducted regarding containerization and
the Docker ecosystem. The subsections will include a primer to containers and their
corresponding images, a comparison of docker with the previously used infrastructure of
virtual machines, and finally, a practical overview of Dockerfiles and registries and how

they are utilised in industry today.

It is important to note that although docker is used throughout the research as an ex-
ample of a containerisation framework, clusters can theoretically be configured with any
container runtime and the processes would be very similar if not identical. As such,

Docker was not strictly required in any of the research, testing or proof of concept imple-



mentation, allowing the topic to remain somewhat runtime agnostic. This decision was
made due to the fact that, as of writing this dissertation, Kubernetes have announce(ﬂ

deprecation of Docker runtime support in late 2021.

2.1.1 Containers and Images

Containers are software applications packaged with all dependencies and configurations,
allowing them to be represented as lightweight portable artefacts (images) that can be
transferred across teams in a development environment or simply stored and shared on-
line. These artefacts are typically stored in container repositories, which can be either

public or private depending on the organisation or creator of the image.

MongoDB

Linux Kernel

Figure 2.1: Container image infrastructure

Architecturally, these artefacts are comprised of connected image layers (as seen in figure
2.1) and are typically structured with some lightweight Linux base image such as alpine
and connected application service images required for the container to run. These can
include MySQL images for database implementations, PHP or Java for application code

and so on.

Historically, the concept of containerization began its lifespan in the 1980s with the
chrootﬂ command in Unix-based operating systems and gradually developed into more

sophisticated renditions such as FreeBSD jail§}] and Linux -Vserverg!| which could achieve

Thttps://github.com /kubernetes/kubernetes/blob/master/ CHANGELOG/CHANGELOG-
1.20.md+#deprecation

Zhttps://man7.org/linux/man-pages/man2/chroot.2.html

3https://www.freebsd.org/cgi/man.cgi?jail

4http://linuxvserver.org/ Welcome_to_Linux-VServer.org
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full file system isolation for processes in Linux.

Container images are binary state representations of a container, similar to other image
formats such as ISO or OVA which represent disks or virtual machines respectively in
binary state format. Figure 2.1 above visually displays the parent-child hierarchy of an
image; this hierarchy lends itself to the portability of the container since various layers
can be pushed or pulled from registries due to the ability to cache various layers on the
host. This can make editing and configuring changes to images very lightweight as often
only the diffs will be pushed. Highlighting Combe et al’s assertion that “images are
organized in trees ... This structure allows to ship in an image only the modifications
specifically related to this image” |(Combe et al.| (2016).

2.1.2 Docker Compared to Virtual Machines

Hypervisor Based Virtualisation Container Based Virtualisation
=N

Guest Operating Guest Operaling Guest Operaling
System System System

Hypervisor Container Engine

Infrastructure Infrastructure

Figure 2.2: Comparison of virtual machine and container infrastructure

Virtual Machines (VMs) are isolated computing environments that run on a host oper-
ating system and contain a separate virtual operating system with all the binaries and
libraries required to operate. The VMs are allocated resources by the host and can
be used as fully separate environments for development or indeed any other computing
tasks. Figure 2.2 highlights the architectural differences between VMs and container-
ization. Both run on some core infrastructure which can include virtual private servers
(VPS) from Amazon, or Microsoft Azure, or simply as a bare metal server, and both run

a host OS on this infrastructure.

The third layer in figure 2.2 is where the differences begin to appear, the Docker en-

vironment utilises a container engine whereas the VM utilises a Hypervisor such as a



bare metal type 1 e.g. Hyper-V for windows or an application (type 2) running on the
Host OS such as VirtualBox or VMware. In the final layer we can see the virtual ma-
chines themselves which each must contain their own OS for which the application to run
on whereas the containers need only to contain the binaries and libraries to utilise the
container runtime and run the applications. This design,according to Xavier et al, " par-
titions the physical machines resources, creating multiple isolated user-space instances”
Xavier et al. (2013), this key difference highlights the value of services such as Docker
which allow contained environments to be far more lightweight and scalable for running
applications and displays why this architecture has become the industry standard for

software development.

Other differences to note between the two approaches include Docker’s operating system
agnosticism which allow the applications to be distributed and run on any OS whereas
VMs must be executed on their initial OS due to its utility of the kernel space. These of-
ten lead to favourable boot times and performance when using Docker based applications
as shown by Rad et al in their paper; An Introduction to Docker and Analysis of its Per-
formance who conclude that ”The performance of docker is faster than virtual machines

7

as it has no guest operating system and less resource overhead. Rad et al.| (2017)

2.1.3 Dockerfiles and Registries

Dockerfiles are what are known as a container manifest, these change depending on
the container service being run e.g. Dockerfile for docker or Manifest YAML for Cloud
Foundry, a similar containerisation engine. These are specific files which describe an
image and ”[define] the specific Docker image architecture and building orders” Zhang
et al. (2018]). After a container has been configured and developed on, the contents are
copied to the image artefact, this is achieved using Dockerfiles. In this sense they could
be considered a blueprint for creating/running an image. The sample Dockerfile in the
listing 2.1 below (adapted from the docker documentationﬂ) highlights the format of this
manifest. The image is always based on another image (as depicted in line 1) due to the
aforementioned parent-child relationship of layers within container images. As a result
of this architecture, any dependencies listed in the Dockerfile will be installed within
the image and accessible by the container when run, allowing containers to be their own

separate entities with dedicated stacks running on the host OS.

Shttps://docs.docker.com /samples/



FROM Node
ENV AUTHOR=Docker

WORKDIR /usr/share/node/html
COPY Hello_docker.html /usr/share/node/html

CMD cd /usr/share/node/html && sed —e s/Docker
/”$AUTHOR” / Hello_docker.html > index.html ;

node —g ’'daemon off;’

Listing 2.1: Basic Dockerfile example

Registries, in the area of containerisation, are online stores of container images, concep-
tually similar to a code repository store such as GitHub. The main public registry for
Docker images is Dockerhub, while several private registry solutions exist for commercial
applications such as Amazon ECR, Nexus, or Digital Ocean Container Registry. The
typical workflow for container registry use involves pulling container images from the reg-
istry to the Docker host, which will only pull the layers not already cashed locally (diffs).
Likewise, the host will only push the diffs back to the registry, streamlining the process of
image maintenance. Online registries such as Dockerhubﬁ will be accessed when creating
Dockerfiles with dependencies, a simplistic use case for this would involve a Node image
being pulled when a Dockerfile is written with a 'WFROM Node’ descriptor, signifying an

image dependency for Node.

2.2 Kubernetes

This section will explore several of the key aspects of kubernetes. The section will first
give an overview on the core components, followed by an analysis of its architecture
design and node configuration, as well as some security concerns and security related

components within a cluster.

2.2.1 Main Components

The main components of a kubernetes cluster include any process that would be re-
quired for a basic cluster to function correctly. The following subsections will explore
the overview of a cluster’s design and go on to highlight research carried out on various
aspects of this cluster such as traffic handling, data management through volumes, and

practical configuration using deployments and statefulsets.

Shttps://hub.docker.com/




Cluster Overview
Cluster ‘Namespace - Node Pod Container

Figure 2.3: Overview of a cluster’s hierarchy

The figure above represents the various levels of abstraction within the cluster infrastruc-
ture. The cluster itself represents the entire “world” of the virtual infrastructure with
the namespaces representing sub clusters within a cluster. Namespaces are functionally
identical to clusters but are simply used to organise a cluster into various sections, such
as a production cluster and a testing cluster, or if a company were to implement multiple

services or frameworks within a single cluster.

Within the namespace, or cluster depending on the configuration, the computational
units are defined as nodes. These nodes will be explored in more detail in further sections
but for the purposes of the cluster overview, we can describe these nodes as a physical
or virtual machines which are used to host and run the cluster pods. In Mastering
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Kubernetes, Sayfan states their purpose as “worker bees of Kubernetes and shoulder all

the heavy lifting” (2020), this description is quite apt given the nodes previous
title in Kubernetes documentation of “Minions”.

Finally, we reach the pods, the smallest Kubernetes component, which themselves are
simply an abstraction over containers. A pod can contain multiple containers; however,
the most common use case is for each pod to represent a single application container and
multiple pods run within a node to handle each facet of an application or microservice.
One of the pod’s more notable traits within a cluster is their ephemeral nature, causing
them to quite easily die or restart at any time however, this is almost never a real issue
due to the fact that pods are restarted just as quickly and many nodes within a cluster

will be cloned to create replicasets.
Traffic: Services and Ingress

Traffic within a cluster is primarily managed by Kubernetes Services which provide a
static IP address to pods within a node, this functionality is extremely useful given
the fact that although pods are assigned a unique IP upon creation, this IP will change
whenever a pod dies or is restarted. Therefore, assigning this permanent IP Service allows
seamless traffic within a cluster. Services also facilitate load balancing within the cluster,
for example when using multiple replicasets of a given node, traffic will be routed to
the most resource available node for any given request. Services, although theoretically
capable of offering external accessibility to an application, such as via a web browser,
would most commonly not be used for this functionality due to the fact that this practice

is not considered particularly clean or secure for production environments.



apiVersion: networking.k8s.io/vl
kind: Ingress
metadata:
name: minimal—ingress
annotations:
nginx.ingress.kubernetes.io/rewrite—target: /
spec:
rules:
— host: sample—app.com
— http:

paths:

— path: /testpath
pathType: Prefix
backend:

service:
name: test—service
port:

number: 80

Listing 2.2: Basic ingress configuration example

External traffic within a Kubernetes cluster is handled by the Ingress component. Ingress
is configured using YAML config files within the cluster to easily manage the traffic. The
code snippet above (adapted from the kubernetes docﬂ represents a simplified use case
for an ingress controller. The valid hostname is set (line 9), e.g. sample-app.com and
the ingress is linked (lines 15-18) to the corresponding internal service which will work in
tandem with the ingress component to fully coordinate internal and external traffic for

the application.
Volumes

Application storage in Kubernetes can be handled using Volumes, which are an in-built
component for data. As previously mentioned, pods can be restarted or crash quite often
in a Kubernetes environment, although this is often not an issue, functionality needs to
implement to protect from data loss when a pod used for storage, such as a MongoDB
pod, crashes. Using volumes allows data to be persisted within a cluster by connecting
physical storage to the data driven pods. This physical storage can be implemented in

several forms such as local storage on the host, or remote storage on a cloud-based system

"https://kubernetes.io/docs/concepts/services-networking /ingress /




which is referenced by the pod and thus persisted when the pod is restarted.
Deployments and StatefulSets

In the cluster overview subsection, the concept of nodes being cloned into replicasets was
introduced, this functionality is implemented using deployments. Deployments offer a
layer of abstraction over pods for developers, allowing them to interact with deployment
config files to handle pod configuration and scaling. Conceptually, these deployments
could be considered to reside between the node and the pod in figure 2.3. In prac-
tice, a developer will mostly be handling deployments in a cluster as opposed to specific

pods.

StatefulSets are nearly identical in functionality to deployments however StatefulSets are
use for pods in which data persistence is required i.e. “stateful” applications. When a
data driven node needs to be replicated, it is important that the database pod in each
replicaset is accessing the same volume and utilising it as a distributed storage. This is
achieved using Stateful sets by tracking which pods are reading or writing to the volume
at any given time and keeping the data updated for any new replicasets which may be

introduced to the cluster to avoid any data inconsistencies.

An important technical distinction, highlighted in the Kubernetes documentation is that
”Unlike a Deployment, a StatefulSet maintains a sticky identity for each of their Pods.
These pods are created from the same spec, but are not interchangeable: each has a per-
sistent identifier that it maintains across any rescheduling” Kubernetes Documentation
(2021]).

It should however be noted that StatefulSets are far less common than deployments in
industry due to many development teams choosing instead to host their databases outside
the cluster in a bespoke storage solution to avoid data issues and allow efficient scaling

within the cluster.

2.2.2 Architecture Design

This section will explore the architecture of Kubernetes starting with an overview of the
underlying application architecture commonly employed; microservices, by comparing it
with the former main application design; Monolith architecture. The later subsections
will then go on to highlight the role of master and worker nodes within cluster architecture

as well as their components and which processes they facilitate.
Monolithic Compared to Microservices Architecture

Kubernetes as a service , and indeed containerization in general is primarily used as

a tool for deploying microservice based application. This architecture has increasingly

10



become the norm in commercial, scalable applications due to its plethora of advantages
over the previously most common monolithic architecture. In order to highlight why this
paradigm shift occurred, it is useful to compare the two architectures and identify how

Kubernetes slots in to take its place within the process.

Monolith Architecture Microservice Architecture

Business ' Daia Access
Logic _ayer

User Interface

Figure 2.4: Comparison of monolithic and microservice architectures

Figure 2.4, adapted from Saransig and Leon Saransig and Tapia Leon| (2019), displays a

visual representation of the two architectures. We can identify the monolithic application
(left) as a single server-side app with every aspect of functionality, e.g. business logic, data
access, user interface and so on, contained within a single unified deployment. The benefit
of this unified approach is that monoliths are relatively straightforward to develop and
configure, at least in the early stages of the application’s lifecycle. The disadvantages
however, commonly occur in the later stages of an application’s development due to
the fact that the various components of an app are tightly connected and dependant
on the various frameworks and/or programming language the app was initially written
with. This often leads to issues regarding debugging a single component or adding new
components as the entire application would be affected. Similarly, scaling the application
must be done across the entire set of components and resources can be dynamically
allocated in the case of certain application functions facing heavier load than others at

any given time.

Microservices architecture, depicted on the right-hand side of figure 2.4, aims to solve
these common issues found in monolith applications by separating every distinct piece
of application functionality into its own contained environment. These separate services
will communicate internally via application programming interfaces (APIs). Due to the
separation of the application into different components, the services can be developed,
scaled, and configured independently of the other aspects of the application and will not

affect any other contained service directly. The services can be developed using any set of

11



language or frameworks and a development team would not necessarily need a practical

understanding of every function within an application to develop new functionality.

The advantages of microservices over monolithic were explored by Villamizar and col-
leagues who concluded that although there is a cost reduction due to efficiency, it is still
important to consider the additional complexity involved with microservice infrastructure
development; ”"the use of microservices can help reduce up to 13.42% of infrastructure
costs ... Agility, cost reduction and granular scalability must be balanced with the de-
velopment efforts, technical challenges, and costs incurred by companies resulting from
microservices requiring the adoption of new practices, processes, and methodologies”
Villamizar et al.| (2016)).

Master Node Compared to Worker Node

Master Node Worker Node

Scheduler

Kube Proxy

Controller Manager

Container Runtime

Figure 2.5: Comparison of master and worker node architectures

The diagram above, adapted from the Kubernetes documentationﬂ, offers a visual com-
parison of a master and worker node within the Kubernetes architecture. The master
node handles only the cluster configuration and management, offsetting the computa-
tional tasks of an application to the workers. The master node is thus comprised of
several components to facilitate these tasks, such as the controller manager, etcd storage,
scheduler and so on. Conversely, the worker nodes run very few services other than the
application pods and container runtime. These components will be explored in further

detail throughout the following subsections.

8https://kubernetes.io/docs/concepts/overview /components/
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Master Node Overview

The master node is the control plane of the cluster and is comprised of components to
facilitate development and management of the cluster. These processes will be explored

in the following subsections.

e API Server: The API server is the master process which a developer would utilise
most while developing and configuring the cluster. The API is interacted with by
accessing some form of client e.g. Kubelet, Kubernetes Dashboard, or some bespoke
form of User Interface (UI) with the cluster. “A master node runs an API server,
implemented with a RESTful interface, which gives an entry point to the cluster.
Kubernetes uses its API service as a proxy to expose the services executing inside
the cluster to external applications/ users” [Medel et al. (2016)). Updates or queries
to the cluster can be made and the API server also handles gateway authentication
by only allowing calls from authenticated users. After the server validates the user,

it forwards the request to the related process within the cluster.

e Scheduler: The Scheduler takes requests from the API server to create pods and
allocates the pod to a specific node based on resource usage and space e.g. if two
nodes exist within a cluster with 75 and 65 percent resource usage respectively, the
scheduler will ensure that any new pods are allocated to the pod with 65 percent to
maximise resource efficiency. The scheduler will then send a request to the worker
node to start running the pod, as this functionality is exclusively handled by the

worker.

e Controller Manager: The controller manager detects the state of the pods within
a cluster and sends requests to the scheduler in the event of pods dying or restarting
too often. This process will attempt to keep the state of the cluster as consistent

as possible by tracking any changes within the pods.

e etcd: The etcd component is a distributed key:value pair store of the cluster state.
This storage is accessed by the controller manager to function correctly. Etcd’s role
is “to maintain information about containers” Netto et al. (2016) which often leads
to it being known as the “cluster brain”. Any change in the cluster, resource usage,
traffic or state of pods will be reflected in the etcd store to be accessed by the other
master processes. It is important to note however that the application data which
may be used by pods within the worker nodes will never be stored in etcd, this

functionality is handled by separate components outlined in previous sections.
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Worker Node Overview

In Mastering Kubernetes, Sayfan asserts that the primary goal of the worker nodes is to
"interact with the cluster master components, receive workloads to execute, and update
the cluster on their status” [Sayfan| (2020)). This functionality is achieved with various

processes which will be explored in the following subsections.

e Container Runtime: The container runtime process is required on worker nodes
due to the fact that the application pods have containers running within them.
These containers would not be able to run or function without a runtime process
such as the Docker Engine which facilitates any and all tasks a container may
have during its lifecycle. The runtime is often one of the few cluster management

processes not directly handled by Kubernetes.

e Kubelet: The Kubelet process is tasked with starting and running pods and their
containers within a specific node. This is achieved in tandem with the master node’s
scheduler to ensure every container and pod is managed effectively. This interaction
between both the Kubernetes processes as well as the runtime allows the Kubelet

to apply the correct resources and state to any container it starts within a pod.

e Kube Proxy: The Kube Proxy is responsible for forwarding requests within a
cluster from the Services, described in a previous section, to the application pods.
The proxy will also load balance these requests in a similar fashion to services,

ensuring the highest efficiency for handling traffic between pods.

e Application Pods: Finally, the last component of a Kubernetes worker nodes
are the application pods which handle all computation and functionality for the
application. These pods are highly specific to the application and are not technically
required for all other processes to function within the cluster. A typical use case
would involve several application pods within a node performing different services

and being queried via the API service in the master node as seen in figure 2.5.

2.2.3 Infrastructure Security

The following section revolves around security components of Kubernetes Clusters. This
includes developer configuration files such as ConfigMaps and Secrets and gives a brief
overview of how roles are assigned to actors within a cluster. Finally, the section concludes
with a brief note on how the security of the application being developed can also effect

the cluster infrastructure as a whole.
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Kubernetes Secrets and Configuration Files

ConfigMaps are YAML (Yaml Ain’t Markup Language) files which handle external con-
figuration of an application. Mohanty et al describe them as being “used to inject a
function’s code in the runtime” Mohanty et al.|(2018). These files will also contain refer-
ence to other services utilised by the cluster such as an external database URL or any 3rd
party application and frameworks employed at the configuration stage. In practice, Con-
figMaps are primarily used to adjust various environment variables or external services
within a node without the need to fully refactor or reconfigure the underlying pods, a
simplistic example of this could include a one-line edit changing the database URL from
a local MongoDB to a cloud-based Amazon DynamoDB. In terms of security, it is impor-
tant to note that these files are in plaintext and thus putting any sensitive information
such as passwords or user credentials is not possible as it could lead to data leaks and

cluster compromise.

Kubernetes Secrets are used for the purpose of any sensitive information that ConfigMaps
cannot contain. The data in these files are Base64 encoded, which provides an extra layer
of security from certain external attacks. However, if a bad actor were to compromise a
cluster and gain full access to these files, decrypting the Base64 strings becomes a trivial
case of copying and pasting into a decryption website such as base64decode.org. These
files often contain information such as user credentials, passwords, certificates, and any
other data or values that would benefit from an extra layer of coverage from external
sources. Apart from this specific functionality, secrets are developed and configured

identically to ConfigMaps.

Great care should be taken when implementing these components due to the fact that
these configurations could be accessed maliciously as Ahmadvand et al concluded; "all
secrets, whether they require credentials or not, including service and infrastructure cre-
dentials, signing certificates, KMS passphrases for key derivations, Kubernetes’ secrets,
inter-service authentication keys, and kubectls’ admin certificates, are accessible to in-
siders. The same holds true for sensitive configurations, viz. Kubernetes’ configuration,
access control policies, continuous integration settings and build scripts” |[Ahmadvand
et al.| (2018).

Role Based Access Control

Role based access controls (RBAC) is the most common method of applying various
privileges to different users within a Kubernetes cluster. It can be considered conceptually
similar to different user accounts on a local machine such as root, user, guest, admin and
so on. The component is divided into four core aspects: roles, rolebindings, clusterroles,

and clusterrolebindings. The first two relate to user privileges within specific namespaces,
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while the latter two correspond to user privileges throughout the entire cluster.

RBAC can be utilised to ensure that different teams within a corporate cluster do not
overlap or mistakenly edit incorrect configfiles or cluster objects. This can be achieved
by assigning various teams with respective roles and namespaces, such as dev-team-1
only having access to certain pods or namespaces whereas dev-team-2 is given access to
separate namespaces. In this example it would be common for a cluster-admin role to be

assigned which would often have access to all services across a cluster.

The structure of a role or clusterrole is divided into “verbs” which describe the actions
permitted by this role, such as ["get”, "watch”, ”list”], an example given in the Kuber-
netes documentationﬂ These verbs then correspond to a set of defined resources, such as
pods, volumes, etc, which are the Kubernetes objects that this role can access using the

corresponding verbs.

These roles are then mapped to a specific user or user group, such as dev-team-1, us-
ing rolebindings or clusterrolebindings. This configuration assigns predefined or custom
roles to any user or defined group within the cluster to facilitate efficient custom cluster

management and user resource access within large scale corporate clusters.

In terms of security, these processes are useful for controlling and limiting data exposure
as well as cluster modification however, much like in a vulnerable local machine it is
possible for a lower lever user to escalate their privileges to an admin role if the cluster
RBAC is misconfigured. The concept of privilege escalation involves gaining access to
functions that the attacker’s assigned role should not be permitted to have, such as a user
on a local machine using privilege escalation to gain access to the root users functions
and deleting or reading sensitive data on the machine. This practice will be explored

further in later sections.
Security of the Underlying Application

Although there are many security configuration options and potential security measures
that can be set in place within a Kubernetes cluster, it should be noted that the appli-
cation security of any service externally exposed e.g. on the internet, is still paramount
for avoiding successful infrastructure attacks. A cluster running a vulnerable web-based
application can potentially be accessed by a user who can then attempt to escalate their
privileges to compromise entire clusters. When securing a cluster, the first point of con-
tact between a malicious actor and the infrastructure is often these exposed webapp
endpoints. A relatively recent example at the time of writing was the attack on the Tesla

infrastructurd™| which led to AWS S3 bucket compromise from an exposed Kubernetes

9https://kubernetes.io/docs/reference/access-authn-authz/rbac/
Ohttps: //www.bbec.com /news /technology-43140005

16



service endpoint, which the hackers used to mine cryptocurrency. As such, there is some
degree of overlap between infrastructure testing and more traditional penetration testing,

which will be further explored also in the following section.

2.3 Penetration Testing

Penetration testing is a process in which the security of a system, application or infras-
tructure is tested, often by external actors. This section will give a brief overview of the
methodology employed by penetration testers in industry as well as outline the various
steps of an attack, giving examples of relevant tools utilised in each stage, concluding
with an outline of the more common exploits found today and how they might translate

to infrastructure testing.

2.3.1 Pentesting Methodology

Figure 2.6: Common penetration test methodology

The diagram above shows the common industry standard methodology for security test-
ing. The scope of the research was comprised mainly of the first three sections: recon,
enumeration, and exploitation. These represent the most common stages of an attack
that a bad actor or ethical penetration tester would perform and therefore serves as the
basis for research into considering unified testing scripts for virtual infrastructures. The
subsequent sections will explore these stages of the common methodology in more detail

as well as outline various tools utilised by testers during each section.

2.3.2 Reconnaissance

Reconnaissance (recon) also known as information gathering is the first step in any com-
prehensive security test or external attack. Although there are a countless number of
tools that can be used during this stage of an attack, as well as several methodologies
within the reconnaissance and subsequent enumeration stage, the research focused on the
some of the more common approaches and highlights certain tools that may translate

well to infrastructure security testing.

A common starting point in recon is for an attacker to accurately define their target

and assess their scope, this step is perhaps more relevant for non-malicious actors such
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as external penetration testers due to the fact that many companies will define a list of
machines, IPs or domains within scope of an assessment. The primary tools that can
be used for this include WHOIS™] nslookup[? and dnsrecon™ to fully valid the target
externally. These tools utilise public registries of domain name information such as names

of entities that operate specific websites.

After defining the attack target, the next recon step would often include some form of
subdomain listing which is the practice of finding as many of the sites and domains
available within the scope as possible as a way of extending the attack surface and search
for vulnerable endpoints which should not be externally accessible, which could prove
useful for cluster attacks. Noteworthy tools used for this purpose include manual google
searching, sublistBIE, amasﬁ, Nessuﬂ or NMAPE which will be explored in further
detail later due to its use in the proof of concept script for infrastructure attacking

frameworks.

Finally, a common step once the scope has been defined as accurately as possible is to
perform some kind of fingerprinting on the target. This involves searching for services,
tools, frameworks, and programming languages that the host or web infrastructure may
utilise. Common tools here may include Wappalyzei's, WhatWeb™] or Built With? which
all passively scan a website’s request and response headers to define potential technologies

implemented by the target.

A somewhat less common and certainly optional step during reconnaissance would be
to check if any public data leaks have affected the target, which would offer an attacker
the ability to scan through potential usernames, passwords and services within an infras-
tructure. Data breach accumulators such as HavelBeenPwned.com or WeLeakInfo.com
will often contain databases of information regarding these leaks. However, this is only
effective with larger well known targets and will often not return any usable informa-

tion.

2.3.3 Enumeration

There can often be a reasonable degree of overlap between recon and enumeration, both in

respect to their methodologies and toolset, due to their similar functions within an attack,

Uhttps://who.is/

2https:/ /www.nslookup.io/
Bhttps://github.com/darkoperator/dnsrecon
Yhttps://github.com/aboul3la/Sublist3r
Bhttps://github.com/OWASP /Amass

https:/ /www.tenable.com/products/nessus/nessus-professional
"https:/ /nmap.org/

Bhttps:/ /www.wappalyzer.com/

Yhttps://github.com /urbanadventurer/ What Web
20https://builtwith.com/
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mainly to find as many attack vectors as possible. During enumeration, an attacker
will often go through each subdomain, IP or machine found during the recon stage and
attempt to look for potential vulnerabilities to later exploit. Shivayogimath describes
this stage as ”obtain[ing] user names,network share information and application version
information of running services. This step is most intrusive scanning since the Pen tester
tries to enumerate the valid user accounts and shares information” Shivayogimath| (2014)).
This can be performed in various ways depending on the results of the recon and phase
and the nature of the target. Some tools not previously mentioned that could be employed
during this step include, Dirbusteﬂ for searching directories for vulnerabilities or Nikto@
for scanning webservers and searching for outdated versions and searching for version
specific bugs. The concept of version scanning for vulnerabilities is used as inspiration
for the proof of concept functionality in later sections. Finally, there could also be
service specific enumeration tools such as SMBScanneIE which searches for Microsoft
SMB (SAMBA) shares within a scope.

2.3.4 Exploitation

The final section of a penetration test that will be highlighted as part of the research
is exploitation or ”gaining access” to a system. This step occurs after a tester has per-
formed their recon and enumerated through results to find often one of more potential
vulnerabilities to exploit. In Advanced Penetration Testing for Highly Secured Environ-
ments, Allen describes the goal of this step as ”prove[ing] that the vulnerabilities found
have a potential to impact the bottom line” Allenl (2012). Implementing these exploits
can vary in method and toolset due to the fact that many exploits are completely unique
from others and highly dependant on the vulnerabilities identified through enumeration.
However some of the more common tools in this stage include Burpsuitﬁ (for web-based
testing), SQLitﬂ (for database injections),John the rippeﬂ, Hashcaﬂ or Hydra@ (for
credential cracking) Wireshark@ or Aircraek—ngjﬂ (for wireless attacks), or even multi-
attack based frameworks such as Metasploiﬂ which will be explored further as it was

used as inspiration for the proof of concept script.

2 https://gitlab.com /kalilinux /packages/dirbuster
22https://github.com /sullo/nikto
Zhttps://github.com/gabimarti/SMBScanner
2Ahttps://portswigger.net /burp
Zhttps://www.sqlite.org/index.html

26https:/ /www.openwall.com/john/
2Thttps://hashcat.net /hashcat/
28https://tools.kali.org/password-attacks/hydra
2https://www.wireshark.org/
30https://www.aircrack-ng.org/

3thttps:/ /www.metasploit.com/
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Another tool to note that could be used in all stages of the process is Kali Linux®?| which
is a Linux distribution focused solely on penetration and security testing and as such

comes with many if not all of these tools and more out-of-the-box.

2.3.5 Common Exploits

The most common exploits used in the exploitation section can, for the purposes of this
project, be categorised into exploits involving the underlying application, and exploits
involving the infrastructure itself. Although there is some overlap between the two,
identifying these categories can help us build a Kubernetes testing framework, similar to
Metasploit, which focuses solely on infrastructure attacks. Since there are a large amount
of attacks and exploits, this subsection will focus on the exploits most relevant to the

topic.
OWASP Top 10

The OWASP Foundation is a "nonprofit foundation that works to improve the security of
software” OWASP Documentation| (2021)) through various techniques and projects such
as courses, tools, resources, and community outreach. One of their most popular projects
is the OWASP Top 10P which is a curated list of the most common web application
vulnerabilities which is updated semi-regularly.The web application exploits highlighted
will be adapted from this list.

e Component vulnerabilities: These occur when an application is written with or
utilises external components such as frameworks, libraries or 3rd party applications
which they themselves have known vulnerabilities. This can be particularly dan-
gerous if these components have the same privileges as the core application itself.
This concept of component vulnerabilities will be utilised when designing the proof

of concept script, discussed in later sections.

e Injection: Injection occurs when a web application is sent malicious data, often
through input fields. The queries will often attempt to make the application execute
commands on the server in order to gain access to sensitive data or functionality

without authentication.

e Cross Site Scripting (XSS): XSS occurs when malicious data is input to new
webpage by an attacker or a web page is updated using external JavaScript that an

attacker can modify to infiltrate a system.

32https://www.kali.org/
33https://owasp.org/www-project-top-ten/
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e Cross-Site Request Forgery: This type of exploit occurs when legitimate user
accounts are exploited to give access to an attacker while the victim is authenticated
by the system. This exploit can involve social engineering of users, or sending
malicious code in emails or links to automate the process of a user logging in for

the attacker to manipulate.
Infrastructure Attacks

Infrastructure attacks are less specific to the web and can occur on any machine or
indeed infrastructure if we attempt to translate the use-cases to the kubernetes environ-

ment.

e Buffer Overflows: Involve manipulating a machines memory stack to send corrupt
data values to program registries instead of data registries. This is implemented by
sending specific amounts of malicious data to a system without adequate boundary
handling. The data can be sent in order to send arbitrary code to a machine for

execution or gain access to sensitive data.

e Reverse Shells: A reverse shell occurs when an attacker can execute remote code
onto a a system and leverages this vulnerability to imitated a connection with the
attacks machine from the victim machine thus allowing the attacker to perform
shell commands on the victim, this would often be used in tandem with privilege

escalation to gain full access of a system such as a kubernetes cluster.

e Privilege Escalation: This method is often employed when an attacker has some
basic access to a system but cannot perform any commands that would meaningfully
impact the system. To overcome this, the attacker will attempt to use vulnerabilities
in the user structure, such as RBAC in Kubernetes clusters, to gain access to a more

privileged account and execute malicious commands.

e Code Injection: Code injection on machines is similar to web app injection as it
involves an attacker forcing a victim system to compile and execute malicious code.
This is often achieved through corrupt input of some sot to the system such as files,

SQL queries, XML entities, and so on.

2.4 Automated Infrastructure Testing

The final aspect of research that was performed was an overview of the current solutions
available for testing infrastructure security. These tools vary from remote testing services
such as kube-hunter to static code analysis of configuration files such as Kubeaudit and

Kubesec.

21



2.4.1 Kube-Hunter

Kube—HunteI@ is a free and open source software (FOSS) tool for security testing ku-
bernetes clusters by Aqua Sec. The goal of this tool according to the documentation
to "hunt for security weaknesses in Kubernetes clusters” Kube-Hunter Documentation
(2021). An important feature to note in Kube-hunter is that in can be run remotely from
the cluster, a trait not many of these tools share. This functionality proved useful when
implementing the proof of concept script for which this tool is a major component. A

sample output from this tool is depicted below.

Figure 2.7: Sample Kube-Hunter output

2.4.2 Kube-Bench

Kube-Benchf"| is another FOSS Aqua Sec kubernetes testing tool which ”checks whether
Kubernetes is deployed securely by running the checks documented in the CIS Kuber-
netes Benchmark” Kube-Bench Repository (2021). This involves running tests on the
configuration files in within the cluster. A caveat to this tool is that it requires full access
to the configuration files to implement these tests and thus offers little use to an external
attacker due to the fact that if an attacker were to have access to the files the cluster

would already have been compromised.

The tool does provide some relevance to this topic however as the output, highlighted in
figure 2.8, is quite comprehensive if somewhat hard to read. This output, along with the
Trivy output detailed in the following subsection, helped design the initial draft of the

output for the proof of concept script.

34https://github.com /aquasecurity /kube-hunter
35https://github.com/aquasecurity /kube-bench
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Figure 2.8: Sample Kube-Bench output

2.4.3 Trivy

TrivyPY is the final member of the trio of Aqua Sec tools researched. It is used to scan for
vulnerablities in containers, filesystem or Git repositories by externally scanning these
objects.This tool however cannot be implemented on Kubernetes clusters. The output,
shown below, is a clean, human-readable list of potential common vulnerabilities and

exposures(CVE) the object scanned could have.

Figure 2.9: Sample Trivy output, adapted from Trivy documentation

This concept could be useful for testing and attacking Kubernetes clusters and was the

main source of influence for the proof of concept script.

36https://github.com/aquasecurity /trivy
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2.4.4 Kubeaudit

Kubeauditf’’] is a static code analysis tool for Kubernetes config files by Shopify. It is
used to audit clusters by scanning these yaml files for misconfigurations. Similar to
kube-bench, this tool requires internal cluster access to function and it thus more used

for infrastructure hardening than attacking or security testing.

2.4.5 Kubesec

The final tool covered during research is kubesed®| which is functionally similar to kubeau-
dit. Kubesec is a command line interface (CLI) tool for auditing the yaml configuration
files within a cluster, which also requires cluster access. What separates this tool from
kubeaudit is the javascript object notation (JSON) based output, allowing for easy inte-
gration in continuous integration systems or other tools as part of some form of automa-

tion.

2.5 Summary

The background chapter was intended to offer an overview of the relevant aspects of
kubernetes as well as penetration testing to the reader. These components, such as the
architecture of the kubernetes infrastructure and its various processes and components,
when viewed in the context of the methodology and tools employed in traditional pene-

tration testing, aided the design and implementation of a POC script.

This section will also serve to highlight the more relevant tools discussed in the back-
ground and discuss their use in conceptualising and implementing the POC testing

script.

The main functional tools discussed were NMAP and Kube-Hunter which serve as the
two core components of thew POC script. These components will be executed as part of
the script and utilised to create the desired output. These tools specifically were chosen
as they can both be run externally and thus offer more of an attacker point of view than
some of the other scripts. They will also allow the tool to find more vulnerabilities using

external vulnerability libnraries.

Conceptually, the main design inspiration for the output of the script came from Trivy
and well as Metasploit. Trivy generates a table of CVEs along with additional resources
and information which is integral to the output and functionality of the POC. Metasploit

is a unified penetration testing framework which serve as conceptual inspiration for what

3Thttps://github.com/Shopify /kubeaudit
38https:/ /kubesec.io/
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a sophisticated virtual security testing framework could someday be if developed profes-
sionally for a longer period of time. Although this task is out of scope for the dissertation,
the fact that this could work to improve infrastructure testing would help prove part of

the motivations for the research topic.

These tools together form the basis of the concept of a unified testing framework for vir-
tual infrastructures, the design and implementation, as well as evaluation of this concept

will be discussed in subsequent chapters.
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Chapter 3
Design

The design chapter will give an overview of how the cluster infrastructures were implement
to configure the testing environment for the tools. The configuration of the attacking
methodology will then be explained and a theoretical description of the POC script
will be provided along with reasoning for the design decisions made during the research

process.

3.1 Configuring the Infrastructure

In order to test the POC as well as perform a comparative analysis of the current Ku-
bernetes security toolset, several different cluster configurations were implemented. The
three different use cases chosen during the research were a Virtual Machine setup using
hypervisor-based virtualisation, a local machine setup, and a cloud-based cluster setup.
The variety was added in order to test the tools and highlight security trait differences

between the three configurations more rigorously.

The local machine used during research and configuration of all clusters was a custom
build desktop running 12GB of RAM, a Nvidia GTX 980ti, and quad-core 4th generation

Intel i5 processor.

3.1.1 Virtual Machine Setup

The virtual machine (VM) setup involves the use of a type 2 hypervisor based VM service
called VMware. This tool was used to create and instantiate two separate Ubuntu 64-bit
distributions of Linux running version 20.04.2.0. The first VM, titled "Master’, represents
the Master node within the cluster, with the second representing a Worker node. Addi-
tional VMs could theoretically have been added at this stage, however, for the purposes

of the dissertation, a single worker node would suffice. The steps for creating and config-
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uring this infrastructure were researched primarily from the Kubernetes documentation

and are listed below.

1. Configure and run both Ubuntu Machines simultaneously in VMware. The ma-
chines created during the research were specified with 3GB of ram and 1 Dedicated

CPU core in order to run simultaneously alongside the host OS without speed issues.

2. Update the machines to install and enable the container runtime service of choice

on both machines, in this instance, Docker was used.

sudo apt—get update && sudo apt—get install —y docker.io

sudo systemctl enable docker

Listing 3.1: Docker setup commands on VM

3. Disable linux swap. Linux swap is a process which occurs in the memory manage-
ment unit (MMU) which facilitates the use of hard drive storage space as RAM
when the system is under heavy load e.g a system with 8 GB of ram may access an
additional 4GB of hard disk storage when running heavy computer vision or ma-
chine learning tasks in order to simulate a 12GB system. However due to various
incompatibilities with swap processes and the Kubernetes scheduler component,

Linux swap is not yet supported as of the time of writing this dissertation.

Sudo swapoff —a

Listing 3.2: Disable Linux swap

4. Update and install the ‘apt’ package which is required to utilise the Kubernetes apt

repository.

sudo apt—get update

sudo apt—get install —y apt—transport—https ca—certificates
curl

sudo curl —fsSLo /usr/share/keyrings/kubernetes—archive—
keyring .gpg https://packages.cloud.google.com/apt/doc/apt
—key . gpg

echo 7deb._[signed—by=/usr/share/keyrings/kubernetes—archive—
keyring .gpg]|_-https://apt.kubernetes.io/_kubernetes—xenial

~main” | sudo tee /etc/apt/sources.list.d/kubernetes.list

Listing 3.3: Terminal commands to utilise Kubernetes apt

5. Installing the Kubeadm bootstrapping tool, Kubelet, Kubectl command line tool ,

and Kubernetes-cni cluster network interface on the machines
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sudo apt—get update
sudo apt—get install —y kubelet kubeadm Kubectl kubernetes—

cni

Listing 3.4: Install Kubernetes tool commands

6. On the master node, initiate the cluster api-server using kubeadm. KUbeadm is
a Kubernetes tool created specifically to facilitate cluster creation. It is used to
initialise the most bare-bones components required within a cluster. The documen-
tation defines this service as “a tool built to provide kubeadm init and kubeadm
join as best-practice "fast paths” for creating Kubernetes clusters. kubeadm per-
forms the actions necessary to get a minimum viable cluster up and running” The

following command was run replacing jmaster-ip;, with our machine’s IP address.

kubeadm init —apiserver—advertise —Address=<master—ip> —pod—
network—cidr=10.244.0.0/16

Listing 3.5: Initialise cluster command

This command (listing 3.5) will configure many aspects of the cluster automatically
by pulling and running component images from Kubernetes such as cgroups, proxy,
eted and so on. Finally, it will configure the file structure correctly within the

machine for cluster commands to function correctly.

7. Once the control plane is configured, we will need to perform some configurations
to the master machine. This includes some file storage and global variable config-

uration.

mkdir —p $HOME/ . kube
sudo cp —1 /etc/kubernetes/admin.conf  $HOME/.kube/config
sudo chown $(id —u):$(id—g) $HOME/.kube/config

Listing 3.6: HOME variable configuration commands

The master node also needs a networking plugin to be setup. There are multiple
networking providers such as flannel”| or calicd?], these plugins will handle container
IP assignment and management to allow network communication across a cluster.

The plugin used in this setup was flannel.

thttps://github.com/flannel-io/flannel
Zhttps://docs.projectcalico.org/getting-started /kubernetes/
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kubectl apply —f https://raw.githubusercontent.com/coreos/

flannel /master /Documentation /kube—flannel . yml

Listing 3.7: Flannel network plugin install

8. Finally, a join command on the worker node to connect to the control plain and

access the cluster.

sudo kubeadm join <master—ip >:6443 —token 63wjip.5
oswrrs046ovs3ik —discovery —token—ca—cert—hash sha256:
d324de230807e2d0f69755e2e129deed3beab668c74a9
abd4chH5f5532ead1032

Listing 3.8: Worker node join command

The commands in listing 3.6 and 3.8 above were provided in the output of the

kubeadm init on the master node.

After these steps, any Kubernetes commands can be run on the machine including setting
up our vulnerable infrastructure and web application, which will be detailed in later

sections.

3.1.2 Local Setup

The local cluster setup was implemented using a tool called Minikubdﬂ Minikube is
a Kubernetes tool which allows a user on simple local hardware such as a laptop or
desktop, to create, configure and run a small cluster environment to facilitate learning
and testing. What separates Minikube from the virtual machine solution or indeed the
common industry setup of a cloud-based environment, is that the cluster only contains a
single node. This single node contains both master and worker node processes together.
As such, this tool is geared towards individuals learning the Kubernetes ecosystem or
small-scale local testing for clusters. This makes the local machine setup less useful for
the purposes of this research as it is not as realistic a production cluster simulation as
the other two setups; most, if not all corporate production configurations will not be run
using this style of cluster. However, the setup was still implemented and used for testing
purposes of the tools and script in order to vary the testing scope and to consider the

unlikely use-case of an attacker targeting a Minikube based cluster.

3https://minikube.sigs.k8s.io/docs/
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Winget install minikube

minikube start

Listing 3.9: Install and start minikube (Windows 10)

The steps for this setup were more straightforward than the VM solution. With very few
commands the cluster can be up and running and ready to configure and implement the

vulnerable application.

3.1.3 Cloud Setup

Running and managing a Kubernetes cluster through a cloud service provider such as
AWS or Azure is a common setup many deployment environments will utilise. This setup
would thus be the closest of the three test environments to a real-world cluster. There
are many different service providers for managed cloud Kubernetes clusters, early in the
research phase AWS EKS was chosen to be utilised to implement this cluster however
after many failed attempts often due to student account privileges not including EKS
functionality and billing issues regarding AWS credits, the setup pivoted towards instead
using a Linodeﬁ based Kubernetes environment (LKE) to create the cloud setup. However,
it should be noted that most of the cloud-based services offer very similar functionality
and this setup could be recreated almost identically with any managed Kubernetes cluster

provider.

Once the LKE was chosen and all necessary user account and login steps were imple-
mented, the remaining steps were all carried out through the graphical user interface
(GUI) offered by the Linode web application. The user simply presses a create button
on the webpage which will lead to a dropdown of options including Kubernetes, then for
configuration, the user chooses the types of machines the cluster will run on each with
varying CPU, RAM, and price configurations, the user will be notified of the monthly
cost of Linode credits for this cluster and lastly, the cluster is deployed.

4https://www.linode.com/
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Figure 3.1: Linode cluster dashboard

After creating the cluster, the user is presented with a dashboard similar to figure 3.1

with cluster information and node details presented in a clean GUI.

The final step to configure and run the vulnerable application on this cluster was to down-
load the kubeconfig file associated with the cluster, the contents of which are provided
by Linode. Once downloaded locally the kubeconfig file must be set as an environment
variable KUBECONFIG after which Kubectl commands run on the local machine will

be executed on the Linode cluster.

3.2 Configuring the Attack Surface

After the infrastructure had been created, the clusters would need to be altered in or-
der to become effective testing environments for the security tools. This section will
give an overview of the setup utilised as well as the security issues introduced to the

environments.

3.2.1 Kali Linux Setup

The setup for Kali Linux was similar to the VM cluster configuration. The Linux dis-
tribution was run using VMware on the local testing machine and given 8GB of RAM
2CPU cores and 60GB of storage space. Many of the tools mentioned in the Penetration

Testing section of the background chapter are included with the default instillation of
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Kali Linux, making it a common platform for penetration testers and malicious hackers

alike.

Once booted through VMware the only alteration made to the stock Kali Linux toolset
was to add many of the tools mentioned in the automated infrastructure testing section
of the background chapter, such as Kube-Hunter and Trivy. The machine was also
connected to a virtual private network (VPN) in order to simulate an external attack
from the cluster which was running on the same machine in the case of the VM and local

cluster setups, this step would be redundant when testing the cloud setup.

3.2.2 Introducing Vulnerabilities

This subsection provides an overview of the steps taken to alter the clusters in order to
introduce bugs and vulnerabilities. These would later be tested using the toolset to infer

which tools identified the vulnerabilities introduced to the cluster.

The two methods employed in this stage were to misconfigure the config files, and deploy

a vulnerable web application on the application pods within the cluster.
Configuration files

The first type of vulnerabilities introduced to the cluster were configuration-based issues,
as such these could affect the entire cluster infrastructure and not just the underlying
application and data. The changes made to the config were aimed to simulate a simple
misconfiguration that any new Kubernetes application developer might make in order for
the tools to be adequately tested on realistic infrastructure, however it should be noted
that many of these misconfigurations introduced are relatively simple to fix and would

be noticed by experienced Kubernetes devOps professionals.

The first misconfiguration introduced in this manner, highlighted in figure 3.2, was to set
the authorisation mode to always allow, a practice which is still recommended in certain
online tutorials and documentation today. However, this does leave the cluster open to

certain privilege escalation issues and incorrect user authorisations.

The second, perhaps less common configuration misstep was to allow insecure port bind-
ings on the master node (figure 3.3) which could leave the cluster open to various exploits

if the underlying application pods are not sufficiently hardened.
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1 gpiVersion: kubelet.config.k8s.io/vlbetal

2 authentication:
3 anonymous:

4 enabled: false

5 webhook:

6 cacheTTL:

7 enabled: true

8 x509:

9 clientCAFile: /etc/ t
10 thorization:

11| mode: Al I

12 webhook:

13 cacheAuthorizedTTL: ©
14 cacheUnauthorJ.zed'l’TL 0s

15 cgroupDriver:
16 clusterDNS

17 - 10.9 .10

18 clusterDomaJ.n cluster.lo
19 cpuManagerReconcilePeriod: 0Os
20 evictionPressureTransitionPeriod: 0Os
21 fileCheckFrequency:
22 healthzBindAddress:
23 healthzPort: 10248

24 httpCheckFrequency: os
25 J.magel"l:.n:.mumﬁcnge
26 kind: Ku etConfig
27 1ogg1ng. {}
28 nodeStatusReportFrequency:
29 nodeStatusUpdateFrequency
30 resovaonf /run/

pfs

33 shutdownGracePeriod: @s
34 shutdownGracePerJ.odCrJ.tJ.calPods
35 staticPodPath: /etc/kuberne
36 streaminQCDnnectJ.onId'l.eTJ.meout:
37 syncFrequency: 0s

38 volumeStatsAggPeriod: 0Os

Figure 3.2: Kubernetes authorisation misconfiguration
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*kube-apiserveryaml

1 apiVversion: v1
2 kind: P

3 metadata:

4 annotations:

5 kubeadm.kubernetes.io/kube-apiserver.advertise-address.endpoint: 192.1 142.130:
6 creationTimestamp: 1

7 labels:

8 component:

9 tier: control-

16 name: -apise

11 namespace: e-systel

12 spec:

13 containers:

14 - command:

45 image: ger.i e-apise
46 imagePullPolicy: IflotPresent
47 LivenessProbe:

48 failureThreshold:

49 httpeet:

50 host: 192.1 142.1
51 path:

52 port: 644

53 scheme: HTTP

54 initialbelaySeconds: 1
55 periodsSeconds: 1

56 timeoutSeconds: 15

57 name : ise

58 readinessProbe:

59 failureThreshold:

60 httpGet:

61 host: 192.168.142.1
62 path:

63 port: 644

64 scheme: HTTP

65 periodseconds: 1

Figure 3.3: Kubernetes API server misconfigurationn

Web Application Bugs

The vulnerabilities introduced in the web app should be considered less realistic than the
misconfigurations applied in the subsection above due to the fact that including these
vulnerabilities was not aimed a making the attack surface realistic for a web application
penetration test as that would be out of scope for this project. Instead the main goal for
introducing these web app bugs was to allow testing of a use case where a web application
running on a cluster were attacked and exploited somehow and how this could potentially

affect the overlying infrastructure.

The bug introduced for this particular setup was a code injection vulnerability through
an unsanitised user input field. The bug was implemented using the Damn Vulnerable
Web App (DVWA)H Docker image from the public docker registry (DockerHub) which
was pulled and run on the application pods within the cluster, the same method was
employed in all three cluster configurations. The DVWA is a project on docker aimed at
teaching individuals to test and attack known application vulnerabilities by offering a web
app with many vulnerabilities pre-configured. This is in no way a realistic production

environment but it offered an effective and legal means to test the tools and script in a

Shttps://hub.docker.com/r /vulnerables/web-dvwa
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controlled environment.

The code could be injected through input fields by placing a ’;” character after the input
and writing malicious code after this character to force the application to then send this
command back to the pod and execute the input. For example the input 7 My name is

” would send the ’ls’ command to the pod running the webapp container

Thomas ; Is
and instead of simply returning ”Hello Thomas” , the application would also return the
output of the execute command ”Hello Thomas Dockerfile api.py requirements.txt” these

files listed would commonly be found on container application pods.

This method could potentially be used to gain access to the cluster pod by running a
Python simpleHTTPServerf’| host on the attacker machine and executing a connection
command through this input, thus forcing the pod to connect via ssh to the attacker’s
machine, allowing the attacker to execute any command line command. This attack could
also theoretically be leveraged using privilege escalation to attempt to gain administrative

access and compromise the entire cluster.

3.3 Overview of Proof-of-Concept Script

The proof of concept script’s aim is to depict what a dedicated virtual infrastructure test-
ing framework might look like. Similar frameworks not specific to cluster infrastructures
include metaspoit which was highlighted in the background chapter. This framework is
an updated repository of exploits, exploit techniques and 3rd party tools integrated into
an extensible system. During research, I found the learning curve for Metasploit to be
quite steep, often needing to look up tutorials for the use of various tools and exploits
however the efficacy and range of functionality is what an infrastructure based testing

framework should strive for.

In terms of output design, the main inspiration was taken from the Trivy output (figure

2.9) which includes a clean, itemised list of vulnerabilities.

The usage of the application is a simple one-line command which points the script to a
predefined cluster endpoint IP address, such as a URL or cidr notation IP number. The
script then runs NMAP scans and Kube-Hunter scans automatically and runs the output
of these scans through a CVE list database to return any relevant vulnerabilities to the

system being tested in a custom table for readability.

The functionality of this particular tool searches for version numbers of services and
frameworks used within an infrastructure and runs checks to see if there are any known

exploits of these versions. Many development teams do not always instantly updated

Shttps://docs.python.org/3/library /http.server.html
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their frameworks an packages as this often requires many integrated systems to be af-
fected as such this technique could prove effective for finding bugs in production environ-

ments.

The basic application flow, which will be examined in detail in later sections is as fol-

lows:
e Run list of scans and tools against user input address
e Process results through public CVE database
e Return output of vulnerabilities and CVEs in human readable format

It is important to note that this script is strictly a proof of concept and that any use case
could be developed to highlight how a unified testing framework could be developed. A
stretch goal for a project such as this would be to allow custom scripts to be added, with
many options for the user to choose from such as exploiting, other recon tools and so on,
much like how Metasploit operates today. However developing this type of framework
would require months if not years of more development and is thus out of scope for this

topic.
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Chapter 4
Implementation

The implementation chapter will offer an overview and description of how the tools were
configured and run during the research as well as give an in-depth technical description of
the POC code and libraries used to achieve the design choices highlighted in the previous

section.

4.1 Infrastructure Testing Tools

The infrastructure testing tools utilised are categorised into two groups, the internal
testing tools which require internal access to a cluster’s config files as a prerequisite, and
the external tools which can be run against external clusters, or images in the case of

Trivy.

The tools were tested and compared using the 'GNU time’ command line utility which
allows the user to monitor the time taken and resources used by any command line
command executed. he efficacy of the tools was also tested by comparing the output
for the number of vulnerabilities found per tool as well as somewhat more subjective
measurements, such as how human readable the output is by comparing screenshots of

the command line output.

4.1.1 Internal

The internal tools tested during the research were Kube-bench, Kubeaudit and Kubesec as
they were deemed the most relevant to the topic during the research phase, the following
section will highlight the steps for their implementation as well as comment on the process

of utilising these tools.
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Kube-Bench

To implement kube-bench, we first pulled the docker image for kube-bench from Aquasec
onto the master node. Once installed we can simply run the program with ./kube-
bench.

The results are then returned as console output, as shown previously in figure 2.8. These
results will be evaluated in later sections, however the testing did find the configuration
vulnerabilities introduced as well as other small misconfiguration warnings that occur
with some of the default settings used.The output also gave the correct suggestions for

how to fix these bugs within the config files.

The output is comprehensive and offers fixes to vulnerabilities and thus made kube-bench

an effective tool for this cluster configuration.
Kubeaudit and Kubesec

The two tools discussed in this section are the static code analysers of configuration yaml

files in a kubernetes cluster; Shopify’s kubeaudit and kubesec from kubesec.io.

The implementation of Kubeaudit first requires navigating to the kubeaudit github repos-

itory and pulling the files from the releases to a directory within the master node.

Once extracted the application can be run using ./kubeaudit, the tests can then be run
on a file with the '-f’ flag and the tool with run all checks, instead of the default most

critical checks, with an ’all’ flag.

en mounted. automountserviceAccountToken should be set to 'false' on either the ServiceAccount o
pec or a non-defau c unt should be use

CapabilityorsecurityContex
ty Context not set. The Security Context should be specified and all Capabilities should be dropped by setting the Drop list

c. It should be set to 'false'

a

etadata
conta

SecurityContext or PodSecurit

lat:
eEscalation not set which allows privilege escalation. It should be set to 'false’

ube-apiserver

Privilegedil
vileged is not set in container SecurityContext. Privileged defaults to 'false' but it should be explicitly set to 'false’

s not set in container SecurityContext. It should be set to 'true'

9
n is missing. The annotation seccomp.security.alpha.kubernetes.io/pod: runtime/default should be added

Figure 4.1: Kubeaudit output

Figure 4.1 above displays the output file generate when running a test on the config file in

figure 3.3. The tests found the privilege escalation vulnerability as well as various other
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default setting issues and gives recommendations for security best practices.

To implement Kubesec, a similar approach to kubeaudit was taken, this is not surprising
given their similar functionality. Instead of Github, the tool was pulled from DockerHub
as a container image. After pulling the image, we can execute the tool using a docker

run command.

Figure 4.2: Kubesec output

Figure 4.2 displays the console output of a kubesec command on the same config file, the
two tools found identical vulnerabilities and could thus be considered interchangeable
from a security standpoint, apart from the fact that as default, kubesec offers JSON for-

matted output allowing for the output to be fed to some other program or tool effectively

4.1.2 External

The external tools referenced in this section are Kube-hunter and Trivy,. However, the
more relevant of the two is by far Kube-hunter due to the fact that Trivy can not be
run on Kubernetes clusters and was instead utilised during the research to test external

docker containers and to provide design inspiration for the POC script.

Kube-hunter was utilised to externally test the clusters setup as described during the
design chapter. It should be noted that Kube-hunter does offer internal testing function-

ality, however this was not explored during the research.
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Kube-Hunter

Kube-Hunter is perhaps the most relevant tool to the dissertation given its functionality

and well formatted output.

The tool was installed using the documentation instructions with pip installer. The tool
location was then added to the PATH for ease of use and finally Kube-hunter can be run

on a remote cluster with the -remote flag in the command line.

The output, displayed in figure 2.8 in the background chapter, gives the user a tabular
format of issues located within the cluster. Aquasec uses a proprietary exploit database

to allow users to further research the vulnerabilities.

The output and functionality was indeed desirable from the standpoint of the research
topic, however the exploit database seemed as though it could be replaced for more com-
mon and maintained CVE databases such as the Mitre database. Perhaps an aggregated

repository would benefit the kubernetes testing space in this way.
Trivy

To install Trivy, the docker method was employed, by simply executing a docker pull
command as specified by the Trivy documentation. The tool could then be run locally
on any public container image. The image scanned for demonstration purposes was the

damn vulnerable web application highlighted in earlier sections.

Figure 4.3: Trivy output

The tool returned hundreds of CVEs from this image which was to be expected given the
nature of the container being used to learn about common vulnerabilities, the figure above
displays the finding of the input vulnerability that was implemented for the demonstration

app running on the clusters.
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4.2 Proof-of-Concept Script

As described in the Design section, the unified testing script serves as a proof of concept to
demonstrate how an integrated framework could be implemented specifically for virtual
infrastructure testing, similar to how frameworks such as Metasploit operate for more
traditional penetration testing. The concept involves accessing several other open source

tools and compiling the results to be formatted in a clean, human-readable manner.

In theory, any number of tools could be added, and different options and services could
be available withing the framework such as static code analysis of config files, service

discovery tools, possible vulnerability identification, and more.

The proof of concept code offers a tool which provides a list of potential exploits that
an external attacker could find based on the service versions detected within the cluster.
This is implemented by running external NMAP scans and Kube-hunter on a given pod’s
IP address and referencing the output against the Mitrecve database to return a list of
potential common CVEs. Finally, the output is formatted into a format that facilitates

understanding of the vulnerabilities found.

4.2.1 Running Automated Scans

The first section of the code in the script involves running the scans using the external
tools. This was achieved using the ’subprocess’ python library which allows terminal

commands to be execute as part of the python script.

console = Console ()

nmap = subprocess.run ([ 'nmap’, ~oX’, =’  sys.argv][l], p-', ’
—sV 7], capture_output=True, text=True)

hunter = subprocess.run ([ ’kube—hunter’, —report’, ’json’, sys.
argv[2], sys.argv[l]], capture_output=True, text=True)

Listing 4.1: Run subproccess for external tools

The code in listing 4.1 shows the two tools ,NMAP and Kube-hunter, run as subprocesses.
The commands are s3et as string inputs to the 'run’ method along with any flags as well

as the IP address target which is taken as user input from the command line.

The NMAP output is set to return as XML for ease of processing and the Kube-hunter
will be set to JSON for the same purpose.
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4.2.2 Processing Results

Once the two tools have been run, the results need to be stored in such a manner that
they can then be output cleanly. As mentioned in the previous subsection, the outputs
were formatted to XML and JSON to facilitate this.

For NMAPA, an XML processing library in python was imported. This allows the script
to search for keywords in the xml to extract the service types, such as Apache or SMB, as
well as the version numbers associate with each service. The code written for this loops
through the XML and iterates each ’service’ tag to append the service and version to a
list.

nmapOutput = ET. fromstring (nmap. stdout)

tempVersionList =[]

for x in nmapOutput[4]. findall (’ports’):

for y in x.iter(’service’):
if y.get(’version’)!= None:

product = y.get(’product’)
version = y.get(’version’)
tempVersionList.append (product + .7 +

version)

Listing 4.2: Process NMAP XML output

Once the loop iteratesd through all the services, the tempVersionList contains contains

the services and versions in the format [service 1.0, example 2.3, ...].

The next step of results proccessing involvesd parsing the JSON output from Kube-
Hunter. This was achieved using the python json library import. The method is simalr
to the NMAP output where keywords for version numbers are searched in the JSON and
appended to the tempVersionList.

hunterOutput = json.loads (hunter.stdout)
vulns = hunterOutput[’vulnerabilities ]
for a in vulns:

if ’version’ in a[’vulnerability’|.lower():
k8sVersion = a|’evidence’]
tempVersionList .append (’Kubernetes _LAPI_" +

k8sVersion)

Listing 4.3: Process Kube-Hunter JSON output

After both outputs have been stored, the temporary list is transferred to a finalVersionList

to ensure no duplicate elements.
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finalVersionList = list (dict.fromkeys(tempVersionList))

Listing 4.4: Finalise list of services and versions

Finally, a python dictionary of vulnerabilities is created by iterating through the service

and version list and searching through the Mitre CVE list based on these keywords.

for z in finalVersionList:

vulnDictionary = vulnDictionary + crawler.get_main_page (

z)

Listing 4.5: Create dictionary of CVEs

The code above (listing 4.5) searching the CVE database and returns the first page of
vulnerabilities based on the keywords given, in this case the services and their respective

versions.

4.2.3 Formatting Output

The final section of the code is implemented to format the output into a table with
sections for the CVE code, description and so on. This was achieved using the Python

'rich’ library which offers a plethora of aesthetic text formatting for python strings.

To create the CVE table, output the rows and sectioned are defined and for each vul-
nerability in the dictionary created using listing 4.5, the sectioned are filled in a loop to
contain the data from the CVE database. Finally, the table is then printed as console

output in the terminal.

table = Table(show_header=True, header_style="bold_black”,
show_lines=True)
table.add_column (” Vulnerability .ID”, style="dim._.red”)
table.add_column (” Description”, width=95, style="blue’)
table.add_column (" Link”)
for elem in vulnDictionary:
table.add_row (

elem [0]

elem [2] |

elem [1],

)

console . print (table)

Listing 4.6: Generate CVE output
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This will then provide the user with a list of CVEs relevant to their chosen target as well
as information regarding each CVE. The output will be displayed and analysed in the

evaluation chapter.
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Chapter 5

Evaluation

This chapter will report all findings from the testing performed on the tools and script
as well as comment on their use and how viable the POC script can be in light of the

results found.

5.1 Automated Tooling Results Set

The automated tools were quantitatively tested for both their efficacy and efficiency at
identifying vulnerabilities. These tests were introduced in the design chapter and the

data gather will be explored in the following subsections.

5.1.1 Efficacy

The efficacy of each tool was measured by calculating the percentage of vulnerabilities
found by the tool that were purposefully introduced to each cluster type (cloud, local,
and VM).

The most interesting data point within this first set of results is the fact that Kube-bench
would not function correctly on the cloud based Linode cluster. This is due to the fact
that managed clusters such as EKS or LKE do not allow access to the master node for
tools such as Kube-bench and thus the tests could not be run.Apart from this, the tools
worked as expected with the static code analysers gather more misconfigurations and

Kube-hunter identify the application bug.

5.1.2 Efficiency

Efficiency was calculated by recording the time taken for each tool to run as well as the

resource usage of the tools during their execution.
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Figure 5.1: Automated tool efficacy results
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Figure 5.2: Automated tool time results

As expected, running the tools on the VM is slightly slower due to the additional resources
used. However, an unexpected result is that Kubeaudit seems much faster than Kubesec
despite their similar functionality. We can also see that in some cases the cloud setup was
marginally faster and in some cases slower, this may be to do with how Linode manages

resources or perhaps the local machine was similarly efficient.

The main data points to note here are that Kube-hunter ran consistently on all clusters
due to the fact that the Kali Linux VM stayed consistent throughout testing, and CPU

usage drastically reduced when run outside of the VM or in the cloud setup, which is to
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Figure 5.3: Automated tool usage results

be expected given the resource heavy tasks VMware requires to function.

5.2 Proof of Concept Script Results Set

Speed | CPU Usage
Cloud 20s 70
Local 21s 76
VM 28s 81

Table 5.1: Results from POC Script testing

The speed and CPU usage in table 5.1 are not surprising given the use of Kube-hunter
as part of the script. In terms of efficacy, the same vulnerabilities missed by Kubernetes
were missed by the script however the script found several different vulnerabilities from
the CVE list based on the NMAP results and Kubernetes service versions. As such, more

vulnerabilities were found overall than any of the other tools.

In more subjective terms, the output could be considered more human-readable than
some of the other tools as it offers colour coding and tables to present the CVE number
and description, as well as offering a link to more information on a specific exploit. This
aspect, although the most difficult to quantify, is perhaps more relevant than time or
resource usage as it specifically impacts the motivation of the research to conceptualise

a unified framework for infrastructure testing.
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Figure 5.4: POC script output

5.3 Comparative Analysis of Results

When comparing the results from the tools and the script, there is a large degree of overlap
in the more quantitative measures such as time, CPU and percentage of vulnerabilities
found. This is in large part due to the fact that the script does not alter the functionality
of the tools it utilises, it simply unifies them into one process and offers a representation

of the concept of a virtual infrastructure testing framework.

The more relevant comparisons to make with this goal in mind is to analyse the output
of the tools as well as the script. When comparing these, many of the tools have similar
traits; tables in Kube-Hunter and external resources in Trivy, however the script unifies
these desirable traits into a single solution and as such proves the question that concep-
tually, a unified framework would have the potential to improve virtual infrastructure

testing.

However given the similarity in other results, it should perhaps be adapted to consider
the use of these external tools alongside any frameworks for the most robust and com-

prehensive testing methodology possible.
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Chapter 6
Conclusions

The research aimed to define the state of the art for Kubernetes and penetration testing to
identify how the area of virtual infrastructure could move forward. After the background
phase, it was offered that a unified testing framework for Kubernetes could benefit virtual

infrastructure testing.

The results gathered in the evaluation chapter suggest that in terms of efficiency and
efficacy, a unified testing framework for virtual infrastructure would not offer any sub-
stantial improvements, this is most likely due to the fact that the framework calls these
external tools and makes no claims to improve their efficiency. This conclusion does not

seem to be any different for current testing frameworks such as metasploit.

The improvements that could be offered lie more in the ease of use and convenience that
a unified tool would offer the user. The output screenshots show a clean readable output
with defined sections for vulnerabilities and additional information.This design could be

implemented in a number of different processes and exploits.

The tool however is strictly conceptual in its current state and would require a large

development effort to rival Metasploit.

6.1 Future Work

The future work for this topic revolves primarily around the proposed framework. The
concept needs to be implemented to provide an extensible system to allow different types
of processes, such as the version checking tool to be implemented for users to chose

from.

The framework would also need to deployed and tested on a real hardened target (with

permission) to ensure the functionality has relevance in real world situation. This work
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would stem from the fact that although the concept was tested in various clusters and

configurations, it was impossible to simulate a truly hardened corporate cluster within

the timeframe of the research.

Finally, more comparative analyses would need to be carried out on the finalised product

to truly assess its relevance in the context of the current state of the art.
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Appendix

.1 Proof of Concept Script

#1/bin/pythonsd

import sys

import subprocess

import json

import xml.etree.ElementTree as ET
from rich.console import Console
from rich.table import Table

from mitrecve import crawler

from pprint import pprint

console = Console ()

nmap = subprocess.run ([ 'nmap’, —oX’, =’ sys.argv[l], —p—,
—sV’], capture_output=True, text=True)

hunter = subprocess.run ([ 'kube—hunter’, —report’, ’json’, sys.
argv[2], sys.argv[1l]], capture_output=True, text=True)

nmapOutput = ET. fromstring (nmap. stdout )

tempVersionList =[]

for x in nmapOutput[4]. findall ( "ports’):

for y in x.iter(’service’):
if y.get(’version’)!= None:

product = y.get(’product’)
version = y.get(’version’)
tempVersionList .append (product + .7 +

version)

53




hunterOutput = json.loads (hunter.stdout)
vulns = hunterOutput[’vulnerabilities ]
for a in vulns:

if ’version’ in a[’vulnerability’|.lower():
k8sVersion = a|’evidence’]
tempVersionList .append (’Kubernetes .LAPI." +

k8sVersion)

finalVersionList = list (dict.fromkeys(tempVersionList))
vulnDictionary = []
for z in finalVersionList:

vulnDictionary = vulnDictionary + crawler.get_main_page (

)

table = Table(show_header=True, header_style="bold_black”,
show_lines=True)
table.add_column (” Vulnerability .ID” | style="dim._.red”)
table.add_column (” Description”, width=95, style=’blue’)
table.add_column (” Link”)
for elem in vulnDictionary:
table.add_row (

elem [0]

elem [2] |

elem [1],

)

console.print (table)
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