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Abstract

In dense WSNs (Wireless Sensor Networks) there are often hundreds or
maybe thousands of nodes deployed. This type of network configuration
has emerged and increased rapidly in recent years as a result of the
advent of IoT (Internet of Things). The task of coordinating these
nodes so that they are all allocated bandwidth to transmit is called
scheduling. Many traditional approaches to scheduling which were not
designed for this application and break, incapable of handling such a
highly congested network.

In recent years there have been a number of advancements in wireless
network scheduling brought about by the integration of Reinforcement
Learning(RL) techniques into the scheduling protocols. Being such a
recent development, the application of these techniques to deployment
in a WSN is still relatively unexplored.

In this thesis, the Q-Mod scheduling protocol is proposed. This protocol
leverages existing RL techniques to achieve high bandwidth utilisation
and fairness across the network. This protocol is highly resilient to rapid
changes in the network and can accommodate large numbers of sensor
nodes, making it a perfect candidate for deployment in the context of
a WSN.

In the latter half of this thesis, a number of improvements are sug-
gested that can be made to the Q-Mod scheduler to further increase
its potential to maximise bandwidth utilisation and minimise the age
of information across the network. The number of IoT devices and
networks are increasing exponentially. If sufficiently optimised this re-
search could eventually be used in a host of applications from Smart
Cities to agriculture to V2X (Vehicle-to-anything) communications.
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1 Introduction

Wireless sensor networks were initially designed for military use during the 1980’s.

Cost effective sensors that could be deployed quickly were deemed optimal over

other technologies such as radar, satellite and sonar for similar applications such as

detecting enemy vessels [1] in areas that would ordinarily be difficult or impossible

to install alternative, more robust apparatus. Wireless sensor networks also have

the advantage that they can be being ad hoc- that is that there is no centralised

controller tasked with allocating bandwidth to a node that wishes to transmit [2].

Since the 1980’s, these sensor networks have been adapted for a range of appli-

cations such as monitoring changes in terrain, monitoring animal populations [3]

and increasingly in IoT contexts e.g V2X [4] communication, infrastructure health

checks [5] etc. While these sensors still provide the advantages of being cost effec-

tive, fast to deploy and resilient to nodes dying/leaving the network, they do come

with the disadvantage that they are often battery powered [1] [6], constraining

the sensor’s lifetime [2] [7] in the network. As these networks are often deployed

in places that are difficult to access [8], conserving their power is of paramount

importance as one may not be able to easily replace a node that loses power.

It is therefore a network architect’s goal to ensure that sensors in a wireless sensor

network are transmitting in a power efficient manner [6]. One of the main obstacles

to this is the need for a node to re-transmit packets due to corruption during the

initial transmission of a packet across a shared medium [9]. If two nodes try to send

a signal across a shared channel at the same time, interference will occur. In the

absence of a mechanism to recover the part of the signal which has experienced

interference, the data packet being transmitted will be rendered unusable and

will be discarded by the receiver/any nodes listening to the channel. As this

is generally the case for messages transmitted over a shared medium, it will be

assumed throughout this dissertation that no such recovery mechanism exists and

any interference will render the interfering data packets irrecoverable [10]. When

this is the case, the sending nodes will be forced to re-transmit their message.

Here, there is a need to have a mechanism to resolve this conflict between two

transmitting stations that are both trying to access the medium. The added caveat
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to this is that this conflict must be resolved without the terminals communicating.

If the terminals were to behave selfishly and try to retransmit as soon as possible,

they could end up colliding indefinitely.

This is precisely the role of Medium Access Control (MAC) Protocols. MAC

protocol’s originally proposed in 1971 (AlohaNet [11]) [12] are a mechanism for

multiple radios to transmit messages over a shared medium. As well as dictating

things such as the frame structure for a data packet and the addressing scheme, a

mac protocol dictates when agents choose to transmit and how the agents respond

to a collision of one of their messages. It is thus the job of the protocol to strike a

balance between Quality of service(QoS) [7]and energy efficiency (ensuring that

not too many collisions are happening in the network). There have been a number

of developments on the original Aloha protocol proposed in 1971 which seek to

optimise both of these metrics. In the next section a brief overview of MAC

protocols will be provided.

1.1 Motivation for Research

The advent of IoT has brought about he existence of a new type of wireless network

architecture, namely Dense WSN. Many of the existing wireless protocols that are

in use today are specifically designed to accommodate a network with a few tens

of nodes at most. These are not suitable for use in a network topology that could

contain many hundreds or even thousands of nodes. In recent years there has

been a growing trend towards leveraging paradigms of artificial intelligence and

learning to improve the efficiency of random access MAC protocols but very little

of this research has been directed specifically towards the problem of dense wireless

sensor networks. This presents a need for more research into this area in order

to examine what RL techniques have already been applied to MAC protocols and

assess their applicability for deployment in the context of a WSN or suggest how

these protocols might be modified to make the applicable to deployment in this

context. This is precisely the motivation behind this thesis.
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1.2 Research Aims

The primary goal of this thesis is explore various RL algorithms, particularly W-

Learning 7 in order to propose and evaluate a MAC scheduling protocol based on

RL that can be used in the context of a WSN. This protocol will be evaluated

against to the state of the art in order to demonstrate the trade offs (if any), that

may arise when deploying an RL-scheduler in a WSN.

1.3 Document Structure

This thesis is comprised of six chapters. Chapter 2 will discuss the background

research relevant to this paper, tracking the progression of MAC protocols from

their inception as purely random access protocols, right up to the state of the art

today, demonstrating the gradual integration of Artificial Intelligence and learning

into this domain. In chapter 3, the novel scheduling protocols which have emerged

as a consequence of this research will be discussed. Chapter 4 will detail the

implementation of the project, delving into an explanation of the actual code

base. Chapter 5 will outline the conditions under which the Q-Mod protocol was

evaluated. The hyper-parameters of the experiments as well as the graphs of the

results achieved will be pictured here. Finally chapter 6 will conclude with a

commentary on the results obtained in section 5 and an outline of future work

that could be carried out to expand on this thesis.
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2 Background and Related Work

In this chapter I will give an overview of the current state of the art, looking

individually at the individual networking and machine learning components of my

research and then discussing the research completed to date which involves the

intersection of these two fields. Focusing first on the networking side of things,

I will discuss MAC protocols under the two broad categories which they exist;

contention based and contention free protocols. I will then move on to discuss

some of the RL concepts which my thesis has relied heavily on, before finally

discussing the research surrounding the relevant metrics which will be used to

gauge the success of the methods proposed in this thesis.

2.1 Contention free protocols

Contention free protocols are named as such because nodes in the network do not

compete for access to the medium [13]. Rather, there is a centralised controller

which communicates to the nodes when they are permitted to send. The allocation

of the medium can be either fixed(each node given an allocation of access to the

medium and this does not change) or dynamic (allocation of the medium is based

on which nodes have information to send). Fixed allocation strategies [13, 14]

include : FDMA (Frequency Division Multiple Access), TDMA (Time Division

Multiple Access) and CDMA (Code division multiple access). Dynamic allocation

strategies typically involve, polling, station-slot reservation or token passing. A

commonality between all of these implementations is their inefficiency either in

terms of bandwidth (as a result a station being allocated time to transmit when it

does not have any packets to transmit) or due to signalling overheads introduced by

a centralised controller [15]. While these protocols do effectively mitigate against

packet collisions, thereby providing QoS guarantees, their inefficiency in terms of

throughput relative to contention based protocols make them unsuitable in the

context of a dense sensor network which is the main application being studied

here. In this case the time taken by a centralised controller to communicate with

the vast array of sensors in a dense sensor network would degrade the channel
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performance. For this reason, this thesis will focus on contention based algorithms

which attempt to primarily maximise throughput of the transmission channel.

2.2 Contention based protocols

The alternative to protocols which require a centralised controller are contention

based protocols. In a contention based system nodes are free to determine when

they should attempt to transmit across a shared medium [16]. These types of

MAC protocols dictate when a node will send and how a a conflict between two

nodes trying to access the medium at the same time might be resolved. A collision

in the shared medium is a consequence of two nodes transmitting at the same

time. For the purpose of this paper, the interference caused by the collision across

the shared medium will render the data packets involved irretrievably corrupted

and in need of re-transmission [9]. If the senders who had caused the collision

were to immediately try to resend their packets across the channel upon learning

of the collision, then there would be a high probability of another collision. It is

common to resolve this conflict by having the nodes transmit at different times by

getting them to independently choose a number of time slots to backoff (refrain

from transmitting for) [17]. The backoff strategy described by the protocol is of

paramount importance as it will ultimately dictate the QoS experienced by each

node. Over the years, there have been many attempts to improve the throughput

and average quality of service of these protocols. At its inception, contention

based protocols relied on randomness as a means of resolving collision [11, 10] but

increasingly contention based protocols have been modified to incorporate aspects

of learning where nodes retain information about previous transmission attempts

and attempt to exploit this to make an informed decision about when they should

transmit next. In this section I will mention some of the most notable contention

based protocols which describe the state of the art and its current trajectory.

2.2.1 Pure ALOHA

One of the first contention based protocols to emerge was the Aloha [11]. Imple-

mented by Norman Abramson in an effort to connect the islands of Hawaii via
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radio link. In pure ALOHA, nodes are free to send whenever a packet arrives at

the node to send. Upon successful transmission of a packet across the medium, the

recipient station will transmit an ACK (acknowledgement of receipt of a message)

to the sender. Separate bandwidth is allocated for ACKs so as not to interfere with

nodes which might want to transmit. Should two nodes transmit at the same time,

interference will occur, the receiving node will not receive the packet and no ACK

will be transmitted. The transmitting node will wait for the ACK for a certain

amount of time (timeout equal to 2 * the round trip time) before determining that

the packet it sent must ultimately not have made it across the medium success-

fully. At this point the node will choose a random number of time slots to backoff

from the channel before attempting a re-transmission. The random number cho-

sen is an integer in the interval [1 - contention window size] where the contention

window size is an upper bound which simply defines the max amount of time a

node should wait before attempting a re-transmission. After the number of time

slots equivalent to the backoff have passed, the node will attempt to re-transmit

the packet which had previously resulted in a collision. If another collision takes

place, the node will double the size of its contention window to decrease the prob-

ability of collision for subsequent transmissions. It will then pick another random

backoff from the larger contention window and repeat the process until a successful

transmission takes place. The largest possible size for the contention window is

1024 time slots. After a maximum number of retransmissions is reached, a packet

is simply dropped (discarded and not delivered).

2.2.2 Slotted ALOHA

While Aloha was revolutionary in its time and undoubtedly laid the foundation

for contention based protocols to come, there was one glaring issue with it. And

that was that if even one bit of two messages were to overlap, both messages

would be rendered completely irrecoverable. In 1977, Norman Abramson again

proposed a simple modification to his previous work to alleviate this problem.

In the paper ”The throughput of packet broadcasting channels” [18], Abramson

proposes synchronising stations in the network and discretizing time into slots. A

time slot was defined by the protocol to be the length of a data packet. Nodes would
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only be permitted to send at the start of a time slot. In this way, the protocol

was able to overcome the issue of small fragments of data packets overlapping

introduced by the the truly random access to the channel proposed in ALOHA.

By so doing, throughput of the channel can be seen to double as the theoretical

probability of a collision in the channel is halved.

2.2.3 DCF

The distributed coordinate function was a protocol adopted by IEEE for the

802.11 [19] standard (wifi). As a consequence it is one of the most widely used

WLAN protocols in operation today. Essentially this protocol implements slot-

ted Aloha with a few clever optimisations. The protocol defines two lengths of

time SIFS (shortest inter-frame space) and DIFS (DCF inter-frame space). DIFS

defines the length of time needed to transmit a data packet across the medium.

2*SIFS defines the length in time of a vacant slot (i.e when no station is trans-

mitting). This is an optimisation from slotted ALOHA where all slot lengths

were the same. The true gain of this optimisation can only be realised when you

consider the lengths defined for these two constants. 2*SIFS(10µs) is a less than

half DIFS(50µs). The result is that when there are empty slots in the medium,

only half as much bandwidth is wasted as there would be in slotted Aloha. As a

consequence of the medium no longer being in discretized chunks of equal length,

nodes have to be a bit smarter about how they access the channel. They do this

by only transmitting when they have sensed that the medium is free for 1 SIFS,

in this way we ensure that a node will not begin transmitting halfway through the

transmission of a data packet from another node (as would be the case in pure

ALOHA). This type of protocol that senses the channel is called a CSMA protocol

(carrier sense multiple access).

The physical properties of the protocol are also different from ALOHA in terms

of the packet size, sender bit rate etc. Other than this the backoff strategy em-

ployed(BEB) and sender logic are really quite familiar - very similar to slotted

ALOHA.
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2.2.4 Learning-BEB

Learning-BEB or L-BEB [20] was an enhancement proposed to the binary expo-

nential backoff protocol (BEB) described above. The purpose of this protocol was

to strike a balance between a CSMA, contention based protocol and a TDMA

(Time Division Multiple Access) scheme. In TDMA a centralised controller in-

dicates to each node that in a predefined set of time slots, a particular time slot

has been reserved for that node to transmit. In this way nodes do not have to

compete for the medium. The major downfall of this approach is that, in a given

time interval, if most nodes do not have any packets to send, then you waste the

much of the medium’s bandwidth and could starve a node which constantly has

packets to transmit of bandwidth that is available to be used [15]. This protocol

does come with the advantage that as it is controlled by a centralised controller.

As a result, there are never any collisions in the shared channel. L-BEB sought

to have a network which would start off as a random access, contention based

network but would ultimately converge to a TDMA solution which as mentioned

implies that there are no collisions happening in the medium.

It does this by employing a random backoff, the same as BEB in the event of

a collision but a deterministic backoff in the event of a successful transmission.

The deterministic backoff (V) is equivalent to a predefined schedule length (16 has

been empirically decided by the paper’s authors). The result is that when two

nodes cause a collision in the channel, they will select a different random backoff

and upon successful re-transmission will then transmit at a predefined frequency.

Thus the nodes involved in the collision will interfere with each other no longer.

Initially this will happen a lot when the network is implementing a contention

based scheme, as more collisions occur however, the network will converge upon

a solution where every node has a defined slot in the schedule to transmit in and

then network will assume a stable state where no collisions occur and each node

is transmitting in a TDMA fashion that has been learned as opposed to enforced

by a centralised controller.

The obvious advantage of this approach is that it does not require a centralised

controller to achieve a collision free state. In the worst case where a collision free

state cannot be found, the protocol is said to operate as if it were a slotted Aloha
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implementation, using BEB as a backoff strategy i.e a random backoff after every

collision.

The disadvantage of this approach is that the solution it converges to, a TDMA

solution- as I mentioned, is ultimately inefficient in terms of its throughput. Nodes

are assumed in this paper to always have information to transmit, when this is

not the case the throughput and utilization of the channel would be decreased

significantly. The number of nodes which this type of network could support

is dictated by the parameter V (the deterministic backoff) which is defined for

the network. When the number of nodes is greater than V, the network cannot

achieve a steady state and will fall back to effectively being a BEB implementation.

Increasing the size of V to support a larger network will result in a lower channel

utilization as any given node will only get to use 1/V of the available time slots

to transmit. When there are nodes that do not have packets to transmit, channel

utilization is negatively impacted.

One other criticism of this protocol is that there is not a very elegant way for

nodes to enter the network. Newly arriving nodes in the network will randomly

access the channel which may result in collisions causing existing nodes to re-enter

a state of contention and will need to converge back to a steady state (if possible).

During this period of contention, the network behaves as if it were employing

Slotted Aloha using BEB as a backoff strategy. For WSNs which may frequently

have additional nodes added to the network this would cause frequent periods of

turbulence for the network.

2.2.5 Learning Mac (L-MAC)

L-Mac [21] was proposed, building on the work of L-BEB [20]. This protocol

sought to exploit the advantages gained by Nodes converging on a TDMA solution

but proposed mechanisms to improve the convergence time of the algorithm which

would in turn make it possible to more efficiently add nodes to the network (with-

out major disruption and many packet collisions). To achieve the di=esired effect,

the authors of [21] proposed the notion of ”stickiness”. That is, once a node had

converged upon a suitable time slot in the schedule to transmit, it would be more
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likely to choose this slot than any other even after a collision had taken place on

the network.

This is implemented by having every node in the network maintain a probability

distribution of how likely it is to transmit in a particular time slot. Successful

transmissions in a given time slot will increase the probability of transmitting in

that time slot again and unsuccessful transmissions will decrease the probability

of transmitting in a given time slot again. When a node has converged upon a

solution it will transmit in a given time slot with a probability of 1 (this is the

deterministic backoff proposed in L-BEB). When a new node enters the network

and causes a collision with this existing node, rather than the node abandoning

all posterior-knowledge about the organisation of the network, it will decrease the

probability that it transmits in the slot which it had been previously transmitting

by some amount β (a hyperparameter of the network) but is still most likely to

transmit in the slot which it had been previously transmitting. This allows for

faster re-convergence of the network while not starving new nodes of bandwidth if

the network is oversubscribed (more nodes than slots in the schedule). To further

speed up convergence when the network is initially configured, nodes will carry out

updates to their internal state even when they are not transmitting i.e the node

will carry out slot selection even when it has no packet to send and will observe

whether there would have been a collision in the channel or not and update the

probability distribution of the schedule based on this observation.

This approach also dictates a way to dynamically lengthen and shorten schedule

length. Empirically the author’s of the paper observed collision thresholds for var-

ious schedule sizes which indicate that the network is oversubscribed. By counting

the number of collisions in the network and comparing to these thresholds, all

nodes have a common source of truth so can adjust the length of their schedule

(in this case doubling or halving the length of the schedule) uniformly without the

need for a the introduction of signalling overhead from a centralised controller.
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2.3 Reinforcement Learning

Reinforcement learning is a type of unsupervised learning in which an agent seeks

to devise a strategy in order to maximise the long term reward it can attain

from its environment [22]. This type of learning seems to be strongly inspired

by animal science as it attempts to mimic the learning behaviours we observe

from animals [23]. Watkins [24] in his paper ”Learning from Delayed Rewards”

conjures up images of experiments involving lab mice which must learn to respond

to different stimuli to achieve some goal e.g get a piece of cheese or birds which are

effectively solving the multi-armed bandit problem [25] presented to them in the

form of bird feeders with variable dispense rates. In all these controlled tasks, the

specimens are able to get positive rewards (e.g food) or negative reward(e.g small

electric shocks). AI researchers observe that these animals do not behave näıvely

when presented with the same task multiple times. Rather they seem capable of

leveraging past experience of positive and negative rewards in order to approach a

strategy which optimises their long term reward. There is a notion here - that an

agent can discriminate between a good and a bad strategy based on rewards it has

seen which form the basis of reinforcement learning. Just as a mouse can learn to

move through a maze to get a piece of cheese, so too could a computational model

learn to behave optimally by being reinforced with rewards from its environment.

In this section, I will discuss the RL algorithms that are most relevant to this

paper.

2.3.1 Q-Learning

Initially proposed by Christopher Watkins in his paper ”Learning from Delayed

Rewards” [24], Q-Learning describes how an autonomous agent might view their

environment as a Markov Decision process [26] (MDP) i.e it could be modelled

as a series of states, where the agent is able to move between states by taking a

given action (under some transition function T (s, a) which determines the next

state) and will receive feedback about how good their actions were with respect to

realising some goal in the form of a reward (the reward can be positive or negative
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- to indicate that the agent has made a mistake or to incentivize the agent to

pursue positive rewards).

If an agent has perfect knowledge of the MDP i.e they have a model of the entire

state space, the transition function and the reward function, then an agent could

employ value iteration [27] and policy iteration (acting greedily with respect to the

value function), in order to determine how to behave optimally. This problem of

evaluation has been extensively studied and proofs exist [28] to show an optimal

policy can be determined in this fashion. In [24], Watkin’s was more concerned

with the problem of control. That is getting an agent to behave optimally in a

situation where they have no knowledge of the reward function or the transition

function. The agent is only conscious of the environment it is in (state space) and

the actions it can take in a given state. Watkin’s proposes a Q-function (”quality

function”) which given a state and an action, can tell you how good it is, to take

that action in that state.

For any given Markov decision process there will be some function Q∗ which will

which maximises the long term reward for the agent provided the agent takes the

action with the highest Q-Value in every state. If the agent in a certain state is

given Q*,it could consider an action and using this function to determine exactly

how much reward it can expect to gain from taking that action if the agent were

to continue to take actions which maximised Q* in every subsequent state.

For most interesting problems, an agent will not know Q*.Rather, the agent seeks

to learn this function, initially starting off with some estimate of Q for every

state action pair. This is stored as 2D matrix in memory. By experiencing the

environment and collecting rewards, the agent is able to make its approximation

of Q closer to Q* by continually updating the function as the agent experiences

more and more of the environment. To update Q it is necessary for the agent to

take an action. Before taking action a, an agent will have some estimate of how

much reward it can expect to gain for taking that action in a particular state:

Q(st, at) (1)
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By taking action a, the agent will end up in a new state (st+1) and can observes

some reward r. From this new state, the agent can look at all the possible actions

it can take and will be aware, according to the current estimate of Q, how much

reward can be gained from this state onwards (taking the max over all the possible

actions). We combine these two quantities to give the agent some estimate of how

good it really was to take action a:

rt + γ ∗max
a
Q(st+1, a) (2)

Note that the estimate of future reward maxaQ(st+1, a) is discounted by gamma

(0 < γ < 1). This is a weighting to reflect the uncertainty of future rewards.

Rewards further into the future will have a smaller weighting than more immediate

rewards. We use a geometric series for the gamma weightings e.g γ1, γ2, γ3....γ∞

as this results in a convergent sum allowing us to approximate infinite sequences

of future rewards.

At time step t+ 1, the agent is now aware of a new estimate based on its experience

of the environment of how good it was to take action a in state s and it is also

aware of what its old estimate of that quantity was. The difference between these

two quantities is called the temporal difference:

rt + γ ∗max
a
Q(st+1, a)−Q(st, at) (3)

The temporal difference is essentially an error term which the agent can use to

update its previous estimate of Q with. The hyper-parameter α (between 0 and

1) dictates how influential the updates from the temporal difference should be.

When α is large, the error term has a similarly large impact on the Q-value and

for smaller values of α, that error term is being integrated more incrementally:

Qnew = Qold + α ∗ temporal difference

= Q(st, at) + α ∗ (rt + γ ∗max
a
Q(st+1, a)−Q(st, at)) (4)
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There is, as Watkins notes, an issue when an agent always chooses the action

which maximises the Q-Value at every time step. By always behaving greedily an

agent may fail to explore some area of the state-space which it has not previously

encountered but which could maximise long term reward. To overcome this issue,

the agent could periodically choose to conduct ”experiments” - actions which do

not maximise Q in a given state but give the agent more information about re-

wards achievable in the state space. This strategy of periodically experimenting

is called ”epsilon-greedy” [22], so called because at any given time step an agents

probability of experimenting is given by a constant ε. Initially this value is high to

encourage exploration but as an agent learns more about the state space, this value

decays which encourages the agent to exploit previous knowledge. This algorithm

is efficient as it is model free [22], does not require the exhaustive updates of the

state space at every time step and will converge upon Q∗, allowing the agent to

perform optimally in the MDP.

2.3.2 Deep Learning

Deep learning is a branch of supervised machine learning machine learning. This

is a set of algorithms used to produce a mapping function between a set of input

data points and a set of known labels [29]. A simple example of this would be

a linear regression classifier. Given a set of inputs and outputs, we can assume

that there is some polynomial function f(x) which maps the inputs to the outputs.

This function f(x) could be written:

f(x) = θn ∗ xn + θn−1 ∗ xn−1....θ1 ∗ x+ θ0

where the order of the polynomial function(n) and the weights (θx) must be deter-

mined analytically. The order of the polynomial is considered a hyper-parameter

of the model (one selected empirically based on best practices and in this case

experimentation based on the distribution of the data). Once the order of the

polynomial has been selected by the model architect, the weights are all initialised

two random values and we can computationally converge to the function f(x) by

iteratively carrying out:
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1. Cost function evaluation : To find out how well f(x) captures the char-

acteristics of the data, we pass each of the input examples we have into

the function f(x) and compare this predicted value to the known label that

we have for the data. The difference in value between the label and the

prediction is called the loss, as the model is introducing some error and

not perfectly reproducing the known output from the input. By summing

together the loss of each point, we compute the cost of the model. The ob-

jective of the algorithm is to minimise the cost of the model and by doing so

produce a line of best fit for the data.

2. Gradient descent Once the cost function is calculated, we compare this

cost to the cost computed at the last iteration of the algorithm [30]. Based

on the difference between the old cost and the most recently computed cost,

we establish a gradient based on whether the cost has increased or decreased

and attempt to tweak the θ values to further minimise the cost function at

the next iteration of the algorithm.

These steps are completed continuously until either a maximum number of steps

have been completed or the cost of the model falls below some minimum thresh-

old. The accuracy of the model is dependant on the hyper-parameters selected to

train the model; order of the polynomial (or number of features) which the func-

tion represents and the step size taken (value used to tweak the θ values during

training).

Deep Learning, takes the concept of finding a function which maps inputs to

outputs and expands it to capture more complex, non-linear relationships.



2 BACKGROUND AND RELATED WORK 16

Figure 1: An example of a line of best that might be achieved by a linear regression
model given a set of inputs and their associated labels

Figure 2: An example of a multi-layer perception

In the above diagram, you can see the constituent parts of a multi layer perceptron.

This is the basic building block of a deep network. As you can see each of the

inputs is mapped to a neuron in the hidden layer. The neurons in the hidden

layer compute some linear combination of all the inputs (this implies that as in

the linear regression model, there is a set of model parameters θ for each neuron).
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The neurons may be fed into multiple other hidden layers and some non-linear

function (ReLU or Sigmoid) are applied to the output of a hidden layer to capture

non-linearity in the model. There may be one or more outputs in the output layer,

application dependant.

While multi-layer perceptrons are not the bleeding edge of Machine Learning or

artificial intelligence research (they were originally proposed in 1958 [31]), they

have reemerged in the last decade

One such model which has been increasingly popular over the last decade due to its

high performance in image classification [32] and consequent adoption into many

other fields of science is a deep neural network.

2.3.3 Deep Q-Learning

Deep Q-Learning is essentially the fusion of two concepts, Q-Learning and Deep

Learning. When you try to apply Q-Learning to many real world tasks, you

quickly run into the ”curse of dimensionality” [33], this is where the size of the

state space and the number of possible actions an agent can take are far too great to

efficiently represent and update as a table in memory. To overcome this problem

it was proposed that an approximation of Q* be made using a deep learning

network. The network trained to estimate Q* is called the policy network. To

produce a function which approximates Q*, an agent stores in memory all the

state, action and reward tuples it encounters when acting in the environment.

Grouped together, these tuples are called experiences. Recall that per the Q-value

update equation:

Qnew(st, at) = Qold(st, at) + α ∗ (rt + γ ∗max
a
Q(st+1, a)−Q(st, at)) (5)

You will note that per this update equation, to compute the new value of Q, we

need to have some estimate of the value of taking the best possible action (max

over all aεA)), when the agent is in the next state (st+1). There are a number of

approaches for how to generate this estimate of the value of st+1. For instance you

could use the policy network to generate this value, however it is common that

using the policy network to compute updates for the policy network will result
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in a cycle of convergence and divergence in the Q-Values computed and sensible

behaviour may not be captured by the network (This is called the ”moving target

problem”). It is therefore common to use Double Q-Learning to generate this

estimate. That is training a second network (called the target network) which

has its weights updated less frequently than the policy network e.g you might

choose to clone the weights from the policy network to the target network every

1000 time-steps. The Q-values from the target network are ”qausi-static” [34] (not

constantly changing every time step), this has been shown to overcome the moving

target problem.

Using the experiences, which typically reside in a data store called Replay Memory

(a FIFO queue with a fixed capacity) along with the predictions from the policy

and target networks, there is sufficient data to train the network. One final issue

exists however, an underlying assumption of training any neural network is that

the training data are IID (independent and identically distributed). The fact

that data has been collected sequentially means that the experiences at time-step

t and time-step t+1 are highly correlated (as the current state will be strongly

influenced by the previous state). In 2015, Deep Mind [35] produced a paper in

which they proposed methods to overcome these issues. By storing all experiences

in ”experience replay memory”,the agent retains a bank of experiences which it can

continue to draw from. During training, the agent randomly samples a small batch

of these experiences (60 in the case of [35]) and uses this batch of experiences to

train the model. By doing this, the experiences are no longer highly correlated.This

approach was shown to be highly effective, introducing agents that could learn to

play Atari-games at super human levels given no knowledge of the dynamics or

rules of the game and only being given access to the pixel values corresponding to

game being drawn on screen and the score. The approach has since been extended

to other more complex games with vastly larger state spaces such as chess and

Go [36] and has exceeded human performance in both cases.

2.3.4 W-Learning

W-Learning is a Multi-Objective Reinforcement Learning [37] (MORL) algorithm

proposed by Mark Humphreys [38]. It is suggested to model a situation where
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a single agent has multiple conflicting objectives, each of which can be modelled

as their own Q-Learning process (they are themselves Q-Learning ’agents’). Each

of these agents will select actions which maximise their own long term reward.

Humphreys draws an analogy to a robot that has many sub-processes happening

inside it. At any given time step each of these sub-processes will choose an action

which maximises its own long term reward. Multiple sub-processes can suggest

the same action, or, actions which conflict directly with those of another agent. It

is then up to the robot to select which action to execute as ultimately the robot

can only carry out one action in a given time-step. When multiple sub-processes

are vying for the robot to complete different actions, these sub-processes are said

to be in conflict. The purpose of W-Learning is to devise a mechanism by which

the robot might resolve the conflict fairly. This is accomplished by having each

of the sub-processes express a weight (W-Value) representing how important the

action that the agent is suggesting is to the agent. This value rather than represent

the reward that could be achieved by a particular agent if their action is followed,

actually represents how much the agent will suffer if their action is not followed.

Formally this is expressed as:

W = P − A (6)

where P is the predicted reward an agent would receive if its action was followed

and A is the actual reward received when the agent chooses an action. The robot

will choose to execute an action which maximises over all the W-Values provided

by the agents. Similar to Q-Values each agent keeps their own store of W-Values

which converges over time. As the W-values are computed based on the Q-values,

ideally each agent would learn all Q-Values before computing the W-Values. In

practice however, as Q-Values may not converge in finite time, it is necessary to

obtain some approximation of Q* (by learning for a time), before learning W-

Values using the update rule:

Wi(st+1) = (1− αQ)Wi(st+1) + αW (1− αQ)w(Qi(st+1, ai)− (ri + γmax
a′

Qi(st, a
′)))

(7)
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where Wi(s) denotes the weight put forward by agent i given that it is in state

s. An agent periodically repeats this cycle of learning Q, then learning W. This

mechanism is called the delay rate and insures that the W values learned do not

converge before Q has converged to something that closely approximates Q*.

2.4 Reinforcement learning and MAC

There have been a number of attempts to introduce reinforcement learning tech-

niques into medium access protocol. When time is discretized into time slots as in

slotted ALOHA, it is easy to understand how random access to the medium could

be viewed by any given transmitter as a Markov decision process. In such a pro-

cess a node would achieve maximum long term reward when it is able to maximise

the number of times that it is able to transmit successfully. In this section, I will

discuss some of the attempts to integrate Reinforcement learning into MAC.

2.4.1 RL-MAC

RL-Mac [39] is based on another protocol S-Mac [9] and is mainly designed to

optimise energy efficiency in a network by dynamically modifying duty cycles in

response to traffic on the network. S-MAC is designed specifically for sensor net-

works. It optimises power consumption in these low power devices by defining

”frames” as a collection of time-slots. Under S-Mac, a node can elect to sleep i.e

turn its radio off for a frame if it has no packets to transmit and no other node

has signalled that it would like to transmit to that node. This approach has two

main draw backs. The first is that the frame size is static. Irrespective of whether

a node has one packet or twenty packets to send, the decision to have an ”active”

cycle is binary. Once the node has elected to stay on, it must remain on for the

whole period. The second drawback S-Mac has is that a node may continually try

to transmit to a node that is asleep. This is obviously a waste of the senders power

as the receiver could not possibly receive the message. Optimally a node will only

transmit to nodes that are active (not asleep).

RL-MAC tackles these problems by implementing a Q-Learning strategy under

which the agent will maximise its reward by choosing an optimal number of time
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slots for an ”active time” frame and by minimising the number of packets that it

could not receive because it was asleep. This is achieved by augmenting the data

packet to include data in its header about how many re-transmission attempts

were required to send the packet. When a node receives a packet, it will receive

negative reward if the sender had to resend the packet multiple times due to that

node being asleep. Positive reward is attributed as a function of the number of

packets in the node’s queue before an active period versus after an active period

as well as the number of packets the node was able to receive during the active

time. The node attributes these rewards to the action it took (number of time

slots active). By maintaining a q-table using this reward strategy, a node is able to

learn an optimal duty cycle for the traffic it experiences and adjust this in response

to an increased volume of traffic.

2.4.2 ALOHA-QIR

Aloha-QIR [40] is another approach which attempts to conserve power in a WSN

by having nodes learn how to adjust their duty cycles intelligently. Under this

scheme, time is again divided into frames. The number of time slots within the

frame that a node is permitted to transmit in defined as a function of how many

stations the node is currently frequently receiving packets from.

Each node maintains a Q-table for every time-slot in the frame. Every time a

node has a successful transmission, it will increment the entry in the Q-table

which corresponds to the time slot that it used. Conversely it will decrement for

collisions occurring in the channel. When selecting a time slot to transmit it, a

node will use an epsilon greedy policy, choosing to either maximise over its Q-table

or speculatively find anther time slot to transmit in. A network implementing this

will ultimately converge to a state where every node has preferred time-slots in

the frame in which to transmit.

This protocol leverages this fact to speculatively sleep. Initially the node will

listen for every time slot, but as the node receives traffic, in a network that has

converged, it is possible for a node to infer the maximal entries in the Q-tables of

other nodes by observing what time-slots other nodes are transmitting in. When
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this happens, if a node speculates that it is not going to receive a packet from

another node in the network, then the node can sleep for that node’s time slot.

This is called informed receiving. If a large amount of time has lapsed in which a

node has not heard from another node in the network, a node may begin listening

on all time-slots again.

2.4.3 Aloha-Q

Aloha-Q is a Q-Learning based approach proposed in [39, 41]. This protocol is a

schedule or frame based Q-Learning protocol. This means that Q-Learners in the

network must choose a time slot to transmit in. If they succeed they are given

reward of +1 . If the transmission is a failure however, timeout results in a reward

of −1. A Q-Learner will update it’s schedule using the Q-Update function

Q(s)t+1 = Qs + γ ∗ (rt −Q(s)t) (8)

This protocol is interesting for three reasons:

1. It can converge to a TDMA solution with no centralised controller

2. It is a rare instance of an RL scheduling algorithm that is intended to be

deployed on a WSN.

3. It has been tested in [39] using a saturated traffic model . While it performed

well under these conditions, it would be interesting to see how this protocol

would perform under more realistic WSN conditions where the traffic model

is not saturated and nodes are dropping in and out of the network.

I think this protocol has a lot of potential. The result of achieving a no collision

state in a WSN is very promising. For these reasons and because this is one of

the more closely aligned papers to the research being conducted in this paper, it

was decided that Aloha-Q would serve as a base-line protocol to any scheduling

protocol being evaluated as part of this thesis.



2 BACKGROUND AND RELATED WORK 23

2.4.4 DLMA

Deep Q-Learning has been integrated into the MAC problem in order to approx-

imate the q-values of transmitting in a given time interval. The purpose of this

approach was to maximise network throughput and fairness while achieving inter-

operability with existing protocols. The result is the DLMA (deep learning multi-

ple access) [34] protocol.

DLMA leverages a ResNet [42] architecture to train a model to predict the Q-

Value of an action given a particular state. To train this QNN (Q-learning neural

network), an agent observes the result of taking an action (transmitting, remaining

idle) in a given state, the reward it obtains and the state that it transitions to.

This (s,a,r,s’) combination is stored as an experience in replay memory. In an

online manner, these experiences are randomly sampled and used as a mini-batch

for training a deep neural network. This neural network is called the ”policy

network” as it will eventually be used used to predict the Q values of the optimal

policy.Random sampling of the experiences ensures that the experiences used are

not sequential and so therefore not strongly correlated.

Training is done in a neural network by making a prediction and evaluating that

prediction against some known label. Typically, you evaluate the loss between

predictions and labels using a cost function and back-propagate this through the

network which will employ a method of gradient descent to update the model

parameters to converge upon a set of parameters which minimises error in the

network. In the context of a partially observed Markov decision process where

the objective is to learn the optimal policy, there is no such labels to evaluate the

loss function of a prediction. To get around this issue, we train a second network

called a ”target network” using the experiences one time step in the future rela-

tive to the original (s, a, r, s′) experiences used to train the policy network. The

target network will be able to output an approximate Q-Value of the (s’,a’) tuple.

Using the Bellman equation, we can evaluate the temporal difference between the

predictions from the two models and use this as the loss in our cost function. By

back-propagating this loss through the network the model parameters are tuned in

order to minimise this loss. Periodically the model parameters of the policy net-

work will be cloned to the target network, ensuring continual convergence towards
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predictions consistent with Q*. DLMA was shown to achieve faster convergence,

superior throughput and greater inter-operability than RL-MAC and other non-

deep learning approaches.

When researching Deep Q-Learning and DLMA, I believed I could leverage similar

techiques in coming up with AoI-MAC. The flaws with that implementation are

detailed in the design portion of this thesis. 3.3.1

2.5 Network Performance

In the context of this thesis, it will be necessary to define key metrics which I

intend to use to compare the performance of any optimisations I should make

to existing approaches. For this purpose I will be focusing on two well defined

metrics, the average age of information (AoI) in the system and peak AoI.

2.5.1 Age of information

In the context of a wireless sensor network, each transmitter in the network is

sensing data about it’s environment and attempting to transmit this data back to

a centralised point for computation and analysis. As a result the ”freshness” of

data is a key factor in measuring the effectiveness of the network. While some of

the protocols mentioned in section 2.4 are designed to limit the number of collisions

in the channel and maximise throughput, if minimising collisions is done in such a

way that all nodes transmit at a lower frequency than would be considered optimal

or if fairness is compromised by allowing some nodes transmit far more than other

nodes, than this solution is not optimal for a WSN where ensuring the freshest set

of data is available to the receiver in the network is surely a primary goal.

To quantify this ”freshness” of data I have mentioned, it is common to use the

”age of information”. In [43], the age of information for any given data packet is

simply defined as:

age of information = current time step− time of generation of last packet update
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To understand the intuition behind this metric you must consider that for any given

wireless sensor network, due to latency introduced by physical characteristics of

the medium and congestion in channel packet transmission from the sensor nodes

to the receiver is not instantaneous. As a result the information at the receiver

represents the state of the environment some number of time steps in the past.The

age of information corresponds to the number of time steps since the most recent

measurement about the environment was recorded

formally:

∆t := t− U(s) (9)

2.5.2 Average age of information

While knowing the age of an update can be useful, from a system perspective, it is

likely we will want to know what is the average age of information for all nodes in

the network. When considering the average age, rather than just averaging over

the age of each packet in the system consider the following scenario where two

packets are transmitted in the system at time steps t1 and t2. t1’ corresponds to

the time step when packet t1 is received at the receiver:

Figure 3: The age of information from the perspective of the sink node in the
network

In the above diagram you can see the age of information increasing after time t1.

Between t1 and t1’ another packet is sent out across the network at time-step
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t2.At time-step t1’, t1 arrives at the sink node but still we see the age increase.

Why is this? Well from the systems perspective the most recent update that it has

was sent at time step t1 and the age of this update continues to increase until t2’.

At this point another update is delivered to the system so the age of information

in the system falls to be equivalent to the page of packet t2. When calculating

the average age of information in the system, we are interested in the age of

the delivered packet but also about the age of information in the system when a

packet is delivered. To reason about this mathematically we consider the integral

area of the quadrilateral [t1,t2,y,x]. Geometrically this area can be computed by

subtracting the triangle [t2,t2’,y] from the larger triangle [t1,t2,x]. The average

age of information in a system is defined by an expectation of the area of all such

quadrilaterals that we observe from transmissions in the network.

2.5.3 Peak age of information

The peak age of information [44] is simply defined as the maximum age of infor-

mation immediately before a packet is received. Consider the same example from

before:

Figure 4: The peak age of information demonstrated
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In this case I have labeled T1, the time between the first packet being sent at

time t1 and being received at time t1’ (time spent in system) and Y2, the time

between the first and second packets arriving at the receiver (inter-departure time).

Graphically the peak age is represented by x on the diagram, the maximum age

before the second packet arrives at t2’. Mathematically the peak age of the kth

packet is defined as:

Ak = Tk−1 + Yk (10)

This is useful as we can use it to understand the the maximum possible age of

information in the system (by taking a max over all peaks we observe), or you

could take an expectation over all of the peaks you observe in the system to again

quantify the average peak age that you observe in the system.

2.6 Summary

In my analysis of the state of the art, I hoped to illustrate the evolution of MAC

protocols- initially employing a primitive random back-off strategy as in the Alo-

haNet but continually striving for greater efficiency by employing increasingly

sophisticated methods of artificial intelligence and learning. It is clear from my

research that Medium Access Control using contention based approaches is a task

that can be well described using a Markov decision process making it suitable for

resolution by a Reinforcement Learning agent. I hope this section serves as a logi-

cal bridge to underpin the remainder of my thesis which rests on the assertion that

while medium access control can be resolved by a Q-Learning agent, ultimately the

shared nature of the medium makes this problem ripe for a solution which focuses

on how these selfish Q-Learners might resolve the conflict that arises from trying

to access the shared medium at the same time in a way that promotes fairness

within the network.
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3 Design

In this chapter I will discuss in more detail the problem of scheduling that is

being tackled in this paper. I will discuss how this problem was represented in a

simulation and formulated into an MDP such that RL could be leveraged to achieve

better than random performance for stations in the network. In this chapter

I will propose Q-Mod, a novel scheduling algorithm which is based on a set of

modifications to the Aloha-Q approach that was described in [39]. I will provide

a justification for each of these modifications and detail their expected impact on

the performance of the scheduler.

3.1 Network Scheduling

As previously discussed, we can conceptualise scheduling in a network from the

station’s perspective as having to choose a time slot from a perceptually infinite

set of discrete time slots in which a node could possibly transmit. This can be

abstractly formulated as an MDP by saying that an agent selects a time slot in

which it will send and by doing so implicitly chooses to remain idle for each of the

time slots preceding this time slot. By taking this action, the agent is influencing

its environment - the network. The agent can observe the effect of this influence

by either receiving an ACK or timing out and implicitly understanding that a

collision has occurred. Based on this observation the agent will receive a reward

rt and will transition to the next state st+1 εS. As the scheduling protocol being

proposed here is a set of modifications to the scheduling algorithm proposed in

[39], the MDP formulation described in the next sections is very similar to the one

suggested in this research with a few key modifications that will later be discussed.

3.1.1 State Space

As in Aloha-Q [39], transmitting stations perceive the infinite set of time slots as

a series of recurring frames or schedules. A frame / schedule is comprised of a set

of a predefined number of time slots and all nodes in the network are aware of the

schedule length. The nodes are otherwise unaware of each other’s presence in the
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network. This frame can be conceptualised as as array of length n where n is a

network hyper-parameter. In Aloha-Q, it is suggested that n should be set to the

largest number of nodes that the network will conceivably accommodate. Given a

frame of n slots to consider, the representation of the state space is comprised of a

representation of the nodes sending success rate in each schedule time slot. Based

on this representation of its state, a node will choose the time slot in which it is

most likely to successfully transmit. e.g

s =
[

0.1, 0.2 0.7 0.1 0.2
]

Figure 5: An example of the state space of an RL agent where n = 5

From the state shown in 6, a station could deduce that it has relative success

choosing slot 3 to send in as opposed to slot 1. A node will compute its own next

state, st+1 based on the response from the sink node.

3.1.2 Action Space

Fundamentally, a station in a WSN is a simple device only capable of a binary

decision of sending or not sending a packet (provided it has a data-packet to send)

in any given time step. The action space is therefore simply:

A = { SEND , REMAIN IDLE }

At the start of a given frame, a node chooses a time slot in which to transmit.

Recall the previous example state space in 6. Time slot 3 has the highest history of

transmission success. If the node chooses to transmit in time slot 3, it is implicitly

choosing a set of five actions for each of the next 5 time slots i.e

Once a station has chosen a time-slot, it must execute each of the 5 actions implicit

as a result of this choice and process the reward received as a result before choosing

another time slot at the start of the next schedule.
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actions chosen =
[

IDLE, IDLE, SEND IDLE, IDLE,
]

Figure 6: The set of actions implicitly derived from choosing to transmit in time
slot 3

3.1.3 Reward Model

As was proposed in Aloha-Q in [39], when a node successfully transmits a packet

across the network, it will receive a positive reward of 1. Conversely when a

node transmits a packet across the network, if a timeout occurs as a result of

not receiving an ACK, the transmitting agent will receive a negative reward of

−1. This reward will be used to update the internally maintained state using a

Q-update. This is what I meant when I said that the station state was a function

of the station’s history of transmission successes. Per [39], this update is:

Qt+1 = Qt + α ∗ (rt −Qt) (11)

Equation: Q-update used in Aloha-Q [39]

While, initially, this reward model was adopted, it was soon modified so as to

ensure that nodes would receive a reward of 0.2 for a successful transmission and a

reward of −0.2. I also changed the update function to another function proposed

in [39] in another protocol called EB-RL which is simply as follows:

Qt+1 = Qt + rt (12)

Equation: Q-update used in EB-RL [39]

The reasons for these decisions will be discussed in the next section.

3.2 Q-Mod

In this section, the Q-Modified(Q-Mod) scheduling protocol will be proposed. This

protocol is a set of modifications which have been made to the Aloha-Q [39] pro-
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tocol in order to make it more suitable for the network conditions which a sensor

node would experience in a WSN. The MDP formulation for this protocol is as

described in 3.1. I will describe each of the modifications made to the protocol

here along with a justification for why I believe each modification is warranted.

3.2.1 Feedback from Sink Node

The largest difference between Q-Mod and Aloha-Q [39] is that in Q-Mod, the

Sink Node is no longer simply a passive receiver that transmits ACK messages

to a station in response to a data packet from that station. In Q-Mod, the sink

is also aware of the schedule length. As the sink node is receiving data packets

from the sensor nodes in the WSN, it is continually computing various statistical

measures about the packets it is receiving. Specifically, the sink node is concerned

with computing the utilisation of a particular slot in the schedule. This is simply:

U(s) =
updates(s)

∆t
n

(13)

Equation: Utilisation for time slot s

where updates(s) refers to the number of updates that have been received for

schedule slot s, n refers to the number of slots in the schedule and ∆t refers to the

number of time steps in a particular time interval. This represents the percentage

of times that time slot s was used to transmit data. For instance if the schedule

length was 10 and the sink node had received 50 packets in time slot 3 over a

1000 time step interval. As there are 100 times when time slot 3 would happen in

a 1000 time-step interval (1000/10) and there have been 50 packets received, the

utilisation for this time slot is 0.5 or 50%. In this way, the sink node will be aware

if there are certain slots in the schedule which are being underutilised. In 3.2.7,

the leveraging of this will be explained.

The Sink will also be aware of the number of nodes that are active in the network.

This can be simply inferred by counting the number of unique nodes that the sink

has received updates from in a given time interval. By checking the time stamps
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on delivered packets, the sink node can also compute the age of information for

each active node.

One desirable statistic for the sink to compute would be the number of collisions

in a given time slot. It is common in a number of MAC protocols such as [9] to

extend the frame size to include the number of retransmissions required before the

eventual delivery of a packet. Being able to count the number of transmissions

for a given time-slot in the schedule would have been desirable as it may have

signified over-utilization of a time-slot. Although, having the sink compute this

metric was also considered, the case was also taken into account where a node

trying to transmit in schedule time-slot x has a number of failed attempts before

choosing schedule time-slot y and successfully transmitting. In this case, there’s no

way to tell that the node has unsuccessfully transmitted in time-slot x, only that

it has had a number of collisions before a successful transmission. In theory, one

could extend the packet length to include tuple data about the number of collisions

occurring for every node but this does not scale very well. As the schedule length

gets larger (as a result of an increased number of nodes in the network), you end you

having to extend the packet length further and further to be able to represent an

array of unsuccessful transmissions. This consumes extra bandwidth and decreases

the potential for this scheduling protocol to inter-operate with existing protocols

(which use a standard packet size). While Q-Mod did not compile these data, if

there was a bandwidth-efficient way to compute the number of collisions occurring

for a particular time slot, this would be a very useful way to establish whether a

time-slot in the schedule was over-subscribed.

These data are compiled and broadcast to all nodes in the network periodically.

Although one of the merits of the Aloha-Q protocol is that there is no centralized

controller organizing the topology, in practice, protocols that are actually deployed

in WSNs such as LoRa [45] do periodically broadcast ”beacon” messages to sensor

nodes in the network. The purpose of this is so that sensor nodes can synchronize

their internal clocks with the sink. I propose we use this mechanism to transmit

helpful feedback to the nodes to increase the network though-put. How this in-

formation is parsed and used by the sensor nodes is discussed in the remaining

sections of this chapter.
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3.2.2 Q-Update

The Q-update employed by Aloha-Q 11 is designed so that the Q value will always

be in the range [0, 1]εR. This is to allow for the possibility that if a time slot

becomes overly congested due to multiple nodes transmitting, the Q-value will

decay rapidly enough to the station to ”give up” on the time slot that it has

been favouring and search for another time slot in the schedule. A flaw with this

approach is that new nodes entering the network, who start exploring the schedule

are likely to cause collisions on the network. If the Q-Values of the sensor nodes

can rapidly decay, sending the node from a steady state back into an exploring

state, the whole network can quickly become destabilised - moved back into an

unsteady training state. The Q-Update employed in Q-Mod is that described in

12. The Q-Values achievable as a result of using this update function are not

bounded to a specific range as was the case with equation 11. As a result, once a

node has achieved a steady state, the Q-value for that schedule slot will continue

to increase. As a result, this node will have a much higher Q-value, relative to a

new node entering the network. This introduces an element of ”stickiness” to the

schedule, where nodes that have found a preferred slot in the schedule are unlikely

to give it up to a newcomer in the network that is exploring the schedule. This

may prevent the entire network from deteriorating back into an unsteady state.

3.2.3 Reward Function

As mentioned previously, the reward function was changed so that agents received

a reward of 0.2 for a successful transmission and a reward of -0.1 if a transmission

results in a collision on the network. The logic behind this is that during the

initial training phase, there will be a lot of collisions happening on the network.

If the reward for a collision and an acknowledgment are the same, a successful

transmission can be completely canceled out by a collision. If the absolute value

of the positive reward is twice that of the negative reward, it is logical to suggest

that nodes will tend more quickly towards the schedule slots where they have the

most success in transmitting, thereby decreasing the time the network needs to

train and converge to a steady state.
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3.2.4 Dynamic Schedule Length

Alongside feedback about utilisation data which is broadcast to the nodes period-

ically, this feedback also contains data about the number of new nodes that have

entered the network, or in the case where there is a heavily under-utilised time

slot in the schedule, which time slots are appropriate to remove from the sched-

ule. Nodes parse this feedback, appending slots onto the end of their schedule or

removing records of time slots from their schedules accordingly. If it is the case

that there is one new network joining the network and there is one heavily under-

utilised time-slot in the schedule (utilisation below a predefined threshold of 0.05),

then nodes need not remove this time slot from their schedule. Rather the new

node will learn to use this slot as its preferred slot for transmission (described in

the next section). The motivation behind this modification was to achieve better

bandwidth utilization than Aloha-Q. One of the main issues which Aloha-Q fails to

address is that the schedule length cannot be updated. Per this protocol, a network

engineer is meant to approximate the maximum number of sensor nodes which the

WSN is meant to accommodate and set a fixed schedule length based on this. The

bandwidth utilization of the network is wholly dependant on this estimation. If

the number of nodes in the network is less than the approximated max number of

nodes, then there will be empty schedule slots i.e wasted bandwidth in every single

schedule. If the number of nodes in the network is more than this approximated

maximum then the network cannot achieve a steady state of transmission and the

protocol breaks down. Clearly there is a need to introduce a mechanism where

neither of these scenarios can easily occur and feedback broadcast from the sink

node provides this scheduling protocol with the facility to achieve this.

One consideration that was necessary for this modification to be successful was to

refrain from decreasing the schedule size during the initial, highly volatile stages

of the simulation where all nodes were exploring the schedule. This was especially

the case when the schedule length was large (over 200), it was highly probable

that in a given time interval, one of the time slots would not be used. Being too

aggressive and immediately reducing the schedule sized resulted in there being far

more nodes in the network than there were slots in the schedule. This could start

a downward spiral in network performance. Over congestion of the network due
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to more nodes in the network than slots in the schedule could result in multiple

nodes trying always to transmit in the same schedule slot, always colliding with

one another. This would result in very low slot utilisation from the Sink node’s

perspective and another slot would be removed from the schedule and this cycle

would continue. For this reason it was necessary to suspend the reduction of the

schedule size until the network had converged to a steady state. The reader’s

attention is drawn to 11a(a), you can see that this happens around episode 25, so

after 25, 000 time steps.

3.2.5 Shadow Mode

Shadow mode is a novel proposal which trades off short term node starvation for

long term network stability. To explain the motivation proposal, an analogy will be

drawn between a WSN and a highway. Consider the network once it has converged

to a steady state as a highway operating highly efficiently with vehicles moving

across it at high speed. In this analogy, a new node spawning is a vehicle suddenly

joining the highway with no concept about the dynamics of the environment that

is has found itself in. Unaware of what speed it should be travelling at or what

lanes are suitable for slow and faster traffic, the way a Q-Learning agent (the

driver of the new vehicle) will find out how to operate in this environment is

merely through experimentation: trying out various speeds in the different lanes

available. Eventually the Q-Learner may learn to operate in an efficient manner on

the highway but at this point, the flow of traffic on the highway has been greatly

disturbed. Other drivers might be confused by the erratic actions of the new

driver and may themselves start to re-learn how to behave optimally on the road.

This problem is only exacerbated if a new car again joins the highway as soon as

the traffic has started to flow again. This mirrors a situation arising in Aloha-Q,

where a new Q-Learning agent joining the network is capable of destabilising the

network from a steady state and network performance decreases for a time while

nodes re-learn to transmit at a new slot in the schedule.

To combat this, it is proposed here that a node joining the network will enter a

”shadow mode” and will refrain from transmitting across the medium until the

next period where the node receives feedback from the sink node. At this point,
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time slot utilisation data will be transmitted across the network. Nodes that have

been in shadow mode will use the inverse of the utilisation data to populate their Q

table. Each node is aware of the arrival rate of packets that it generates. Therefore

a station will know that in a given time interval e.g 1000 time-steps. A node with

an arrival rate of 0.045 can expect to generate 45 packets in this time interval.

If there is a time-slot with reported utilisation from the sink of 0.1, that means

in 90% of cases, if a node was to transmit in this time slot (0.9 is the inverse of

0.1 utilisation). The node takes utilisation data for each time slot and populates

its Q-table /schedule representation with the expected reward from transmitting

the theoretical max number of packets (45 in this case) in each time slot. This is

equivalent to:

Qs = (Us ∗ p∆t ∗ rNACK) + (U−1
s ∗ p∆t ∗ rACK) (14)

Equation: Q-update rule used to update the Q-Table of a node in shadow mode

where Us corresponds to the utilisation of time-slot s reported by the sink node,

rx corresponds to the reward for recieving an ACK or NACK (as a consequence

of timeout) and p∆t denotes the expected amount of data packets that will be

generated during a given time interval ∆t. When a node updates its Q-table in

this fashion before starting to transmit in the network, a bias is created towards

transmitting in those time slots that are not experiencing high utilization. As a

consequence, new nodes are far less likely to disrupt other nodes in the network

by randomly exploring the state space/schedule. While changing the Q-update

function as described in 3.2.2 will ensure that a new node cannot easily take the

schedule slot of the node in a steady state, incorporating this shadow mode will

also mitigate against the collisions that would cause this to be an issue in the first

place. As a result of these two modifications It is expected that new nodes will be

able to enter the network a lot less turbulently than would be the case in Aloha-Q

and channel performance will not decrease significantly, even in the short term.

The trade off is, of course, that a new node will initially be starved of bandwidth

as it is unable to transmit updates to the sink. It is justifiable to suggest that the

long term stability of the network outweighs the short term suffering/unfairness
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in the network. In the worst case, the node is unable to transmit for 1000 time

steps but will enjoy the benefits of a stable network after this.

To link back to my analogy of a car joining a busy highway, shadow mode is like the

new vehicle driving on a minor road from where it can observe the dynamics of the

busier highway for a short time. When the vehicle does merge onto the highway

after a short time, it does so with better information about how to navigate this

new environment, minimising the disturbance to traffic already on the highway.

3.2.6 Exploration Rate of New Nodes

One interesting parameter considered when nodes were joining the network from

shadow mode was the ε value or rate of exploration that these nodes should have.

Initially it was not obvious that nodes that had information about the schedule

utilisation should explore at all i.e epsilon should be 0. Intuitively, it seems that

nodes exploring the state space randomly will produce a result that is sub-optimal.

It seems that nodes should always exploit this knowledge they have in order to

minimise collisions with other nodes in the schedule. The issue with this approach

is that if we prohibit nodes from exploring at all, they will behave deterministically.

This is not an issue if there is only one new node joining the network. The issue

arises when two or more nodes are joining the network at once. Given the same

utilisation data about the schedule, all new nodes which use this data to update

their Q-tables will have identical Q-tables. Behaving deterministically, these nodes

would operate identically, choosing to transmit in the same slots at each frame.

This may cause these new nodes to collide indefinitely. To overcome this issue,

it was necessary to introduce some element of stochasticity to the behaviour of

new nodes in the network. This could be done by setting the exploration rate

(ε ) of a new node to any value > 0. Setting this value too high would result

in needless collisions as the node is randomly exploring a lot which would result

in a node in a steady state transitioning back into an un-steady exploring state

as is the case with Aloha-Q. Setting the exploration rate too low will result in

the new nodes mostly behaving identically and it may take them longer than is

necessary to resolve the conflict between them and find schedule slots of their own.

Empirically it was found that ε = 0.3 provided a compromise between these two
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extremes. New nodes exploit the knowledge they have gained from the utilisation

data in the vast majority of cases (≥ 70%), localising the interference to the rest

of the network to a large degree but crucially providing enough non-determinism

for new nodes to resolve a conflict between them and acquire their own slot in the

schedule.

3.2.7 Backoff Algorithm

As mentioned Aloha-Q uses EB-RL as its backoff algorithm. This means when a

collision occurs, the colliding nodes will choose a random number of frames during

which they will not contest for a time slot in the schedule. This concept has been

taken from Slotted Aloha and applied to the schedulised, MDP formulation of the

problem. If, as is expected in Aloha-Q and enforced by the dynamic schedule

length mechanism in Q-Mod, the number of nodes in the network is ≤ the number

of slots in the schedule, then this backoff is really not necessary. The logic behind

a backoff algorithm is that it resolves a conflict between two or more nodes that

are competing for the same bandwidth. As the goal of Aloha-Q and by extension

Q-Mod is to converge to a solution where each node has its own time slot in the

schedule of which it is the sole owner- introducing periods of time during which a

node is supposed to refrain from transmitting only serves to slow down the process

of exploration, thereby extending the amount of time training before a steady state

is achieved. By dispensing with a backoff in response to a collision, it is theorised

that the network would still converge on a solution in which every node would

have a unique slot in the schedule and the training time needed to produce this

result would decrease.

3.3 Alternative Design Approaches

Initially this research was concerned with investigating how MORL could be de-

ployed on a sensor node in the context of a wireless sensor network. I was particu-

larly interested in investigating how W-Learning could be applied to this problem.

After carrying research for this problem, it was not very clear how the problem

of scheduling in a WSN could be deconstructed into a W-Learning problem, or at
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least one where the W-Learning could be deployed on the sensor nodes to achieve

enhanced channel utilisation. The reason for this is that it is essential for there

to be some sort of arbitrator in a W-Learning system to resolve conflict between

two competing selfish Q-Learners. In a WSN, if we say that the sensor nodes are

selfish Q-Learners have conflicting objectives (as they all want to send as often

as possible), it not obvious where the arbitrator should exist. Ideally at the Sink

node, if two nodes wanted to transmit, one of the agents would be chosen and the

other node would lose out based on the W-Values that each node suggested with

their request to send. In practice though, this is not possible. If there are two

nodes that want to transmit at the same time a collision will happen and the sink

node will never be aware that there has been a conflict and so could not possibly

arbitrate on which station should be ”obeyed”. Another possible suggestion was to

formulate the problem as a schedulised MDP as was done in Q-Mod and have the

stations send RTS messages at the start of each schedule and have the Sink node

arbitrate on which node is obeyed. This would allow for W-Learning to take place

at the sending nodes but the signalling overhead at the start of every schedule

would consume an unacceptable amount of bandwidth, effectively rendering this

research unusable in a practical application.

Having come to this conclusion, I was forced to consider other approaches for how

RL could be more effectively applied to a scheduler. In this process, I devised two

other approaches which I will discuss in this section. Ultimately these protocols

will not be included in the results and evaluation section for reasons which I will

discuss but they still were a crucial part of propelling this research forward.

3.3.1 AoI-MAC

Intuition

AoI-MAC is a scheduling protocol which relies on double Deep Q-Learning to

minimise the average and peak AoI in the network. The intuition behind this was

protocol was to provide an optimal QoS to all nodes in the network based on the

expected packet generation at each node. As an example imagine on average a

node sends an update to the sink node every twenty time steps. We can say that

the average age of information for this node is approximately 20. If such a node
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delivers a packet to the sink in time slot 0. As it happens this same node has

another packet to transmit at time slot 3. We know that on average, this node

will send an update every 20 time-steps. We assume that this is sufficient for the

system consuming the updates at the sink node. If the node transmits in time slot

3, little is gained as the sink has been updated recently. In fact, this may have a

net-negative impact on the network performance. Selfishly consuming bandwidth

at a rate not required by the application consuming the data may cause collisions

in the network. Intuitively here it seems to make sense that the node should back

off until the AoI at the node is above a certain threshold/target. At this very

least, it seemed like this approach would be better than the purely random access

strategy proposed in Slotted Aloha [18].

Two Sites of Learning

The next question which arises is how does a node determine what its AoI target

is (the AoI threshold above which the node should try to transmit). It was at this

point I began to consider a second site of learning at the Sink Node. It seemed

logical that the sink node would be able to consolidate data about how often nodes

were transmitting in the network and could make inferences based on this about

the rate that nodes were capable of sending at. By changing the AoI target of

the sensor nodes, it would be possible to throttle some nodes and encourage other

nodes to transmit more frequently.

1. Deep Q-Learning at Sensor Nodes: I proposed to maintain a Double

Deep Q-Network on each sensor node. The sensor node would have a state

space comprised of < AoI,AoI Target > and would have to choose at every

time slot to choose an action a from A = {SEND, IDLE}. The reward func-

tion which was employed for a successful transmission is shown in equation

15.

This is a symmetrical Gaussian function with its mean at the AoIt (the target

AoI). The reward received is therefore maximal when a packet is delivered

at AoIt. The reward is scaled by AoIt so that a node with a larger AoIt

can amass equal reward to a node with a smaller AoIt that transmits more

frequently. A Gaussian function was selected as the reward function to avoid

a situation where a node learns that it is as good to transmit 10 packets in
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100 time-steps as it is to transmit 1 packet in the same amount of time when

AoIt is 100. The non-linear characteristics of the gaussian function make

this a good choice for the reward function.

Deep Q-Learning was considered preferable to tabular Q-Learning as I wanted

the nodes to be able to understand the relationship between the state-space

variables and the reward. This would allow for a rapid change in the AoIt,

even to a value that the agent had not been exposed to previously. The re-

lationship captured between the state space variables should generalize well

and the nodes would behave sensibly given these new network conditions.

This was desirable as the network conditions in a WSN are subject to rapid

change. In the case of a tabular Q-Learning agent, ending up in an area of

state space that has not been previously encountered can result in random

actions being taken. When this is the case, an agent would have to begin

training again. Although it might sound unconventional to have a DNN in a

low power device, recent advancements have made this possible. There are

now chip-sets such as ARM’s Cortex series [46] which have been designed

with the specific application of deployment on low-power IoT nodes in mind.

The hyper-parameters which were used to configure the DQN are shown in

4.

AoIt ∗
1

σ ∗
√

2πe

−|AoI−AoIt|
2σ2

2

(15)

Equation: Reward function for AoI-MAC

2. W-Learning at Sink Node: As mentioned above, it would be the Sink

Nodes role to broadcast feedback to the sensor nodes. This feedback would

indicate to each node the target AoI which it should aim for in order to

maximise reward locally. The Sink would be trying to satisfy two goals

namely:

(a) Ensure no nodes are starved of bandwidth and everyone gets a chance

to transmit.
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DQN Hyper-Parameters
Hyper-Parameter Name Value
α (Learning Rate) 0.005
γ (Discount Factor) 0.99
Hidden Layers 2
Neurons (HL1) 64
Neurons (HL2) 32
Activation Function relu
Optimizer Adam
Replay Memory Size 100000
Mini-Batch Size 256
Epsilon Decay 0.975

Table 1: Deep Q-Network Hyper-Parameters for the sensor nodes in AoI-MAC

(b) Allow nodes that can transmit frequently to do so.

To achieve these conflicting goals, W-Learning could be leveraged at the sink

node. For any given terminal, competing Q-Learners would suggest if the

nodes AoIt should be increased or decreased and it would be possible to have

an arbitrator at the Sink to resolve which Q-Learner should be obeyed based

on the W-Value which they suggested their actions with. The MDP for the

sink node is not so well expanded upon in this research. This is due to a

number of flaws I identified with this overall approach as I was training the

DQN which I will discuss in the next section.

Flaws With AoI-MAC As I was training the DQNs for the sensor nodes, a

number of issues became apparent. These are discussed here:

1. Over-Engineering : Even with specialised hardware for real world compo-

nents, adding a deep neural network to the sensor nodes would undoubtedly

contribute to power dissipation on the device. If the trade off was a massive

overall gain in bandwidth utilisation then maybe this would be worth it, but

when I considered the state space which I was getting the DQN to analyse

it was a two element feature vector. DQNs were designed to take complex

feature vectors representing images or real world objects that have hundreds
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or even thousands of dimensions and reason about these. For such a small

state space it would be far more power efficient to simplify codify the logic

that a station should transmit when its AoI was close to AoIt. It would even

be possible to create a Gaussian probability distribution so that a station

would transmit with probability p(t) = 0 when the age of information was

0 and this would increase to p(t) = 1 when the AoI ≥ AoIt. This mirrors

the learned behaviour of the DQN which was obtuse and unnecessary in this

context.

2. Catastrophic Forgetting It took a long time, tweaking the DQN hyper-

parameters to avoid the problem of catastrophic forgetting [47]. This is

where a Deep Q-Learner, having learned to behave optimally may start be-

having sub-optimally again. This is because the exploration rate of the

learner does not go to zero. Rather it stays at a minimum value to encour-

age an agent to continually learn to behave optimally. In tabular Q-Learning

this is not an issue but in Deep Q-Learning an agent may choose these ex-

amples of sub-optimal behaviour to train the Q-Network. The Q-Learner

may learn to behave sub-optimally again. I believe the sensor nodes were

particularly sensitive to this issue as so few of the memories in the agents

replay memory pertained to sending actions. Consider an agent who has

chosen to send 30 time steps in the future. This agent will record 29 ex-

periences of the result of being idle and 1 experience of sending. Sampling

replay memory , there is an inherent bias in the data set as we are far more

like to train with experiences of remaining IDLE in the network. I was able

to alleviate this issue by increasing the replay memory size to 100, 000 ex-

periences. Introducing this kind of memory dependency to the sensor nodes

is not desirable however and this likely does not reduce the probability of

catastrophic forgetting occurring to 0.

3. Poor Backoff Resolution Strategy The final issue which occurred to me

with AoI-MAC is that it didn’t employ a novel backoff strategy. Consider

a network where all nodes transmit when their AoI is 10. In the worst

case where they all start at the same time, they will all try to transmit at

the same time. In the absence of a better strategy BEB may be used as
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the backoff strategy to over come this. In this situation all the nodes are

behaving sub-optimally. There was 9 time slots in which any of the nodes

could have transmit but they all collide on time slot 10 and must now back

off the network. Over that interval AoI-MAC behaves worse than Slotted-

Aloha and its not obvious to me that in the long run that AoI-MAC this

situation would not be repeated throughout the networks life time, behaving

sub-optimally to even Slotted-Aloha.

Insights from AoI-MAC Because of the concerns outlined above, I ultimately

decided to suspend work on a DQN implementation for a scheduler which is why

AoI-MAC will not appear in the results and evaluation section. This was an

important milestone in my research as I started to think more about the feedback

that could be sent from the sink node to the sensor nodes which ultimately lead

me to proposing Q-Mod, outlined in section 3.2 and theorising W-Mac which I will

discuss in the next section.

3.3.2 W-MAC

W-Mac is an extension of the Q-Mod scheduling protocol. It builds on the idea of

having a second site of learning in the network at the Sink node which I proposed in

AoI-MAC (3.3.1). From the perspective of the sensor nodes, it differs from Q-Mod

in one key way and that is that it reintroduces a backoff when a collisions occurs

on the the network. The reason for this is that unlike Q-Mod where the objective

was to have all nodes in the network learning to find a slot in the schedule which

they could use to transmit, in W-Mac the objective will be to share schedule slots

in such a way that no node is starved of bandwidth and nodes are able to maximise

the number of updates that they can send to the sink during a given time interval.

This is achieved by having two competing Q-Learners at the Sink Node who are

trying to satisfy both of these goals simultaneously. Inspired by the two-party

political system in the United States, the Sink node would house two competing

Q-Learners - the left and the right. The right is concerned with allowing nodes

which transmit frequently to transmit as frequently as possible. It is therefore

in the interest of the right to shrink the schedule as small as possible. In this
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situation, two under-utilised time slots might be consolidated into one, allowing

for a solution which is more bandwidth efficient than a TDMA solution.

The left, being more socialist, wants all nodes to be given an opportunity to

transmit. In the situation where two nodes are sharing a schedule slot and one

node is being starved of bandwidth, the left will want to allocate each node their

own schedule slot. Clearly these nodes are competing. As in politics, the hope is

that the tension between these two forces can deliver a stable solution in which

both these goals are met.

The state space for such a protocol would be a representation of each individual

time slot. For each time slot, the Q-Learners will be aware of how well that

time slot has been utilised and how many updates have been received from the

nodes transmitted in that time slot. Based on this the Q-Learners will suggest

an action with weight W which will dictate whether the schedule slot should be

expanded (nodes given their own individual slots), shrunk (an extra node should

be allocated to this time slot) or left idle. The reward for the right (agent) is the

sum of utilisation of a time slot and the reward for the left (agent) is the ratio

of updates received from a station when compared to the maximum number of

updates that have been received from that station in a given time interval. Nodes

should be aware of how many other nodes they share a schedule slot with (derived

from feedback from the sink node) and choose a random number of schedules to

back off for (in the event of a collision) in the range (0-number competing nodes).

This type of problem formulation is perfect for a W-Learning solution (described

in background and related research) and would move to tackle the issue of under-

utilisation due to each node owning one slot in the schedule. It is regrettable that

this protocol design occurred to me at such a late stage in my research. I believe

this approach has a lot of promise and could achieve better bandwidth utilisation

than Q-Mod.
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4 Implementation

This chapter will go into detail about how each of the necessary components of the

simulated network was implemented in python. The discussion will focus first on

how the environment is represented, then go into more detail about how an Aloha

agent is represented in the simulation. As Aloha-Q agent is an abstraction of the

the Aloha agent and in turn the Q-Mod agent is an Abstraction of the Q-Aloha

agent, the features that make each agent distinct from the last will be highlighted

followed by a discussion about how these characteristics were represented in the

simulation.

4.1 The environment

As I have already discussed in section 2.2.2, one of the earliest improvements to

contention based MAC protocols, was the integration of ”slots”. Discrete intervals

of time during which packets in a network may be transmitted. This was viewed

as an optimisation over pure Aloha as it decreased significantly the probability

of a collision occurring Discretizing the time slots in this fashion decreased the

probability of a collision occurring in the network by 50% [18]. Such an approach

has been adopted by the majority of the research community [19, 21, 39]. In some

standards such as 802.11, the time-slot size is variable depending on whether a

node is transmitting (DIFS) or not (SIFS). Given this consideration, there were

two alternatives that I looked into for developing the simulated environment; ns-3

(network simulator 3) and simpy.

1. Simpy:

Simpy is a python library which is used to produce simulations which are

reliant on a precisely scheduled set of events. It does this by essentially

providing an interface to an event queue. The programmer is able to define

a set of generator functions[48] which are to be executed by the simulated

environment. The environment ”runs” for a predetermined number of time

steps. The environment running is essentially a loop which executes each of

the generator functions sequentially. It is not necessary for each generator
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function to execute at each time step- at the end of any given generator

function, the function yields a number of time-steps to sleep for. Yielding

for a timeout of 1, will result in the generator function running at the next

time-step. Yielding for a timeout of 2, will result in the generator function

not running in the next time step and so on. By managing the environment

this way, you can simulate events happening simultaneously (as they are hap-

pening in the same time step) and so can have the agents in the environment

behave as if they are all operating in parallel in a predetermined window of

time.

2. Ns-3:

Network simulator 3 is a simulation software available as a python / c++

open source project. It is an extremely powerful software created to simulate

every aspect of a network from the physical network topology, the connec-

tions between the transmitting stations, the power of the transmitter at

each station, the protocols employed by transmitters/ receivers and the traf-

fic model for the network. Ns-3 comes with a large range of presets including

802.11 (described in 2.2.3), which the programmer can invoke and modify.

Once the topology and protocols have been configured, Ns-3 provides real-

istic traffic models which you can invoke to observe how the network would

perform in a realistic setting. The software also provides visualisations of the

topology and keeps track of network metrics such as throughput, utilisation

and fairness.

After weighing the pros against the cons for each option, it was eventually decided

to use Simpy to create the environment in which the simulation would take place.

The reason for this can be explained by consulting the OSI Model [49]. Scheduling

is a function of the network layer in the OSI model. As a consequence a scheduler

exists at a layer where the intricacies of the physical layer are abstracted away.

While Ns-3 is a powerful tool, providing the programmer with a granular view of

the network, able to influence the physical characteristics of the network. In this

case however, that was just the wrong level of abstraction for this project. For

this reason, I elected to used Simpy to create the environment.
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4.2 The Network Topology

This research focuses on the problem of efficient scheduling in dense wireless sensor

networks. The reason this is an interesting problem is due to the rising prevalence

of internet of things applications. Generally speaking in internet of things applica-

tions, you have a lot of sensors communicating with a single Sink Node. Contrast

this with the AlohaNet which random access, contention based protocols were orig-

inally defined for. In this type of network architecture, all nodes in the network

are capable of duplex communication, both transmitting and receiving freely with

one another. In sensor networks, this is not the case. You typically have a large

array of very constrained sensor nodes, collecting data and with a view to trans-

mitting this data to a single centralised source (In the context of this dissertation,

we will call this node the ”Sink Node”, the ”Sink” or ”the Receiver” interchange-

ably). The Sink Node is typically much less constrained than the sensor nodes

and it’s role in an application would be advanced data processing and perhaps

control (though again, the application of the Sink node is outside the remit of

this thesis). One key consideration for the network topology was the transient

nature of wireless sensor networks. A signature characteristic of these networks is

the frequency with which nodes leave and join the network. As a consequence of

this, it was incumbent upon me to consider the effect of topologies of various sizes

when considering the effectiveness of scheduling protocols here discussed. In the

remainder of this section, I will discuss the specifics of the individual constituent

parts of the simulation, namely the Station’s (transmitting nodes), the medium,

the traffic models employed and the Sink node.

4.2.1 Station

In the simulation there are a set of Stations (or nodes). These are the sensors in the

dense wireless sensor network. The sole purpose of these nodes is to transmit their

updates to the sink node. Each one of these nodes will receive updates according to

a predefined traffic model which I discuss in section 3.2.2 and will store the updates

in a buffer as described in 3.2.3. All stations in the simulation are unaware that

that there are other nodes trying to send updates to the sink node. While the
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Figure 7: A diagram of the network topology. An array of sensor nodes com-
municate via the medium with a sink node. The sensor nodes may communicate
with the sink but may not communicate with one another. The sink node may
propagate feedback to the sensor nodes at infrequent intervals. Separate bandwidth
is dedicated to transmitting from the sink node to the sensor nodes.

stations can receive updates from the sink node, they may not communicate with

one another. At any given time step, a node can choose to transmit or remain

idle for that time step. This decision is dictated by the mac protocol that the

station is currently running. When a station sends a packet, it will enter into a

listening state where it will listen for an acknowledgement from the sink node. If

the station does not receive an acknowledgement before timing out in the listening

state, it will assume that a collision has happened in the medium and it’s packet

has not been received at the sink node. The station should maintain a record of

how many consecutive unsuccessful transmissions it has observed since the last

successful transmission and how many unsuccessful transmissions the station has

observed during the lifetime of the simulation. Depending on the protocol that
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the station is implementing, it may go into a sleep state for a variable number of

time steps (protocol dependent) and will then attempt to transmit the packet. If

an acknowledgement is received (on successful transmission of a data packet), the

station will update a counter of the number of packets which it has managed to

transmit through the network. Every station will also be aware of the age of it’s

most recent update at the receiver. This is incremented at each time step and

update when a packet is successfully transmitted through the network.

4.2.2 Traffic Model

Each node will receive updates according to a given traffic model. The model used

in this dissertation is a Poisson distribution. A poisson traffic model takes a single

hyper-parameter, λ which is used to vary the probability of having a packet to

transmit at any given time step. I varied this parameter to observe the effect of

increasing and decreasing traffic in the network. I also experimented with varying

the arrival rate for different nodes in the network, as this is more in line with

reality. This is implemented using the python library scripy. Using the rv discrete

library, traffic is generated for the entire episode and stored in an array. The node

consumes this array one time step at a time giving the perception that traffic is

being generated at the terminal with a specific arrival rate.

4.2.3 Queueing model

In my implementation of the network simulation, all nodes nodes maintain an

M/M/1 queue. This implies that the arrival and service rates are exponentially

distributed and the buffer size for the queue is one[50]. A buffer size of one implies

that each station only maintains the most recent update which it generates. If a

station generates an update while there is already an existing update in the queue,

then the existing update discarded in favour of the new update in a LIFO fashion.

This is a design choice and based on the assumption that in sensor network, the

controller is concerned about the state of the environment as close to real time

as possible. This bias towards freshness of information at the receiver is also

reflected at the transmitter by favouring the most recent update when deciding
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how to update the queue. This queueing model is employed at the transmitting

nodes irrespective of what protocol is being employed by the nodes.

4.2.4 Sink

The sink node is responsible for collecting updates from each of the sensor nodes

in the network. The sink node is the one omniscient agent in the network. It is

aware of how many nodes are currently transmitting packets in the network. By

examining a data packet that makes it through the network, the sink can infer how

many send attempts were needed to send that packet through the network and by

extension how many collisions are occurring in the network. For every node in the

network, the sink should be aware of the age of the latest update it has received

and the average rate at which it is receiving updates from a given node (the average

age of information). The Sink node is permitted to provide feedback to the nodes

at a regular but infrequent intervals. This is common in some other standards used

for dense sensor networks such as LoRa[45]. Per the class B enhancement to this

standard, there is bandwidth allocated to regularly scheduled, fixed time down-link

messages from the sink to the transmitting nodes (”end-nodes”). In this standard,

these ”beacon” messages are used for clock synchronization, however this feature

could be augmented so that the sink could provide useful feedback to the sending

nodes. Though it might be attractive to provide more frequent feedback to sensor

nodes, this would bring the whole system closer to a contention free protocol (such

as TDMA), which is not desirable as I discussed in 2.3 as an excessive amount of

bandwidth is dedicated to signaling overhead. The Sink node is responsible for

transmitting packet acknowledgements to transmitting nodes once a packet has

been successfully. As in the AlohaNet[11], there is separate bandwidth dedicated

for transmitting acknowledgements and data packets. This avoids a situation

where acknowledgements could possible collide with data packets (which could

prompt the sender to timeout, re-transmit and this loop repeats).
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4.2.5 Medium

The medium class is supposed to simulate the transmission medium in the network

i.e., the air in a WSN. The simpy simulation is emulating parallel execution of the

individual transmitting sensors by sequentially executing a single time step for

every node in the network. Every station that chooses to transmit in a given time

step will push a data packet to an array in the medium class. At the end of a

given time step the medium will ”propagate” the packets to the sink node. If

there is one packet in the list of sent packets, then the sink node should generate

an acknowledgement for the sensor that sent that packet. If there is more than

one packet in the array of packets sent, then two nodes have transmitted at the

same time step, no acknowledgement is generated and the packets are discarded.

The nodes that sent these packets will eventually timeout. This is the mechanism

by which the nodes will understand that a collision has occurred on the network.

There is very little logic built into the medium class which is appropriate as it is

merely supposed to simulate the air.

Figure 8: A state diagram for the Aloha protocol. Fundamentally, all the proto-
cols here discussed adhere to this framework for transmission. The back-off mech-
anism and when the station chooses to transmit once it has packets vary from
protocol to protocol.
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4.3 Schedulers

As discussed previously there are three schedulers that have been implemented as

part of this research. These are: Aloha, Aloha-Q and Q-Mod. In this section, the

specifics of each scheduler will be outlined.

4.3.1 Aloha

The Aloha scheduler is the most fundamental of all three schedulers. It behaves

identically to the station as described in the network topology section allowing

nodes to transmit freely and then back off if they experience a collision. The

main methods in this class which will be common across all three schedulers are

as follows:

• activate() : This method is called when the node is first turned on in the

network

• collect new packets(): This method is called at every time step and is how

the node has packets added to it’s queue based on it’s traffic model.

• execute action(): This method is called with the action either IDLE or

SEND. These are defined by an Enum.

• handle ack(): This method is called in response to a node receiving an ACK

from the Sink Node. In Slotted Aloha, the node will simply increment a

counter of how many successes it’s had.

• handle nack(): This method is called in response to timing out after sending

a packet.

• maybe live or die(): This method was made to accommodate the necessity

to have volatile nodes in a WSN. At any given tmie step a node may suddenly

switch off or on.

• send packet(): used to transmit a data packet across the medium to the Sink

node
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• sleep(): used when a node is in a backoff state, the node will remain idle

while it is in backoff mode.

4.3.2 Aloha-Q

The API for Aloha-Q is mostly the same but with a few distinct differences as

every Aloha-Q node is a Q-Learner and so has a Q-Table. The Q-table is a python

list wrapped in an class API to abstract Q-Table updates, action selection and

such. The Aloha-Q scheduler has all the methods listed in the Aloha scheduler

plus one more for choosing a timeslot in the schedule:

• choose timeslot(): This function uses an epsilon greed policy to maximise

over all possible timeslots in the schedule or choose a random action if the

agent is exploring the state space.

• update QTable(): helper function called in either handle ack() or handle nack()

which updates the Q-Table object aappropriately.

other than this, all the logic about update a Q-Table is abstracted to the Q-Table

class.

4.3.3 Q-Mod

The Q-Mod scheduler is again very similar to the Aloha-Q scheduler’s API with

a couple of differences to optimise it’s behaviour in a WSN. Other differences

between this scheduler and Aloha is the backoff algorithm being used (EB-RL).

Rather than choosing a number of time slots to sleep for, this Q-Learning will

choose a number of schedulers to back off for.

• process feedback(): a method called at the end of each episode so so that

each Q-Mod station can parse the feedback broadcase by the station and

update their Q-Tables accordingly.
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Figure 9: An example of a schedule. On the top line you can see a the universal
time stamp in the simulation. This is simply a counter that runs from 1 - the
number of time steps in the simulation. Below you can see the schedule from the
perspective of two different nodes, labelled A and B. Both nodes have a common
schedule length (10) but do not necessarily label the timeslots in their respective
schedules in the same way. Above you can see that I have highlighted timeslot 17.
According to Node A, this time slot is time slot 7 in it’s schedule. You can see
Node B, labels this same time slot as time slot 1 in it’s schedule.

• populate from utilisation data(): When a node in shadow mode receives

schedule utilisation data from the sink node, it calls this function to up-

date the Q-Table based on this data.

• remove time slot(): removes a timeslot from a nodes Q-Table in response to

feedback from the Sink Node.

Other differences about this type of scheduler as opposed to its counterparts above

is that it does not back off. If there is a collision, a Q-Mod node will be back,

competing for the medium agan in the next time slot.

4.4 Graphing results

As discussed in 3.4, the simulation was set up in an episodic fashion with each

episode spanning one thousand time steps. At the end of each episode, metrics of

interest such as number of collisions, number of successful packets and average age

of information during that episode are appended to an results array set. Matplotlib

is a graphing library commonly used in mathematical and scientific applications.
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At the end of each episode, I was able to take the array of results collected from

all episodes up to a certain point in the simulation and produce a graph using

the Matplotlib graph api. This was particularly helpful for protocols that involved

some element of learning as I could observe the performance of the nodes improving

as the simulation progressed and the nodes were able learn how to behave optimally

in the network. This would give me an idea about the duration of time required

for the nodes to enter into a steady state for the RL based protocols. I also used

the python library numpy to compute statistical measures about the data such as

the mean which you can see reflected on the graphs in the results section 10.

4.5 Summary

In this section, the technologies / libraries used to construct the simulation were

detailed as well as a justification for why these technologies were chosen if al-

ternatives exist. The high level details of how each of the network entities were

encoded in the simulation has also been provided as well as the differences in the

implementation of the schedulers used in this simulation.
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5 Evaluation

In this chapter I will present the results of the simulation described in section 3. I

will first establish the objectives sought out by the experiments which I conducted,

then present the results of the experiments before and comment on the conclusions

that I have derived from these results.

5.1 Objectives

When considering how to evaluate the performance of a new scheduling protocol,

it is clear that a useful analysis of a protocol must be multi-variant as a uni-variant

analysis could easily lead to false conclusions. For instance, it is conceivable that

a scheduling protocol would achieve perfect utilisation of the available bandwidth.

On the surface, this seems very useful but delving a little deeper, one might discover

that only 50% of the terminals are transmitting and the other 50% are completely

starved of bandwidth. In this instance, a uni-variant analysis of the protocol looks

promising, but a deeper analysis would quickly reveal the glaring faults with this

approach, rendering the research unusable in a practical scenario.

As mentioned in this section I will be comparing the protocols proposed in 4 to two

baselines; Slotted-Aloha and Aloha-Q. I will be comparing these protocols control-

ling for a number of variables in the analysis namely: the number of terminals in

the simulation, the traffic models used at each terminal and the rate of change in

the topology (how quickly the number of nodes in the network is likely to change).

I will observe the effect that changing these variables has on the number of colli-

sions which occur throughout the simulation, bandwidth utilisation, fairness and

the average age of information of all nodes in the system. In the next section I will

give a more in-depth analysis of the measurement of each of these variables. Ide-

ally a new protocol would optimise for each of these variables, in the conclusions

section I will outline trade-offs which arise from any optimizations achieved.

In the analysis of the experiment results, there are a set of hypotheses upon which

the modifications made in the Q-Mod protocol are predicated. Name:
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1. Dispensing with the backoff algorithm from Aloha-Q will serve to minimise

the amount of time that it takes for Q-Mod to train and converge to a steady

state.

2. The dynamic schedule length will increase the bandwidth utilization of the

Q-Mod protocol.

3. The incorporation of a ”shadow-mode” upon entering the network will de-

crease the number of collisons which occur in Q-Mod relative to Aloha-Q

4. Updating the Q-update function has increased the ”stickyness” of the nodes

once they have entered into a steady state. New nodes entering the network

will not

These hypotheses will either be validated or dis-proven by the results of the ex-

periments discussed in the remainder of this section.

5.2 Metrics

In this section I will outline the metrics used to evaluate each of the scheduling

protocols, defining the metric, explaining how it was computed and why it is

relevant for consideration in the context of a WSN.

5.2.1 Number of Collisions

Collisions occurring in the channel are very expensive in the context of a wireless

sensor network. For one thing, the nodes are reliant on a small battery source for

power. Transmitting data is the most power intensive activity that a transceiver

will have to do. Consequently, having to re-transmit data is one of the largest

sources of power dissipation for one of these low power transmitters. For this

reason, a protocol designed specifically for nodes in a wireless sensor network

should seek to minimise the number of collisions occurring in the network. An

ideal scheduler would result in zero collisions occurring.
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5.2.2 Bandwidth Utilisation

This is a universally important metric regardless of what type of network archi-

tecture you are discussing. It is always desirable to maximise the amount of the

available bandwidth which is being used for the transmission of data. An ideal

scheduler will have every time slot being used for useful transmission of data and

so will maintain 100% channel utilisation. The Bandwidth utilisation can be com-

puted at the Sink node by summing the number of data packets received and

dividing by the number of time slots in a given interval (for these results, I com-

puted the utilisation every 1000 time steps).

5.2.3 Fairness

In an ideal scheduler, every transceiver would be allocated exactly as much band-

width as it requires. For example, if a station theoretically generates a data packet

every 20 time-steps, then this station would get one twentieth of the available

bandwidth and a transceiver generating data packets every 10 time-steps would

be allocated one tenth of the available bandwidth (assuming that the generated

data packet fully utilises the bandwidth available in one time slot). To quantify

this, we can use a metric known as Jain’s fairness[51] (shown below)

J =
(
∑n

i=1 xi)
2

n ∗
∑n

i=1 x
2
i

where n is the number of transmitting stations and xi denotes the ratio between the

amount of bandwidth allocated to station i compared to the theoretical maximum

amount of bandwidth that would be required by this station. In the simulation

the theoretical maximum is derived from the arrival rate of packets per the poisson

distribution being used to model the traffic e.g if the arrival rate of packets at a

station is 0.045, then the theoretical number of time-slots required by that station

in a 1000 time slot interval is

= arrival rate ∗ time interval

= 0.045 ∗ 1000
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= 45

In this instance, such a station would theoretically require 45 time slots to transmit

all the data packets which it would generate in that 1000 time-step interval.

5.2.4 Age of Information

As described in 2.5 the AoI is a crucial metric in a sensor network. As the function

of the network is to monitor the physical characteristics of an environment, the

freshness of the information at the sink node is paramount as old information

at the sink may no longer be relevant for the application in question. Ideally a

scheduling protocol will minimise the age of the updates from each transmitting

station thereby minimising the average age of information across the network. The

peak age of information was also considered when evaluating scheduling protocols

in this thesis.

5.3 Network Configuration / Evaluation Scenarios

When considering which scenarios were appropriate to evaluate Q-Mod, particu-

lar deference was given to the network conditions in which each of the base-line

protocols performed optimally. Based on the list of conditions under which these

protocols performed optimally, it was determined that there were a number of

channel characteristics which could be varied to influence the performance of the

scheduling protocol being used. These characteristics are as follows.

5.3.1 High & Low Traffic Load

In many of the papers described in section 2.4, there is an assumption that the

arrival rate of packets in the network is 1. This means that stations in the network

will always have packets in their queue and so there are never any idle time slots

in the network. This is somewhat of an unrealistic assumption. In theory, it

does demonstrate a scheduling protocol’s ability to operate under maximal traffic

conditions but may present an unrealistic picture of how that protocol will utilise
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bandwidth when presented with the more realistic scenario of stations not always

having packets to transmit. If this type of traffic modelling was realistic, then

a TDMA solution would be optimal. The glaring flaw with this solution is that

stations do not always have data to transmit and so there will be bandwidth that

goes unused and a decline will be seen in utilisation. The reason modelling was

included for high and low traffic models in the analysis is because Aloha-Q in

particular was shown to behave optimally given a high traffic load. The more

realistic scenario of terminals having a variable rate of generating updates was

also modelled. The function of this was to generate updates to demonstrate the

behaviour of the protocols in a non-optimal, more realistic scenario.

5.3.2 Variable Number of Terminals

The application this paper focuses on- WSNs, can have a far greater number of

terminals that was envisaged when Slotted Aloha[18] was proposed many years

ago or even more recently with Aloha-Q. It is important to establish how network

performance changes when the number of stations varies, from a small numbers of

nodes ∼ 10, to the optimal number described in [39] to a number of nodes in the

hundreds (maxing out at 200, there was no need to increase the number of nodes

any further as a trend was clear).

5.3.3 Highly Volatile Network Topology

One characteristic of a WSN is that the number of nodes in the network is subject

to rapid change. This is due to nodes both leaving and joining the network.

As mentioned in section 4, this is implemented in the simulation by having a

maybe live or die() method which may turn a station on or off at any given time

step. When there there were 100 nodes in the network, the probability of a station

living or dying was 1/50, 000. This means that over a 1000 time-step interval, on

average, 2 stations would turn on or off. Over the course of the simulation 400

stations could turn on or off. This probability of death was changed depending

on the number of stations in topology so as not to increase the volatility of the

network when there were less nodes transmitting. I also observed the effect of
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having a stationary network topology as this was assumed in the two baseline

protocols.

5.4 Experiment Results

In this section, the results of each of the experiments will be presented. For each

experiment, a list of the hyper-parameters which representing the independent

variables necessary to formulate the experiment will be listed, followed by a graph

representing the results of that experiment. The reader will note when examining

the graphs that the values in the legend represent the mean value for each protocol.

The reader may also notice that the AoI is quantified using t instead of the SI unit

of time (second). This is because in the simulation the AoI was quantified by the

number of time steps which had elapsed.

5.4.1 Stationary Network Topology

In this experiment, there were a low number of nodes and the network was non-

volatile, i.e nodes always remained on and did not turn on or off during the exper-

iment. This experiment was designed to mimic the conditions for which Slotted

Aloha[18] was originally designed i.e low number of nodes in the topology, rela-

tively low amount of bursty traffic and nodes do not join and leave the network

regularly. Results for this experiment are shown in 10. All schedule protocols

can be seen to behave roughly equivalently for this small network topology. It is

noteworthy that the protocols reliant on reinforcement learning achieve a much

lower collision rate while all nodes have roughly an equivalent utilisation.

5.4.2 Aloha-Q Ideal Conditions

This experiment was designed to mimic the optimal network conditions described

in [39]. In this paper, the network topology is static i.e nodes do not join and

leave the network. When the network is initialised, all nodes in the network are

hard-coded with the knowledge of the number of nodes are in the network. A

saturated traffic model is also used i.e nodes have data to send at any given time
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Stationary Network Topology Hyper-parameters
Hyper-Parameter Name Value
Number Nodes 10
α (Learning Rate) 0.1
Epsilon Decay 0.975
Epsilon Min 0
Initial Schedule Length 16
volatile Network False
Saturated Traffic Model False
Episode Length 1000
Number of Episodes 200
Total Number Time Slots 200,000

Table 2: exp 1: Hyper-Parameters for the stationary network topology

step. Given these parameters, the observed the results shown below are shown in

11. It is notable that we can see here that Q-Mod is converging to a stable state

faster than Aloha-Q. Both protocols are utilising the bandwidth very well and are

out-performing slotted Aloha.

Aloha-Q Ideal Conditions Hyper-parameters
Hyper-Parameter Name Value
Number Nodes 200
α (Learning Rate) 0.1
Epsilon Decay 0.975
Epsilon Min 0
Initial Schedule Length 200
volatile Network False
Saturated Traffic Model True
Episode Length 1000
Number of Episodes 200
Total Number Time Slots 200,000

Table 3: exp 2: Hyper-Parameters for the Aloha-Q Ideal Conditions experiment

5.4.3 Realistic WSN Conditions

This is experiment was designed to most closely reflect the conditions which are

present in a dense WSN. There is a high number of nodes in the network (maximum
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200) and the network topology is highly volatile. This experiment was designed

to demonstrate the suboptimality of both Aloha and Aloha-Q given the real world

conditions of a WSN. The performance of these protocols was evaluated in com-

parison to Q-mod, which has been specifically designed to handle these types of

network conditions. Results for this experiment are shown in figure 12

Realistic WSN Conditions Hyper-parameters
Hyper-Parameter Name Value
Number Nodes 200
α (Learning Rate) 0.1
Epsilon Decay 0.975
Epsilon Min 0
Initial Schedule Length 200
volatile Network True
Saturated Traffic Model False
Episode Length 1000
Number of Episodes 200
Total Number Time Slots 200,000

Table 4: exp 3: Hyper-Parameters for the Realistic WSN Conditions experiment
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(a) Bandwidth utilisation (b) Rate of Collision for all send attempts

(c) Average AoI for all nodes in network (d) Jain’s fairness measure in the network

Figure 10: Results for experiment one. This experiment was made to simulate the conditions for which slotted
Aloha was designed.
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(a) Bandwidth utilisation (b) Rate of Collision for all send attempts

(c) Average AoI for all nodes in network (d) Jain’s fairness measure in the network

Figure 11: Results for experiment two. This experiment was made to simulate the conditions for which Aloha-Q.



5 EVALUATION 67

(a) Bandwidth utilisation (b) Rate of Collision for all send attempts

(c) Average AoI for all nodes in network (d) Jain’s fairness measure in the network

Figure 12: Results for experiment three. This experiment was made to simulate realistic Dense WSN conditions.
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5.5 Analysis of results

5.5.1 Experiment 1 Results

When looking at the utilisation graph for this experiment, it is evident that there is
little to be gained by employing the RL techniques described in this paper. This is
due to the short schedule length. Frequently, 10 time slots pass and a sending node
will not have any packets to transmit. The resultant empty time slots diminish the
utilisation of the network over time. Aloha-Q has a lower utilisation than Q-mod
because the schedule length being employed by the transmitting nodes was not
equivalent to the number of time slots in the network and there was no mechanism
in the protocol to shorten the schedule length as there is in Q-Mod. This is also
the reason Aloha-Q has a significantly higher average age of information than the
other two protocols (34% higher than Q-mod). As expected, once Aloha-Q and
Q-Mod have converged to a steady state, each node has a time slot in which it
uniquely transmits, reducing the amount of collisions in the network to 0. All
protocols exhibit a high level of fairness. As mentioned, it’s possible that nodes
may not have packets to transmit for a schedule. A station that has no packets
to send for its chosen time slot but has a packet to send in the next time step
will have to wait a max of 2 ∗ schedule length − 1 before it has an opportunity
to transmit again. Nodes that have packets to transmit during every schedule
will transmit more frequently. This is why the RL schedulers (Aloha-Q and Q-
Mod) have diminished fairness relative to slotted Aloha where all Nodes experience
identical network conditions.

5.5.2 Experiment 2 Results

This experiment was designed to compare Q-Mod to Aloha-Q operating under
optimal conditions. In this experiment, the advantage of leveraging the RL-based
scheduler becomes very apparent. Slotted Aloha was not designed for such a dense
network. With 200 nodes competing for the same resource using a random sending
strategy, the probability of collision is very high. Indeed we can see from the
second graph that 92.6% of transmissions result in a collision. This is reflected in
the fairness statistics. When the contention window becomes very large (following
10 successive collisions, it would be 210), a station may not transmit for an entire
1000 time step interval. On the other hand a station that is initially successful
may send a large number of packets during the same interval while. In the long
run, this may be balanced out but looking at this 1000 time step interval, we
can see that the Jain’s index relatively low for Slotted Aloha in the short run.
Conversely we see that Aloha-Q and Q-mod perform a lot better. After an initial
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period of training we can see that both of these protocols effectively minimise the
number of collisions that take place in the network. The increased number of
collisions for Q-Mod may be due to the scheduler reducing the number of nodes
in the schedule. The fairness of both of these protocols is also very high after an
initial period of training. This is due to bandwidth being evenly allocated to each
of the nodes in the network. Predictably, we can see a correlation between the
utilisation and the number of collisions occurring. As this experiment deals with
a saturated traffic model, nodes having a unique slot in the schedule and having a
packets to send results in both the RL-based protocols achieving 100% utilisation
of bandwidth. As a result of having fewer packet collisions and a predetermined
rate of delivery (equivalent to 2*schedule length - 1 as mentioned), both the RL
schedulers achieve a lower average age of information than slotted Aloha. One
other point of interest is that we can see that in all graphs Q-Mod curves and
plateaus faster than Aloha-Q. By eliminating the backoff on collision from the
Aloha-Q scheduler, the amount of time to achieve convergence has been decreased
dramatically. This validates objective 1

5.5.3 Experiment 3 Results

This simulation mirrors realistic WSN network conditions most closely. The net-
work topology is highly transient with nodes dying/ sleeping in the network and
rejoining the network independently of one another. The traffic model at each of
the nodes is neither saturated nor homogeneous. Rather each node spawned in
the network has its own rate of packet generation. Given these network condi-
tions, one expects that Aloha-Q’s performance will degrade relative to experiment
2. The reason for this is because there is no mechanism to lengthen or shorten
the schedule in the Aloha-Q scheduler. As a result, when nodes go to sleep or
die in the network, they will leave behind them a vacant slot in a schedule. This
will result in a lower utilisation of the Aloha-Q protocol relative to Q-Mod which
does have such a mechanism (objective 2). In 12(a), we see this is indeed the
case, the modifications made to Aloha-Q, provide Q-Mod with a 53% relative in-
crease in bandwidth utilisation. This substantial increase may also be due in part
due to the ’shadow mode’. In Aloha-Q, new nodes spawning in the network and
randomly exploring schedule slots could significantly disturb the ”steady state”
that the network had converged to. This results in a period of relative chaos in
which there are many collisions happening in the network. Contrast this result to
Q-Mod which achieves 50% less collisions than Aloha-Q. This is undoubtedly due
to the shadow mode modification which has been made to the protocol (validating
3). When nodes join the network using the shadow mode approach, they do not
blindly explore the network. Rather, they leverage the utilisation data which has
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been provided from the sink to begin transmitting in a more informed fashion.
There are still some collisions, as discussed previously, nodes leaving shadow mode
have an exploration rate of 0.3 to avoid all new nodes behaving deterministically.
This being the case, new nodes may collide with each other or with nodes in the
network but are unlikely to acquire the time slot that a steady-state node is al-
ready utilising. So we see there are still collisions in Q-Mod, not nearly as many
as in Aloha-Q however. As a consequence of the lower rate of collision Q-Mod
achieves much better bandwidth utilisation than Aloha-Q.

As in experiment 11, Slotted Aloha performs poorly in the short run under the
heavy network contention conditions when there are 200 nodes in the WSN. The
age of information stats, as one might expect, show Q-Mod again outperforming
Aloha-Q. This is due to the the superior bandwidth utilisation of this protocol
(12(a)). The age of information stats for slotted Aloha are roughly equivalent
to the same statistic in 11(b). Finally, looking at the Jain’s fairness metric for
this simulation, it is clear the Q-Mod has outperformed both the baseline metrics.
Slotted Aloha performs poorly as it did in experiment 2. We can notice that the
fairness does increase by 10% due to the diminished channel contention brought
about by a non-saturated traffic model and less nodes in the topology (due to nodes
sleeping or dying). Of most note ,however is the decline in fairness of the Aloha-Q
protocol while Q-Mod has retained a very high level of fairness (90%). This is due
to the different ways in which new nodes join the network. In Aloha-Q, a node is
spawned and being a Q-Learning process, begins exploring its environment. The
collisions caused have a ripple effect across all the nodes in the network. The
Q-update rule used by nodes in Aloha-Q means that after only a small number
of collisions, a node which had a favoured time slot will quickly abandon this and
find a new time slot, causing further collisions in the network which has essentially
entered a training period again. We can see in both 10(d) and 11a(d) that when
the protocol is in a learning phase, the mean fairness is about 0.6. In 12(d), the
network is transient and will not achieve a steady state. Rather the addition of
new stations in the topology will introduce noise and decrease the fairness even
further. Nodes joining the Q-Mod network, on the other hand, are leveraging data
about the least utilised time slots in order to decide which time slots to choose.
The Q-update rule employed in this protocol also gives the nodes a ”stickyness”
i.e, they are very unlikely to give up their preferred slot in the schedule to a
new node just joining the network. As a result, new nodes joining the Q-Mod
network are unlikely to cause a domino effect sending the whole network back into
an unsteady training state and all nodes continue to be able to send updates at
regular intervals. This is precisely what was hypothesized in 4
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5.6 Summary of Evaluation

In this section, the conditions under which each of the experiments were carried
out was outlined. The logic from which these parameters was derived was also
explained. The results extracted from each of the experiments was then presented.
These results were interpreted and some intuition was provided as to how these
results had been achieved by the protocols being compared here. Based on these
results, it appears that the Q-Mod protocol performs acceptably in experiments
1 and 2, which represent the optimal conditions for the two baseline protocols.
In experiment 3, which is the most representative of the conditions of a real-life
WSN, Q-Mod outperformed both of the base protocols under every metric which
I used to evaluate the performance of these protocols.

In this research was applied to a WSN in a practical setting, these results would
indicate that we could expect an increase in battery life from transceivers in the
network. This would happen as a result of lower power dissipation due to less colli-
sions occurring on the network. This is also a remarkably fair protocol which would
make it suitable for deployment in control systems which require high reliability
(not real time however) e.g Agricultural Control Systems [52].
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6 Conclusions & Future Work

In this section, the primary achievements of this thesis will be discussed. Reference
will be made once again to the results achieved in the previous section and the areas
in which there is room for further research and development will be highlighted.

In this thesis, the application of RL to the problem of scheduling in dense wireless
sensor networks has been explored.

6.1 Thesis Contribution

In this thesis, the application of RL to the problem of scheduling in dense wireless
sensor networks has been explored. There are indeed some exciting developments
in this space, the ideas presented in[39], particularly with reference to RL-EB (Re-
inforcement Learning Exponential Backoff) and Aloha-Q were particularly com-
pelling. The possibility of taking a number of autonomous agents and having them
mimic the behaviour of a system with a centralised scheduler seems to be the logi-
cal evolution of this area of research. Indeed, under very specific conditions, it has
been shown that such a scheduler is optimal. There are three glaring issues with
this type of protocol which must be reasoned with. These are:

1. Static Schedule Length: As was shown in 10(a), when the schedule length
is greater than the number of nodes in the network, we are essentially reserv-
ing bandwidth with every frame/schedule that can be used by no stations.

2. Transient network topology: As was shown in 12(d), having nodes con-
tinually leaving and joining a network at a rapid pace can leave this protocol
in a perpetual training ”non-steady” state. If this protocol was to be used
in the context of a dense wireless sensor network, it should more elegantly
handle this common network event.

3. TDMA solution at best: Even operating under optimal network condi-
tions, this scheduler is at best a round-robin scheduler, giving each node in
the network an opportunity to transmit. Given less than optimal conditions
where each node generates packets on average every second schedule, imme-
diately, we have wasted half of the available bandwidth. It would be much
more efficient if every node was to share a time slot in the schedule in this
case, however this protocol provides no such mechanism.

In this thesis, modifications to the Aloha-Q protocol have been proposed in order
to tackle these issues. As a summary, the Q-Mod scheduler leverages feedback
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provided by the sink node to dynamically set the schedule length for each node in
the network. Replacing the Q-update rule with the rule originally proposed in RL-
EB[39] makes the nodes ”stickier” and more resilient to giving up their slot in the
schedule when a new node enters the network and is looking for a time slot to send
in. The ”shadow-mode”, which new nodes enter prevent the node from naively
exploring all slots time causing needless collisions in the network. Removing the
RL-Binary exponential backoff to decrease the number of time steps required for
the network to achieve a steady state. And finally, maintaining the schedule length
during an initial training period to avoid being overly aggressive when removing
time slots from the schedule. These modifications were largely designed to combat
the first two short-comings of Aloha-Q highlighted above.

To test the effectiveness of these modifications, a network simulation was created to
evaluate the Q-mod scheduler by comparing the protocol to two known baselines,
namely Aloha-Q and Slotted Aloha. By doing this, the characteristics of the
baseline protocols were highlighted, which make them unsuitable for use in the
context of a dense wireless sensor network. It was demonstrated that not only did
Q-Mod still perform optimally, given the optimal conditions under which Aloha-Q
is effective, but it was also quite competitive when compared to slotted Aloha
given it’s optimal traffic conditions.

Finally, it was demonstrated that given network conditions which approximate a
modern day WSN, Q-Mod performs significantly better under every dimension that
was considered during the analysis, namely bandwidth utilisaiton, Jain’s fairness
index, transmission collision rate and average age of information received at the
Sink. From this analysis it is clear that Aloha-Q has some glaring faults, leaving
a lot to be desired when confronted with more realistic WSN network conditions
that those detailed in [39]. The relative efficiency of this protocol justifies the

1
1000

of the bandwidth that has been allocated by the protocol to broadcast the
feedback necessary to achieve these gains. This work is significant in that it builds
on the research carried out in [39] and [41] in such a way that 2 of the 3 issues
which were identified with the existing protocol were tackled and ameliorated.

6.2 Future Work

In this section, attention will be given to the areas pertinent to the problem of
scheduling in a dense wireless sensor network. The problems discussed have been
identified as being ripe for engagement in future research projects.

1. Validate Results Using Ns-3: Due to time constraints and the substantial
learning curve involved in using Ns-3, a simulation was built using Simpy,
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as discussed previously. While this is a strong indicator of proof of concept,
it would be interesting to validate the results obtained in this paper by
reconstructing the scheduling protocols in the network simulator. This state
of the art simulator is kitted out with many useful utilities for generating
realistic traffic patterns and monitoring the throughput of the network.

2. Investigate the energy efficiency of Q-Mod: This dissertation focused
purely on optimising the exchange of data through a WSN. It is impor-
tant to consider the energy impact(if any), these changes may have for the
transmitting nodes. Intuitively, it is justifiable to suggest that minimising
collisions in the network (being one of the main sources of energy dissipation
for transceivers) will result in a number of gains in terms of power efficiency
for the nodes. Such an analysis could also demonstrate the impact that al-
tering the network hyper-parameters would have on the energy efficiency of
the protocol.

3. Mathematical analysis of Q-Mod : While the Q-Mod protocol was pro-
posed and simulated in this thesis, I did not present a mathematical analysis
of the protocol. Such an analysis is crucial in testing the theoretical ro-
bustness of the protocol and would provably establish it’s effectiveness in a
WSN.

4. Using multi-objective learning to tackle Q-Mod’s remaining issue:
Three issues with Aloha-Q have been identified. Q-Mod addresses two of
these issues but there remains the problem that optimally one schedule slot
is owned by one station. This results in a decentralized TDMA solution.
Under-utilisation of a time slot will lead to a decrease in overall utilisation.
To combat this, I devised a solution which incorporated MORL at the Sink
Node - W-MAC 3.3.2. I believe that this protocol has great promise , building
on the work contained in this thesis and could produce a scheduling protocol
which supersedes the performance achieved by Q-Mod.
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