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Abstract

It has been reported in psychology that men and women express and perceive
emotions differently. Women both perceive and express more accurately and express
with a higher intensity. With the recent increase in computer systems with artificial
emotional intelligence, it gives rise to the question: do computer systems estimate
emotions differently for men and for women?

These computer systems make use of the Facial Action Coding System (FACS). FACS
encodes facial muscle movements as Action Units (AUs). Combinations of AUs have
been shown to be able to estimate emotion. Computer systems have been trained to
recognise these AUs when presented with an image of a face and therefore are
capable of making emotion estimates with facial expressions as input.

This work answers the research question through the use of a custom pipeline that
processes videos of American politicians making speeches around big events into
emotion estimate data. It uses the Microsoft Azure Face API to generate these
emotion estimates, and investigates what differences exist on average between men
and women.

The results show that there are differences on average between men and women for
the emotions of anger, happiness, sadness, and surprise. This is confirmed by the the
Mann-Whitney U test, which shows that there this difference is statistically
significant with a two-tailed hypothesis and an « value of 0.05.

These results can be used to drive further investigation into exactly what is causing
this difference. It can also inform users of such software that the outputs for men and
women will on average be different.
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1 Introduction

Gender differences in emotion expression and perception is a well-studied area in
psychology, and it has been found that there is a measurable disparity between men
and women in these areas. "Gender differences in judgments of multiple emotions
from facial expressions" reports that men and women judge emotions differently
when using facial expressions as input information, with women being more accurate
than men at this, while "Gender differences in nonverbal communication of emotion"
also reports that men and women express emotions differently when using

non-verbal modes of communication, with women having higher levels of accuracy

than men (Hall and Matsumoto, 2004, Hall et al., 2000).

However, it is not just people that attempt to judge emotions. Over the last few years
many new tools, services and companies have arisen that attempt to gauge the
emotions being expressed by humans using computer systems. There are many uses
for such technologies, from psychological testing and evaluation, to aiding
companies in judging the emotional responses to their products, services and

advertisements.

Every technology that interacts with humans, especially those that could be used to
inform decisions that can have drastic effects on people’s lives. Given this, there
needs to be careful consideration given to how it is implemented and used so that
unforeseen adverse effects do not happen. It is therefore important that artificial
emotional intelligence systems are tested and understood, so that any bias that exists

within the system is removed or accounted for, especially when disparities between



groups are expected.

1.1 Problem Statement

Based on these reported differences in emotion expression and perception, the
problem this work seeks to tackle is to investigate the existence of disparities between
the emotions estimated by a computer system between men and women. Given the
reported existence in psychology of the difference between the emotions both
displayed and perceived by men and women, it therefore leads to the

hypothesis:

There is an observable and statistically significant difference between the emotions
estimated by a computer system with artificial emotional intelligence for men and for

women, when facial expressions are the input data.

The confirmation of this hypothesis is the existence of a statistically significant
difference between the emotions estimated by a computer system with artificial
emotional intelligence for men and for women, when facial expressions are the input

data, and the negation of this hypothesis is the lack thereof.

1.2 Motivation

Artificial Emotional Intelligence systems have the potential to be used in many areas
that can greatly affect people’s lives. One example of this is that they could be used in
psychological evaluations, such as for detecting if patients suffer from Autism
Spectrum Disorder. There is already a problem with identifying this disorder among
females, with many more girls not receiving a diagnosis than boys (Dworzynski

et al., 2012). If any differences in how the technology estimates emotions exists, it is

imperative that it is known before it is applied to use cases such as these.

However, Artificial Emotional Intelligence software has the capability to improve the

lives of many if it is applied properly. Awareness of differences or disparities



between genders can be used to inform us and to improve the performance of future
iterations of the technology. If the difference is not introduced by the software,
discovering these differences also has the potential to improve our understanding of

the underlying fields.

Therefore, the motivation for this work is to reduce any potential negative impacts of
Artificial Emotional Intelligence computer systems, and to improve the

understanding and accuracy of such systems.

1.3 Contributions Overview

To investigate the hypothesis, I made a number of contributions to the research. I
designed and built a pipeline that takes in videos of a person speaking and generates
emotion data. I constructed a database of this emotion data which comes from a set
of 24 videos of American politicians which I compiled. Finally, I statistically
evaluated this data with regards to the differences between the outputs for men and
for women in order to draw conclusions about how the Microsoft Azure Face API

detects emotions for them.

1.4 Data Overview

The data used for this work is a set of 24 recordings of American political figures
making speeches about various topics over the last six years. The recordings were
downloaded from YouTube, as this data is publicly available and does not require
ethical approval to gather. The videos were carefully selected to be related to key
events in American politics and society in order to maximise the potential for
emotional leakage from the subjects. The subjects were also chosen to be politicians,
as they are semi-trained actors, and as such the emotions on display within their
speeches are semi-posed, which should translate to more accurate results, as emotion

estimation technology is trained using actors giving posed emotions. The other



criteria were that there was a balanced spread of ages across the two gender and that

the videos were of good quality with the subject’s face visible at all times.

1.5 Methodology Overview

The foundation for this research is in Friesen and Ekman’s work on the Facial Action
Coding System (Ekman and Friesen, 1976). This encodes facial movements as Action
Units (AUs). Combinations of these AUs have been shown to be capable of
estimating emotion. When this is combined with a computer system that correlates
facial expressions with Action Units, it is possible to create a system that takes a

photo of a person as input and gives emotion estimates as output.

1.6 Implementation Overview

As mentioned previously, the data used was sourced from YouTube, but in order to
download the videos, a YouTube to MP4 converter was used, namely YT1s.com. This
tool takes a YouTube URL and produces a MP4 file which can be downloaded and

stored.

A command line program, written in C# .NET, was used to extract screenshots from
the videos, send them to the cloud emotion detection Application Programming
Interface, which is Microsoft Azure Face, and compile the resulting JSON files into a
CSV file. The Xabe. FFmpeg library was used as a wrapper to interface with the
FFmpeg binaries, which allow for screenshots to be programmatically extracted from

a video file.

Finally, Microsoft Excel was used to apply fuzzy averaging to the outputs from Azure
Face, and to evaluate the data produced by the pipeline. Two thresholds were used
for the fuzzy averaging. Probabilistic estimates for emotions equal to or lower than
50% were rejected, and given a value of zero, while probabilistic estimates for

emotions equal to or greater than 75% were unconditionally accepted and given a



value of 1. All values in between were given the value corresponding to their
position along the straight line between the two thresholds. Results were then
aggregated over 20 frames in order to get a data point for emotions over a period of

just under one second.

1.7 Evaluation Overview

The results were evaluated first by a basic comparison, and then by the
Mann-Whitney U test to investigate statistical significance. The mean value for each
emotion across all videos for men and for women were compared numerically and
graphically to demonstrate the differences between them. This shows that Microsoft
Azure Face API estimates emotions differently for men and for women. The
Mann-Whitney U test, which is a non-parametric statistical test, formalised these

differences.

1.8 Report Layout

This first chapter of the report gives an introduction to the work carried out, along
with the motivation for doing so and an overview of the data and methodology

used.

The second chapter discusses the background topics which are relevant to the work
discussed in this report, as well as a study of the related works and research that have

already been carried out.

The third chapter describes the design and methodology of the work carried out. The
pipeline and architecture that was built for this work is described in detail, and the
data used is examined closely. The post processing steps used to prepare the data for

evaluation are also discussed.

The fourth chapter looks at the evaluation of the data and analyses the results that are

produced.



The fifth chapter discusses the conclusions that have been drawn from the work

conducted in this report.

The sixth and final chapter describes the future work that could be conducted to

extend and improve the research carried out in this work.



2 Background and Related Works

This chapter outlines the relevant background information and related works in
order to give context to the work carried out for this research. The first section is a
background of various areas related to the research. It looks at the existing works in
psychology pertaining to how emotions are expressed and perceived differently in
psychology, how the Facial Action Coding System (FACS) and Action Units work,
and how a computer system would automate the use of FACS and AUs. The second
section looks at the already existing research that uses computer systems with
artificial emotional intelligence to detect emotions. Finally, the third section explains

all of the tools and software used to conduct this research.

2.1 DPsychology

As mentioned in the introduction, there are two key works in psychology which
report that men and women express and perceive emotions differently. The first of
which is “Gender differences in nonverbal communication of emotion” (Hall et al.,
2000). The case study for this work was smiling, which uses the mouth, one of the
Action Units used by computer systems to estimate emotion. It was found that across
multiple studies, there is a consistent difference between how women and men
perform with regards to expression and decoding accuracy, with women
outperforming men across multiple cultures. The results show that “women smile
more than men, are more expressive than men, and show higher levels of both

expression accuracy and nonverbal judgment accuracy than men”.



The second body of work is “Gender differences in judgments of multiple emotions
from facial expressions” (Hall and Matsumoto, 2004). Two studies were conducted
for this paper. The first showed a group of 69 men and 27 women the Japanese and
Caucasian Facial Expressions of Emotion (JACFEE) dataset, which is a dataset of 56
individuals displaying seven emotions, which are anger, contempt, disgust, fear,
sadness and surprise (Biehl et al., 1997). Each image was shown for ten seconds, and
the participants had to give a rating for each emotion between 0 and 8, with 0
meaning the emotion was not present, and 8 meaning the emotion was strongly
present. The results of this study were interpreted in two ways, each of which
showing that women performed better than men at judging emotion. Women saw
relatively more of the correct, or target, emotion and relatively less of the incorrect, or
non-target, emotions than men, and gave higher ratings to six of the seven target

emotions than men.

The second study used the Japanese and Caucasian Brief Affect Recognition Test
(JACBART), which was constructed by taking one second long videos of the
individuals from the JACFEE dataset, and inserting the image of them displaying the
emotion briefly within this video (Matsumoto et al., 2000). There were three versions
created, with the JACFEE images appearing for 0.07, 0.13 and 0.20 seconds within the
videos. This time, 126 male and 237 females participated in the study, and each
completed the same rating system as in the first study. Just as in the first study,
women outperformed men in both interpretations of the results, showing that even
when only seeing the emotion for fractions of a second, women are better able to

judge the emotion on display.

Both of these works demonstrate that there is a difference between how men and
women both judge and display emotions. However, they concentrate on how
humans interact with other humans, and don’t examine human-computer interaction
in this regard. As such, there is scope for studies to be conducted into how computer

systems with emotional intelligence deal with such gender differences.



2.2 Action Units

From here, we can begin to look at how computer systems can read human emotions.
However, it is not accurate to say that they can read emotions, but rather an
evidence-based approach is used to give estimates for emotions. In order to do so, an
encoding system is needed which turns facial expressions and movements in data
which can be read and understood by a machine. As such, the Facial Action Coding
System is key to any computer system which estimates emotions based on facial
expressions (Ekman and Friesen, 1976). FACS breaks down facial movements and
contortions into Action Units. To illustrate this, the following tables have been
adapted from "Observer-based measurement of facial expression with the facial

action coding system" on pages 39-43 (Cohn et al., 2007).



Table 2.1 gives the AUs that involve movements of the forehead, eyelids and nose,
and the first of the AUs related to the mouth:

Table 2.1: First part of the table which describes the different Action Units of the Facial
Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image
1 Inner Brow Raiser Frontalis, pars medi- Eyebrows

alis

R

2 Outer Brow Raiser Frontalis, pars later- Eyebrows

alis
4 Brow Lowerer Corrugator  super- Eyebrows

cilii, Depressor

surpercilii
5 Upper Lid Raiser Levator  palpebrae Eyes

superioris a E
6 Cheek Raiser Orbicularis oculi, Eyes

pars orbitalis ﬁ
7 Lid Tightener Orbicularis oculi, Eyes

pars palpebralis - '
9 Nose Wrinkler Levator labii superi- Nose

oris alaquae nasi

[ 4

10 Upper Lip Raiser Levator labii superi- Mouth

oris —_
Vi

10



Table 2.2 looks at more of the AUs where the mouth is the landmark in question:

Table 2.2: Second part of the table which describes the different Action Units of the

Facial Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image
11 Nasolabial Deepener Zygomaticus minor = Mouth
R ad
22>
12 Lip Corner Puller Zygomaticus major ~ Mouth .
H‘

13 Cheek Puffer Levator anguli oris Mouth )
W

14 Dimpler Buccinator Mouth .
h—14

15 Lip Corner Depres- Depressor angulioris Mouth

sor
16 Lower Lip Depressor Depressor labii infe- Mouth
rioris
17 Chin Raiser Mentalis Mouth
18 Lip Puckerer Incisivii labii superi- Mouth

oris and Incisivii labii
inferioris

11



Table 2.3 details the rest of the AUs related to the mouth:

Table 2.3: Third part of the table which describes the different Action Units of the
Facial Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image
20 Lip Stretcher Risorius Mouth
ith plat '
with platysma L q JI
22 Lip Funneler Orbicularis oris Mouth

L O

23 Lip Tightener Orbicularis oris Mouth
24 Lip Presser Orbicularis oris Mouth
25 Lips parted Depressor labii infe- Mouth
rioris or relaxation of
Mentalis, or Orbicu-
laris oris
26 Jaw Drop Masseter, relaxed Mouth
Temporalis and
internal Pterygoid
27 Mouth Stretch Pterygoids, Digastric Mouth
28 Lip Suck Orbicularis oris Mouth

12



The AUs in Table 2.4 are those that pertain to the closing of the eyelids and the first of
the head turn AUs:

Table 2.4: Fourth part of the table which describes the different Action Units of the
Facial Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image
41 Lid droop Relaxation of Levator Eyes

palpebrae superioris g
42 Slit Orbicularis oculi Eyes

43 Eyes Closed Relaxation of Levator Eyes
palpebrae superioris; “
Orbicularis oculi,

pars palpebralis

44 Squint Orbicularis oculi, Eyes

pars palpebralis 'a ﬂ

45 Blink Relaxation of Levator Eyes -
palpebrae superioris;
Orbicularis oculi,
pars palpebralis
46 Wink Relaxation of Levator Eyes -
palpebrae superioris;
Orbicularis oculi,
pars palpebralis

51 Head turn left Head

13



Table 2.5 looks at the rest of the head turn AUs and the first head tilt AU:

Table 2.5: Fifth part of the table which describes the different Action Units of the Facial
Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image

52 Head turn right = Head

53 Head up - Head
54 Head down - Head
55 Head tilt left - Head

14



Table 2.6 details the final head tilt AUs and most of the eye movement AUs:

Table 2.6: Sixth part of the table which describes the different Action Units of the Facial
Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image
56 Head tilt right - Head

57 Head forward - Head
58 Head back - Head
61 Eyes turn left - Eyes
62 Eyes turn right - Eyes ’ -
63 Eyesup - Eyes

LA

15



Finally, Table 2.7 gives the last eye movement AU:

Table 2.7: Final part of the table which describes the different Action Units of the Facial
Action Coding System. Adapted from (Cohn et al., 2007)

AU Description Facial Muscle Landmark Example Image

64 Eyes down = Eyes

2 O

Taking Action Unit 1 as an example, this corresponds to the Inner Brow Raise, which
is the movement of the frontalis and pars medialis muscles of the face. The
accompanying image gives an illustration as to how this Action Unit can be observed
on the face. Action Units 1 to 46 are related to movements on the face itself, like nose
wrinkle or jaw drop, 50 to 58 are related to movements of the full head, such as head

turn left or head up, and 61 to 64 are related to eye movements.

We can then take these Action Units and use them to make an evidence-based
estimation of emotion. Studies such as “Compound facial expressions of emotion”
have shown that there is a link between the presence of particular Action Units and
emotions (Du et al., 2014). Figure 2.1 shows how these Action Units are combined to

get an emotion. The image was taken from that paper on page 3.

16



Surprised Disgusted Surprised

Happy |

AU12
AU 5
AU 25
AU 26

Happily
surprised

AU 12

Surprised

Fearfully
surprised

Disgustedly
surprised

Figure 2.1: The Action Units which make up the basic emotions Happy, Surprised,
Fearful, Disgusted, along with some compound emotions of pairs of these (Du et al.,
2014)

If we look at ‘Happy’, which is the emotion at the top left of Figure 2.1, the Action
Units 6, 12 and 25 are on display here. These correspond to “cheeks raised, “lip

corner pulled”, and “lips parted” from Figures 2.1, 2.2, and 2.3.

In their study, the authors created a database of 230 subjects of college age, with a
mean of 23 years old, and with a gender split of 130 females and 100 males. The
subjects were asked to pose each of the six basic emotions within the study, which are
anger, disgust, fear, happiness, sadness and surprise, as well as a number of
compound emotions, which are a mix between two emotions. Table 2.8 shows the
Action Units observed for each of these posed emotions. This table was also taken

from page 3 of "Compound facial expressions of emotion".

17



Table 2.8: Prototypical AUs observed in each basic and compound emotion category.
Adapted from (Du et al., 2014)

Category Prototypical (and variant) AUs

Happy 12,25, [6 (51%)]

Sad 4,15 [1 (60%), 6 (50%), 11 (26%), 17 (67%)]
Fearful 1,4, 20,25 [2(57%), 5 (63%), 26 (33%)]
Angry 4,7,24[10 (26%), 17 (52%), 23 (29%)]
Surprised 1,2,25,26[5 (66%)]

Disgusted 9,10, 17 [4 (31%), 24 (26%)]

Happily 1,2,12,25 [5 (64%), 26 (67%)]

surprised

Happily 10, 12, 25 [4 (32%), 6 (61%), 9 (59%)]
disgusted

Sadly fearful 1,4, 20,25 [2 (46%), 5 (24%), 6 (34%), 15 (30%)]
Sadly angry 4,15 [6 (26%), 7 (48%), 11 (20%), 17 (50%)]

Sadly surprised 1,4, 25,26 [2 (27%), 6 (31%)]
Sadly disgusted 4, 10 [1 (49%), 6 (61%), 9 (20%), 11 (35%), 15 (54%), 17 (47%),

25 (43%)]
Fearfully angry 4,20, 25 [5 (40%), 7 (39%), 10 (30%), 11 (33%)]
Fearfully 1,2,5,20,25 [4 (47%), 10 (35%), 11 (22%), 26 (51%)]
surprised
Fearfully 1, 4,10, 20, 25 [2 (64%), 5 (50%), 6 (26%), 9 (28%), 15 (33%)]
disgusted
Angrily surprised 4, 25, 26 [5 (35%), 7 (50%), 10 (34%)]
Angrily 4,10,17 [7 (60%), 9 (57%), 24 (36%)]
disgusted
Disgustedly 1,2,5,10 [4 (45%), 9 (37%), 17 (66%), 24 (33%)]
surprised
Appalled 4,10, [6 (25%), 9 (56%), 17 (67%), 24 (36%)]
Hatred 4,10, [7 (57%), 9 (27%), 17 (63%), 24 (37%)]
Awed 1,2,5,25,[4(21%), 20 (62%), 26 (56%)]

Each Action Unit was present in at least 70% of the subjects, except for those in
square brackets, who have their percentages listed. Although this report only
concentrates on the seven basic emotions — anger, disgust, fear, sadness, surprise and
contempt (not present in the table above) — it is clear that we can make an estimation

on emotion once the Action Unit data has been gathered.
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2.2.1 Automated FACS Coding System

In order to create a computer system that can make estimates of emotions, we need a
way to detect and gather data on Action Units from a face and turn this into machine
readable data. Figure 2.2 from the patent titled "Automated Facial Action Coding
System" illustrates how this is done (Bartlett et al., 2014). The image was taken from

page 2 of this patent.
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Figure 2.2: The Automated Facial Action Coding System, which processes Action
Units from images of faces (Bartlett et al., 2014)

First, an image of a person’s face is fed into the system, and computer vision face and
facial feature detections are applied. The image is also transformed to align the face
within an image window. Multiple smaller image windows capture the different
areas that Action Units are present in, such as the eyes, forehead and mouth. These
smaller image windows are run through a series of image filters and transformed into
machine-readable data. Machine learning techniques can then be applied to this
machine readable data in order to extract features and classify the data into Action

Units, which are finally used to make estimations for emotion.

However, this approach is not without error. When comparing the accuracy of the
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automated FACS coding system to the manual process of encoding videos by hand
over 20 Action Units, the automated system had an accuracy of 90.0%. This accuracy
is very high, but it does show that there are cases where the system will not detect the
AU, with a hit rate of 80.1%, and there are cases where it will falsely detect an AU,

with a false positive rate of 8.2%.

This is further illustrated in the 2020 study, "Human emotion recognition by
optimally fusing facial expression and speech feature" (Wang et al., 2020). Here, a
facial expression recognition system and a speech emotion recognition system were
built and used to detect information from three datasets, namely RML, AFEW6.0, and
eNTERFACE’05. The RML dataset contains 720 video samples which contain
emotional expression through face and voice for the emotions of anger, disgust, fear,
happiness, sadness, and surprise. The highest accuracy achieved for facial expression
recognition was 88.96% and for speech emotion recognition it was 85.46%. The
AFEW6.0 data available to the researchers consists of 773 training samples and 383
validation samples of film or television clips. For this, the highest accuracies achieved
were 48.3% and 37.9% for face and speech respectively. Finally, the eNTERFACE
dataset is made up of 1263 video clips of 42 participants from different nationalities,
with a gender spread of 81% male and 19% female. This time, the highest accuracies

were 78.38% and 49.15% respectively.

2.3 Software, Tools, and Databases

This section details the software and tools that were used in the course of this

work.

2.3.1 YouTube

YouTube, at https://www.youtube.com/, was used as the source for the collection of
the videos analysed for this work. It is a worldwide video hosting service owned by

Google and is the second most visited website in the world. There are thousands of
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videos of politicians making speeches hosted on YouTube, posted by a wide array of
news companies, political channels, and politicians themselves. Its huge database of
publicly available videos make it the perfect choice for gathering video data for this

research.

2.3.2 YouTube to MP4

However, YouTube does not provide a service or tool for downloading videos. As
such, an external tool is needed for this. The website YT1s.com, available at

https://ytls.com/, offers such a tool. It converts YouTube videos to MP4 format
and makes them available for download. All it requires is the link of the YouTube

video, and there are no limits to how many videos are converted.

2.3.3 Video Editor

Some of the videos used needed to be cleaned up slightly. This is because video
directors do not always focus on the face of the person making the speech for the
duration of the speech, and sometimes pan away to the crowd or to other people to
give the watcher more context on what they are seeing. For this research, such shots
add noise to the system and would introduce inaccuracies. As such, the built in Video
Editor app in Windows was used to trim off and cut out such cuts or pans in videos
where three minutes of continuous footage of the speaker were not present. The
Video Editor allows for videos to be split at a time, or to be trimmed from the start to
a time, or from the end to a time in the opposite direction. Although it is not a
sophisticated tool, it provides enough functionality to allow for all the needs to be

met.

2.3.4 .NET Core and C#

NET Core is a cross-platform framework designed by Microsoft, with full support
for the programming language C#, also designed by Microsoft. It can be used to

create simple command line programs, or large and complex programs with user
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interfaces, databases and more. It was decided to use this combination for this project
as it interfaces well with Microsoft Azure, which is the host of the emotion detection

software being used for this research.

2.3.5 Visual Studio

Visual Studio is an Integrated Development Environment (IDE) created by Microsoft.
It supports a wide array of different languages and frameworks, including .NET Core
and C#. It was decided to use Visual Studio as the IDE for this project due to the
selection of .NET Core and C# as the development framework and language. Due to
all of them being developed by Microsoft, there is a seamless integrated between

them.

2.3.6 FFmpeg and Xabe.FFmpeg

FFmpeg is a suite of libraries and tools designed for working with video streams and
other multimedia files. One of the requirements for this project was to be able to split
video files up into still images for processing. This is because the chosen emotion
detection software, Microsoft Azure Face, takes images as input. However, there are
not many libraries available for C# that offer this functionality. However, there are a
number of wrapper libraries for the FFmpeg binaries. The one chosen for this project
is called Xabe. FFmpeg and can be found at this url: https://ffmpeg.xabe.net/. It
requires that the binaries for FFmpeg be downloaded onto the device but provides
functionality to do so. Using this, it is possible to extract images from the

videos.

2.3.7 Microsoft Azure Face

Microsoft Azure is the cloud computing service created by Microsoft that allows
users to build, test, deploy and manage applications and services through Microsoft’s
datacentres, and is globally recognised as a leader in this area. One of the services

they provide is called Face, and provides a range of facial detection tools, such as
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facial recognition, age detection and emotion detection, which is the service that this
research is interested in. Azure Face produces a relative confidence for the emotions
anger, contempt, disgust, fear, neutral, happiness, sadness, and surprise, with the

results normalised so that they add up to 1. An example output is given in Figure

2.3.
{
"faceAttributes": {
"emotion": {
"anger": 0.575,
"contempt": O,
"disgust": 0.006,
"fear": 0.008,
"happiness": 0.394,
"neutral": 0.013,
"sadness": O,
"surprise": 0.004
}
+
}

Figure 2.3: An example output from the Microsoft Azure Face API

The Microsoft Azure Face API performs comparably well with other emotion
detection software on the market. One study found that it had a 59% average true
positive rate (TPR), which is the ratio between the number of true positives and the
number of total positives, across the emotions of happy, sad, fear, disgust, anger,
surprise (Bryant and Howard, 2019). The other software tested were Affectiva,
Google Vision API, Amazon Rekognition, Face++, Kairos, Sighthound and
Skybiometry. The highest TPR was 66.84% for the Google Vision API, albeit without
the emotions of fear and disgust, which are the ones the Microsoft Azure Face API
struggled the most with. The highest TPR for all emotions was 62.07% for
Sighthound. The lowest TPR was 43.49% for Kairos. Microsoft Azure Face API had
the fifth highest TPR out of eight, but if we discount the Google Vision API due to the
emotions of fear and disgust not being considered for it, then it was only 3.07%

behind the software with the highest TPR.
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The study also ranked the software by positive predictive value (PPV), which is

defined as

PPV — (TPR % prevalence)

1
(TPR * prevalence) + (1 — specificity) * (1 — prevalence) @)

where prevalence is the ratio of the actual positives to the total number of images,

and specificity is the ratio of the true negatives to the actual negatives.

This time, Microsoft Azure Face API had an average PPV across the emotions of
80.03%. This was the highest PPV, with the next highest where all emotions were
considered was 73.17% for Sighthound. The lowest PPV was 49.64% for

Affectiva.

A second study compared Amazon Rekognition, Baidu Research, Face++, Microsoft
Azure Face API, and Affectiva under various distortions of 838 input images for the
emotions of surprise, fear, disgust, happy, sad, angry, and neutral (Yang et al., 2020).
Without distortion, Microsoft Azure Face API had an overall accuracy of 84.7%,
putting it in third place. The highest accuracy was Baidu Research with 95.8%, and

the lowest was Affectiva with 67%.

Just looking at Microsoft Azure Face API for the distorted images, when the images
were rotated, Microsoft Azure Face API’s performance suffered a slight drop up to a
rotation of £30°, with a maximum reduction of 5.2%, however it dropped to almost

zero at a rotation of +£45°.

For partial faces, it actually increased slightly in accuracy when the left or right
quarter of the face was removed, jumping to 89.6% and 87% respectively, but fell to
zero or almost zero when the left or right half was removed. It performed well when
the upper quarter was removed, with an accuracy of 82.1%, but this fell to 50.5% for

the lower quarter, and to zero for both the upper and lower half being removed.

For brightness manipulation, the accuracy stayed within 4% for an increase of 25%

and a decrease of 25% or 50%. However, this fell to 71.1% when the brightness was
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increased by 50%, 9.7% when the brightness was decreased by 75%, and 0.5% when

the brightness was increased by 75%.

For blur, the accuracy stayed within +5% for one and three standard deviations of
Gaussian blur but fell to 41.8% for ten standard deviations. Finally, the accuracy
stayed within £4% for ten and forty standard deviations of noise and fell to 74.2% for

seventy standard deviations.

The importance of this study is that it shows that the Microsoft Azure Face API has its
limitations. With high levels of distortion, it tends to perform very poorly at detecting
emotions. As such, it was important to make sure that the data collected for this

research was of a high enough quality that the API could function accurately.

Finally, a third study compared the Microsoft Azure Face API and the Google Vision
API for pictures where the profile of the subject was straight, fully left, fully right,
half-left or half-right (Khanal et al., 2018). The dataset was 980 images of each profile
for the emotions anger, fear, disgust, happiness, neutral, sadness, and surprise. It was
found that, while the Microsoft Azure Face API did not detect anything for the fully
left or fully right profiles, its overall true positive rate was on average 60%, while the

highest true positive rate for the Google Vision API for an emotion was 45.25%.

From these studies, it can be seen that the Microsoft Azure Face API is competitive
among the best emotion detection tools commercially available. Given the already
large usage of Microsoft Azure globally, the coming years should see more and more
tools and services that use the Face API to add emotion detection, which adds
importance to making sure that any bias present in the tool is removed, and that any
differences between how it detects emotions between men and women are

known.

2.3.8 Microsoft Excel

Microsoft Excel is a spreadsheet software developed by Microsoft. Its features

include formulae calculation, graphing tools, and data tabulation. A method of
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graphing and transforming data easily was required for this research. The data
outputted by the Microsoft Azure Face API needed to be transformed and processed

in order to obtain results, and Excel is the natural choice for this.

26



In this chapter I have discussed papers and research on gender differences in
psychology. They report that there is a difference between how men and women
express and perceive emotions. I have examined the Facial Action Coding System
which encodes facial movements as Action Units. This allows for computer systems
to measure facial movement and process in into machine readable data. It has then
been shown that is it possible to correlate combinations of these facial movements

with emotions.

I have learned that it is possible to create a software which takes an image of a
person’s face and makes an estimation of emotion. There are many of these tools
available to the public, with Microsoft Azure Face API being one of them. I have
shown through the examination of studies which measure these tools that this
software performs comparatively well versus the other tools available on the market
and has an overall accuracy of 84.7% across all emotions when the images are not

distorted.

From the examination of these papers and researches, I am assured that it is possible
to create a pipeline which uses the Microsoft Azure Face API to make estimations of
emotion, and to then use this data to examine if the reported gender differences in the
expression and perception of emotion in psychology are present in emotional

intelligence tools.
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3 Design and Methodology

This chapter discusses the design and methodology that were used for this research.
The first section gives an overview of the whole pipeline. It looks at how it was
constructed, how it is all connected together, and what tools were used. The second
section looks at the input data that was used. It examines how the data was selected,
how it was gathered, and what data cleaning techniques were applied. The third
section deals with the processing pipeline. It gives a more in depth look at how the
pipeline was built, how it is run and what the results are. It also examines any issues
that were encountered over the course of the research with regards to the pipeline.
The final section discusses the post processing techniques that were used to create the

results needed for the evaluation and analysis.

3.1 Pipeline/Architecture Overview

Figure 3.1 describes the architecture of the data processing pipeline that was built for

this research.
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Figure 3.1: The architecture of the data processing pipeline

Videos are selected from YouTube and the links gathered. These links are then pasted

into YT1s” YouTube to MP4 tool, which generates and MP4 file from the YouTube

video for downloading. These files are then saved onto the local disk.

The videos are then passed into the Command Line Program, which converts the

videos into CSV files containing the emotion data. The Command Line Program is
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written in .NET C#. Using the Xabe.FFmpeg library, a snapshot is extracted from the
video every frame. These snapshots are then sent up to the Microsoft Azure Face API
one by one. An endpoint for the API has been set up in Microsoft Azure for this
purpose. When the API has finished processing the snapshot, the emotion
estimations are sent back to the Command Line Program as a JSON. Here, the JSONs
are aggregated in memory until all snapshots have finished processing. At this point,

they are converted into a CSV file and saved to the local disk.

Once this has completed, the data can be opened and viewed in Excel. What has been
produced at this point is an emotion estimation for each frame of a video. For a
three-minute video, this results in roughly 5400 data points for each emotion - anger,
contempt, disgust, fear, happiness, neutral, sadness and surprise. Fuzzy classification
is then applied to this data to remove error and to favour strong belonging to the
emotion over weak belonging. The values are then averaged over 20 frames to get the

final data.

3.2 Input Data

This section examines the input data that was used for this research.

3.2.1 Criteria

There is an incredible amount of video data available online and on YouTube. Media
companies, political groups, and private individuals are continually uploading
videos on a wide range of topics and interests. As such, it was necessary to establish a
set of criteria that would dictate what videos would be selected for examination. In
cases where it was possible, videos could be edited to make them fulfil the

criteria.
* Speeches

When someone makes a speech on a topic, it is common for video footage of the
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speech to concentrate on the speaker for a lengthy duration, if not for the whole
duration of the speech, and to only move away during a pause. This makes
speeches the ideal type of video to be analysed, as it is necessary for the subject

to be in frame at all times.
e Politicians

The datasets used to create the data and technology that power this research are
made up of people posing emotions (Du et al., 2014, Cohn et al., 2007).
Essentially, the emotions being displayed are not spontaneous, and the
participants are acting. Politicians are in effect semi-trained actors. They
develop techniques to appear a certain way in order to leave a certain
impression with people, or to push a message in a certain way. General
members of the public are not trained in such a way, and professional actors
have too tight a control of their emotions. Politicians should best represent the
data that was used to train these systems, without asking people to pose

emotions.
e United States of America

It was decided to concentrate on politicians from the United State of America
for the data gathered. Although emotions should be consistent across cultures
(Hall et al., 2000), there are situations in which there are differences (Ekman and
Keltner, 1997), and as such it was decided that in order to reduce the chance of

the results suffering from bias or inaccuracies to concentrate on one country.
o Age

A range of age groups were examined in this research. In order to avoid any
differences in age from affecting the results, a similar spread of ages needed
examined for the two genders. As such, an important criteria is to select videos

in such a way that there is a balance in age groups.

e Events
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The speeches were chosen to be about or surrounding significant events in the
United States of America over recent years. The timeline chosen was to increase
the quality of the videos being analysed. The more modern the technology used
to capture the speech is, the higher quality it should be. The decision to focus on
significant events was to increase the intensity of emotion that the politicians
would be feeling, and thus increase the chance for emotional leakage (Ekman

and Friesen, 1969).
Solo Speaker

The speaker must be the only person in frame for the duration of the video.
This is to avoid a scenario where two sets of emotions are being detected, and

the results get polluted.
Good Quality

As seen in Chapter 2, the Microsoft Azure Face API does not perform well with
extreme distortion or low-quality images (Yang et al., 2020). By carefully
selecting videos such that they are of good quality, the software should not

suffer from large reductions in accuracy.
Three minutes in length

Processing one emotion estimation per frame is a long process. A three-minute
video at 30 frames per second (FPS) is 5400 frames long. Processing this takes
roughly four and a half hours. In order to analyse a good body of videos, and to
allow for time to re-analyse in case of changes to or errors in the process, it was
decided to limit the video length to three minutes. Ideally, all videos would be
this length but it acceptable for some videos to be slightly shorter if that is the

extent of the viable footage.
No obscuring of the face

In tandem with the requirement for good quality video footage, the Microsoft

Azure Face API also does not perform well when large portions of the face are
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obscured (Yang et al., 2020). As such, protracted obscuring of the face by
wearing a face mask or turning away from the camera would invalidate a
video. Brief moments of hands moving over the face are acceptable, as this is a

natural action while making a speech.

3.2.2 Videos Used

As such, Tables 3.1, 3.2, 3.3, 3.4 list the videos selected for this research.

Table 3.1: First set of videos used. Topic is the 2021 White House Protest. All videos
are 3 minutes long, except for those which have an asterisk (*). All speakers were alone
in the shot during the video. All videos were unedited, except for those with a dagger
(1). All speeches are posed speeches. Age is at time of speech.

Speaker  Office at Time of Time Gender Age Speech Type of

Speech In Date Speech
Office
Joe Biden Former U.S. Vice Pres- 2009- M 78 Jan-21  Briefing
ident / U.S. President 2017
Elect
Tulsi Former U.S. Represen- 2013- F 40 Jan-21 Interview
Gabbardt tative for Hawaii 2021
Kamala U.S. Senator / U.S. 2017- F 56 Jan-21  Briefing
Harris Vice President Elect 2021
Joe U.S. Representative for 2019- M 36  Feb-21 Senate
Negusett Colorado Trial
Speech
Alexandria U.S. Representative for 2019- F 31 Jan-21 Online
Ocasio- New York Livestream
Cortez
Donald U.S. President 2017- M 74 Jan-21  Briefing
Trump* 2021
Donald U.S. President 2017- M 74 Jan-21 Rally
Trump** 2021

*-00:02.28 in length

**-00:02:58 in length

1 - Edited to remove interviewer

tt - Edited to remove graphics
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Table 3.2: Second set of videos used. Topic is the 2020 Black Lives Matter Protests. All
videos are 3 minutes long, except for those which have an asterisk (*). All speakers
were alone in the shot during the video. All videos were unedited, except for those
with a dagger (1). All speeches are posed speeches. Age is at time of speech.

Speaker  Office at Time of Time Gender Age Speech Type of
Speech In Date Speech
Office
Joe Biden Former U.S. Vice Pres- 2009- 77 Jun-20 Briefing
ident / U.S. Presiden- 2017
tial Candidate
Kamala U.S. Senator 2017- 55 Jun-20  Briefing
Harris 2021
Josh U.S. Senator 2019- 40 Jun-20 Senate
Hawley Speech
Barack Former U.S. President  2009- 58 Jun-20  Online
Obama 2017 Record-
ing
Alexandria U.S. Representative for 2019- 31  Jun-20 Online
Ocasio- New York Livestream
Cortez
Nancy Speaker of the U.S. 2019- 80  Jun-20 Briefing
Pelosi House of Representa-
tives
Mike U.S. Vice President 2017- 61  Aug-  Convention
Pence*** 2021 20
Donald U.S. President 2017- 73 Jun-20  Briefing
Trump 2021

e ***_-00:02.48 in length

e 1 - Edited to remove shots of the crowd
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Table 3.3: Third set of videos used. Topic is the 2019 Donald Trump Impeachment
Trial. All videos are 3 minutes long, except for those which have an asterisk (*). All
speakers were alone in the shot during the video. All videos were unedited, except for
those with a dagger (1). All speeches are posed speeches. Age is at time of speech.

Speaker  Office at Time of Time Gender Age Speech Type of
Speech In Date Speech
Office
Joe Biden Former U.S. Vice Pres- 2009- M 76 Oct-19 Briefing
ident / U.S. Presiden- 2017
tial Candidate
Kamala U.S. Senator 2017- F 54  Feb-20 Speech in
Harris 2021 House
Nancy Speaker of the US. 2019- F 79  Sep-19 Briefing
Pelosi House of Representa-
tives
Donald U.S. President 2017- M 73 Feb-20 Briefing
Trump 2021
Elizabeth  U.S. Senator 2013- F 69  May-  Senate
Warren 19 Speech

Table 3.4: Fourth set of videos used.

Topic is the 2016 United States Election. All
videos are 3 minutes long, except for those which have an asterisk (*). All speakers
were alone in the shot during the video. All videos were unedited, except for those
with a dagger (1). All speeches are posed speeches. Age is at time of speech.

Speaker  Office at Time of Time Gender Age Speech Type of
Speech In Date  Speech
Office
Hillary Former U.S. Secretary 2009- F 68  Jul-16 Convention
Clintont  of State / U.S. Presi- 2013
dential Candidate
Nancy U.S. House Minority 2011- F 76 Jul-16  Convention
Pelosit Leader 2019
Mike Governor of Indiana / 2013- M 57 Jul-16  Convention
Pencet U.S. Vice-Presidential 2017
Candidate
Donald U.S. Presidential Can- 2016 M 70 Jun-16  Rally
Trumpt didate

e 1 - Edited to remove shots of the crowd
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In total, this is 1:11:14 of footage across 24 videos. There is a roughly equal gender

split. There are thirteen videos of men, which make up 38:14 of footage, and eleven

videos of women, which make up 33:00 of footage.

3.2.3 Gathering the Videos

The videos were gathered from YouTube, the details of which are described in the

Tables 3.5, 3.6, 3.7, 3.8:

Table 3.5: Where the videos from the 2021 White House Protest were obtained from.

Speaker  Video Title Channel Name Link
Joe Biden Former U.S. Vice President Washington https://youtu.be/
/ Joe Biden responds to pro- Post _XwrKxTIhN7Q
Trump mob storming the
Capitol
Tulsi Trump Supporters Storming The Rubin Re- https://youtu.be/
Gabbard  the Capitol Reaction (Pt. 1) port Z8mb66RssXA
| Tulsi Gabbard | POLI-
TICS | Rubin Report
Kamala ‘No place in our democ- ABC News https://youtu.be/
Harris racy: Kamala Harris on cdhCPpOrw48
Capitol violence
Joe WATCH: Rep. Neguse PBSNewsHour https://youtu.be/
Neguse argues Trump’s ’big lie’ XI_XWf5Rf_8
stoked violence for months
ahead of Capitol attack
Alexandria What Happened at the Alexandria https://youtu.be/
Ocasio- Capitol Instagram Live | Ocasio-Cortez ~ fWNWoNaImQA
Cortez Alexandria Ocasio-Cortez
Donald President Donald Trump re- CNBC Televi- https://youtu.be/
Trump leases video in response to sion EN1L-Uru-cM
the Capitol riot
Donald "We will never concede": CBS News https://youtu.be/
Trump Trump rallies supporters JTjGuavtsVU

with false claims he won
reelection
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https://youtu.be/cdhCPpOrw48
https://youtu.be/cdhCPpOrw48
https://youtu.be/XI_XWf5Rf_8
https://youtu.be/XI_XWf5Rf_8
https://youtu.be/fWNWoNaImQA
https://youtu.be/fWNWoNaImQA
https://youtu.be/ENlL-Uru-cM
https://youtu.be/ENlL-Uru-cM
https://youtu.be/JTjGuavtsVU
https://youtu.be/JTjGuavtsVU

Table 3.6: Where the videos from the 2020 Black Lives Matter Protests were obtained

from.
Speaker  Video Title Channel Name Link
Joe Biden Live: Joe Biden speaks on CGTN https://youtu.be/
George Floyd protests 4eNwR_sdsHO
Kamala Senator Kamala Harris Con- NowThis News https://youtu.be/
Harris demns Trump’s Response to -viWdBhkCvO
Black Lives Matter Protests
| NowThis
Josh Senator Hawley Blasts Al- Senator Josh https://youtu.be/
Hawley liance of Democrats and Hawley cVLppiCbjJ8
Woke Mob for Trying to Di-
vide Americans
Barack President Obama Speaks NowThis News https://youtu.be/
Obama Out on George Floyd eU-018ZLA4M
Protests, Black Lives Matter
| NowThis
Alexandria Alexandria Ocasio-Cortez NowThis News https://youtu.be/
Ocasio- Speaks Out on Police 5-aa7rv1iCbA
Cortez Militarization | NowThis
Nancy Speaker Pelosi speaks on The Hill https://youtu.be/
Pelosi death of George Floyd, na- wfLWCOWwKqY
tionwide protests, riots
Mike Mike Pence: Rioting and CNN https://youtu.be/
Pence looting is not peaceful -ul1TH9k30Xw
protest
Donald Donald Trump is speaking SBS News https://youtu.be/
Trump live about the Black Lives q0DS6rnY2eM

Matter protests
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https://youtu.be/4eNwR_sdsH0
https://youtu.be/4eNwR_sdsH0
https://youtu.be/-viWdBhkCv0
https://youtu.be/-viWdBhkCv0
https://youtu.be/cVLppiCbjJ8
https://youtu.be/cVLppiCbjJ8
https://youtu.be/eU-oi8ZLA4M
https://youtu.be/eU-oi8ZLA4M
https://youtu.be/5-aa7rv1CbA
https://youtu.be/5-aa7rv1CbA
https://youtu.be/wfLWC0WwKqY
https://youtu.be/wfLWC0WwKqY
https://youtu.be/-u1TH9k30Xw
https://youtu.be/-u1TH9k30Xw
https://youtu.be/qODS6rnY2eM
https://youtu.be/qODS6rnY2eM

Table 3.7: Where the videos from the 2019 Donald Trump Impeachment Trial were
obtained from.

Speaker  Video Title Channel Name Link
Joe Biden Joe Biden calls for Trump’s CNN https://youtu.be/
impeachment for the first PaHaltdjvLw
time
Kamala WATCH: Sen. Harris’ full PBS NewsHour https://youtu.be/
Harris statement on Trump’s im- OU-yBNXYSOM
peachment trial | Trump’s
tirst impeachment trial
Nancy U.S. Speaker Nancy Pelosi Global News https://youtu.be/
Pelosi announces formal impeach- Brxmw3gNEAQ
ment inquiry of Donald
Trump | FULL
Donald Donald Trump talks about Guardian News https://youtu.be/
Trump impeachment acquittal in zLS1UKKAFJO
the Senate — watch live
Elizabeth WATCH: Elizabeth Warren PBS NewsHour https://youtu.be/
Warren calls on Congress to im- PbOqvpYaK08

peach Trump

Table 3.8: Where the videos from the 2016 U.S. Presidential Election were obtained

from.

Speaker  Video Title Channel Name Link

Hillary Hillary Clinton Full Speech ABC News https://youtu.be/

Clinton at the Democratic National C6GnHBEBWYE
Convention

Nancy Nancy Pelosi Full Speech at ABC News https://youtu.be/

Pelosi the Democratic Convention LMT_xn-neEg

Mike Watch  Vice Presidential PBS NewsHour https://youtu.be/

Pence nominee Mike Pence’s full Q733Uzs0231I
speech at the 2016 Republi-
can National Convention

Donald Donald Trump Delivers The New York https://youtu.be/

Trump Speech on Election | The Times gTzdE4elAbc

New York Times

Each of the video links were entered into YT1s” YouTube to MP4 converter. This

created a downloadable MP4 file that was saved onto the local disk. The total size of

these files is 2.88GB.
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https://youtu.be/PaHa1tdjvLw
https://youtu.be/PaHa1tdjvLw
https://youtu.be/0U-yBNXYSOM
https://youtu.be/0U-yBNXYSOM
https://youtu.be/Brxmw3qNEAQ
https://youtu.be/Brxmw3qNEAQ
https://youtu.be/zLS1UKKAFJ0
https://youtu.be/zLS1UKKAFJ0
https://youtu.be/Pb0qvpYaK08
https://youtu.be/Pb0qvpYaK08
https://youtu.be/C6GnHBEBWYE
https://youtu.be/C6GnHBEBWYE
https://youtu.be/LMT_xn-neEg
https://youtu.be/LMT_xn-neEg
https://youtu.be/Q733Uzs023I
https://youtu.be/Q733Uzs023I
https://youtu.be/gTzdE4elA5c
https://youtu.be/gTzdE4elA5c

3.2.4 Data Cleaning

Almost all of the above videos satisfied the criteria laid out earlier in the chapter.
However, there were a number of videos that had various cuts away from the
speaker to show graphics, the crowd, or an interviewer. As such, these videos were
edited using the Windows Video Editor tool as discussed in Chapter 2 to remove

these interruptions.

3.3 Processing Pipeline

This section details the data processing pipeline that was built. An overview of the

pipeline can be seen in Figure 3.1.

3.3.1 Building the Pipeline

The pipeline was built as a Command Line Program in .NET C#. Figure 3.2

represents the pipeline as a class diagram:
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FaceAttributeModel EmotionModel

FFmpegSettings + BlurLevel: BlurLevel + TimeStamp: string
InputArgs + INSTALL _LOCATION: string + BlueValue: double + Anger double
* Input. Filelnfo + SNAPSHOT_SAVE_LOCATION: string + Pitch double + Contempt: double

+ Qutput: Filelnfo?

+ Roll: double + Disgust: double
+ Start: string? ; B
FaceApiSettings + Yaw: double + Fear: double
+ End: stning?
. + ENDPOINT_0: string + NoiseLevel: NoiseLevel + Happiness: double
+ Freguency: int?
+ KEY_Q: string + NoiseValue: double + Neutral: double
+ NoUpdate: bool
) + ENDPOINT_1: string + EyeOccluded: bool + Sadness: double
+ SnapshotName: string?
+ KEY_1: string + ForeheadOccluded: bool + Surprise: double

+ Variant: int?

+ MouthOccluded: bool

+ Smile: double?

Program

- Main(args: string[]): Task<int=

- HandleArgs(args: InputArgs, console: IConsole): Task<int>

VideoProcessor

FaceProcessor

- _client: IFaceClient

- _videcFile: string + FaceProcessor(variant: inf)

- _ffmpegPath: string + GetFaceAttributes(pathTolmage: string): Task<(Emotion, bool)>

- _framelength: TimeSpan

- _videoLength: TimeSpan

+ VideoProcessor(ffmpegPath: string, videoFile: string)

+ GetlLatestFFmpegVersion(): Task ConsoleProgress

+ GetFramelength(): Task<(TimeSpan, bool)= - _action: Action<T>
+ GetVideoLength(): Task<(TimeSpan, bool)=

+ TakeSnapshot(time: TimeSpan, snapshotSavelLocation: string): Task<bool=
- SetVideolnfo(): Task<bool>

+ ConsoleProgress(action: Action<T=)

+ Report(value: T)

Figure 3.2: Class diagram of the data processing pipeline

As mentioned in Chapter 2, Visual Studio was used as the IDE for writing the
pipeline. The program is based around the Program class, which is the main entry
point to the pipeline. With the help of the InputArgs class and the
System.CommandLine NuGet package the input arguments are read in and

stored.

Next, the VideoProcessor and FaceProcessor classes are created. The VideoProcessor
class works out the frame length and video length, which is used to determine at
which millisecond to extract a snapshot. The FaceProcessor class establishes
connection to the Microsoft Azure Face API. This pipeline only processes one video at
a time, so the VideoProcessor corresponds to one video. Next, the FFmpeg binaries
are installed, unless the noUpdate flag has been passed in. As mentioned in Chapter

2, these are required in order to extract snapshots from the videos. If they are being
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installed, the ConsoleProgress class prints out the progress of the download. This
class implements the already existing IProgress interface which comes with the
System library, as the existing implementation does not work well in console
applications. The progress is not returned in order, so a progress report of 70% can

come before a report of 10%.

The program then extracts the snapshots from the video and sends them up
individually to the Microsoft Azure Face API. Once the response has been received, it
is parsed into a FaceAttributeModel, which is saved in a List with the rest of the
responses. When all the snapshots have been processed, it is saved to the disk as a

csv file with the name specified in the input parameters.

3.3.2 Running the Pipeline

Figure 3.3 gives the usage output of the pipeline:

Usage:
EmotionalIntelligenceProject [options] <input>

Arguments:
<input> Input video file.

Options:

-0, ——output <output> Output file. Must be a csv

-5, —--start <start> Start time. Takes the format 'HH:MM:SS.ss'. Defaults to ©0:00:00.00.

-e, ——end <end> End time. Takes the format 'HH:MM:SS.ss'. Defaults to end of video. Values
larger than video duration will default to end of video.

—f, —-—frequency <frequency> Frequency to process frames. 1 is every frame. 2 is every second frame.
Defaults to 1.

-n, —-noUpdate Set this flag to not download updates to FFmpeg.

-p, —-snapshotName <snapshotName> Snapshot name.

-v, —--variant <variant> Azure Face api variant to use.

--version Show version information

-7, -h, ——help Show help and usage information

Figure 3.3: Usage output for the pipeline

Finally, Figure 3.4 gives an example of the parameters that can be passed to the
pipeline:

>> dotnet run EmotionalIntelligenceProject

1 ./output.csv 1

Figure 3.4: An example of the parameters that can be passed to the pipeline

e input: This is the input video. In this example, it is the Biden video from the

2020 Black Lives Matter Protest.

¢ output: This is the output file that the results will be saved to. It must be a .csv

file. In this example, it is simply called output.csv.
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e start: This is the start time for processing data. In this example, this means to

start processing data one minute into the video

¢ end: This is the end time for processing data. In this example, the pipeline will
finish processing data once it has reached the four-minute mark, giving three

minutes of data

* frequency: This is how frequently to process a frame. In this example, it would
process every frame of the video, but if two was passed in it would be every

second frame.

¢ noUpdate: This tells the program not to download the latest FFmpeg binaries.
The FFmpeg binaries are necessary to run the pipeline, so this must be
performed at least once, but doing so for every run of the pipeline would be

inefficient. The flag is set in this example as the binaries are already present.

* snapshotName: This is the name to be given to the snapshot. As snapshots
must temporarily be saved to the disk as they are processed, this would allow
for multiple videos to be processed at once if separate names were given. In this

example this option is not used.

* variant: Two Microsoft Azure Face APIs were set up to make use of credits. This
option allows for a choice to be made between them. In this example, the

second variant is being used (indexing starting at zero).

The Figures 3.5, 3.6, 3.7 show the outputs on the console for various points along the

running of the pipeline:

Processing 4500 snapshots...

Progress: 8%

Figure 3.5: The console output for downloading the FFmpeg binaries
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Processing 5488 snapshots...

Progress: 71%

Figure 3.6: The console output for the progress of processing the snapshots
e Processing 5460 snapshots... ~rrrrmmmme

Progress: 166%

Figure 3.7: The console output for a finished run of the pipeline

3.3.3 Issues

There were a few issues encountered during the building and running of the pipeline.
As mentioned in Chapter 2, it can take around four and a half hours to run the
pipeline for one video with a length of three minutes. This put constraints on the
number of videos that can be processed and the length of those videos, as it takes a
few days to process the full dataset, with everything running perfectly. As well as
this, changes and iterations of the pipeline require the re-analysing of the videos, so

allowances needed to be made for this.

Intermittent flakiness caused a few issues. There were some runs of the pipeline that
failed due to random, non-reproducible errors which cost a few hours of time. There
was also a particular issue where the whole of Microsoft Azure was experiencing

DNS outages which caused a few more pipeline runs to fail. This further emphasises

the need to have enough time for the analysing of data.

Finally, extracting frames from videos was an issue that had to be overcome. This
does not seem to be a common use case in .NET and there are very few resources or
packages which provide a solution. However, the Xabe.FFmpeg library which acts as
a wrapper for the FFmpeg binaries eventually provided a solution, even though the

requirement to download the binaries is not ideal as it means the solution is not
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self-contained.

3.3.4 Output Data

An example of some output data is given below in Table 3.9:
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Table 3.9: Sample output data from the pipeline. 40 rows in total out of 4729 from the
Donald Trump Briefing video on the 2021 White House Protest

Timestamp Anger Contempt Disgust Fear Happiness Neutral Sadness Surprise

00:41.3 0.021 0.018 0.002 0 0 0.946 0.012  0.001
00:41.4 0.013  0.045 0002 0 0 0.926 0.012  0.001
00:41.4 0.016  0.065 0.007  0.002 0.001 0.883 0.012  0.013
00:41.4 0.013 0.013 0.006  0.003 0 0.924 0.03 0.011
00:41.5 0.028 0.029 0.015  0.004 0.001 0.873 0.037  0.014
00:41.5 0.024 0.016 0.007  0.002 0 0.916 0.021  0.014
00:41.5 0.027  0.008 0.006  0.002 0 0.928 0.017  0.011
00:41.6 0.017  0.009 0.005 0.0020 0.942 0.015 0.01

00:41.6 0.027 0.01 0.007  0.002 0 0.928 0.016  0.009
00:41.6 0.024 0.022 0.007  0.001 0 0.927 0.012  0.007
00:41.7 0.053 0.011 0.006  0.0010 0.914 0.008  0.007
00:41.7 0.143 0.05 0021 O 0.001 0.772 0.006  0.006

00:41.7 0.595 0.003 0.052
00:41.8 0.43 0.019 0.03

00:41.8 0.483 0.026 0.029
00:41.8 0.645 0.001 0.016
00:41.9 0.693 0.005 0.017
00:41.9 0.603  0.007 0.027
00:41.9 0.677  0.008 0.03

00:42.0 0.685 0.002 0.015
00:42.0 0.746  0.002 0.017
00:42.0 0.78 0.002 0.022
00:42.1 0.845 0.003 0.029

0.001 0.323 0.003  0.021
0.001 0.497 0.001  0.021
0.002 0.45 0.002  0.008
0.001 0.289 0.001  0.047
0 0.283 0.001  0.001
0 0.361 0.001  0.001
0 0.282 0.001  0.001
0 0.295 0.001  0.001
0.001 0.221 0.003  0.01

0 0.189 0.002  0.005
0.119 0.002  0.004

0

0

0

0

0

0

0

0

0

0

0 0
00:42.1 0.873  0.001 0024 O 0 0.095 0 0.006
00:42.1 0.853  0.001 0013 0 0 0.126 0 0.008
00:42.2 0.807 0.001 0.008 0 0 0.138 0 0.045
00:42.2 0.849  0.002 0011 0 0 0.091 0 0.046
00:42.3 0.75 0.005 0015 0 0.001 0.112 0 0.116
00:42.3 0.817  0.003 0015 0 0.001 0.11 0 0.053
00:42.3 0.716  0.007 0018 0 0.001 0.169 0.001  0.088
00:42.3 0.64 0.006 0011 0 0.001 0.186 0 0.155
00:42.4 0.714 0.065 0.043  0.001 0.003 0.139 0.001  0.034
0:42.4 0.186 0.149 0011 O 0.002 0.646 0.002  0.003
00:42.5 0.225 0.085 0.009 0 0.001 0.674 0.002  0.004
00:42.5 0.201 0.206 0017 0 0.004 0.564 0.004  0.003
00:42.5 0.003 0.365 0001 O 0.003 0.625 0002 0
00:42.5 0.013 0.165 0.002 0 0.001 0.746 0072 0
00:42.6 0.015 0.192 0.002 0 0.001 0.711 0078 0
00:42.6 0.016 0.152 0.003 0 0.001 0.727 0.1 0
00:42.7 0.006 0.074 0.004  0.001 0.001 0.81 0.103  0.001

At each timestamp there is an emotion estimation for each of the eight emotions, with
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the values normalised such that they add up to one. For example, looking at the first

Trow:

0.021 +0.018 +-0.002 + 0 + 0 + 0.946 + 0.012 + 0.001 =1 (1)

Looking at this same row, Microsoft Azure Face API is saying it is 2.1% confident the
emotion being displayed by Donald Trump is anger, 1.8% confident it is contempt,
0.2% confident of disgust, 0% confident for both fear and happiness, 94.6% confident

of it being neutral, 1.2% confident of sadness, and 0.1% confident of surprise.

With a frame-rate of 30FPS, there are 30 emotion estimates being made every second
for the video, and as such this 40 row sample deals with just over a second of

footage.

3.4 Post Processing

This section deals with the post processing methods that were used to transform that

data so that evaluations and conclusions could be made.

3.4.1 Importing into Excel

The first step of the post processing process was to import the CSV data into Excel.
As discussed in Chapter 2, Excel provides all the tools and functionality that is
needed to tabulate the data, apply functions over it, and then represent it in graphical

format.

3.4.2 Post Processing Methods

There are inherent errors in the computing of emotion estimates. First it is important
to acknowledge that we are working with a proxy for emotion. As discussed
previously, emotion detection software makes use of an evidence based approach

whereby Action Units are linked with emotions through studies and machine
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learning algorithms, such as the approach used in "Automated facial action coding
system", find connections and correlations between these Action Units and emotions
(Bartlett et al., 2014). As such, emotions themselves are not measured. What is
instead measured is the distance, speed, acceleration and position of muscles and

muscle movements on the face.

Secondly, studies like "Gender differences in judgments of multiple emotions from
facial expressions”, "Compound facial expressions of emotion", and "Universal facial
expressions of emotion" discussed in Chapter 2 have shown that there is a
subjectivity to emotion (Du et al., 2014, Hall and Matsumoto, 2004, Ekman and
Keltner, 1997). There is a subjectivity to how emotions are perceived and displayed
between males and females and there is a situational subjectivity to how cultures
display emotion (Hall and Matsumoto, 2004, Ekman and Keltner, 1997). There are
also differences in how emotions present themselves as Action Units, with many
Action Units appearing less than 50% of the time for an emotion (Du et al., 2014).

Table 2.8 illustrates this.

Additionally, machine learning algorithms by nature improve their accuracy by
reducing error. They are fed positive and negative examples and learn the most
accurate way the predict an answer. But minimising error does not mean eliminating
error, and even with 95% or 99% accuracy, there is still a level of error in the

results.

Finally, we can look at the data sets used to build and train these computer systems.
One good example to look at is the extended Cohn-Kanade dataset (Lucey et al.,
2010). This is a set of 210 adults between the ages of 18 and 50 performing a series of
23 facial expressions. The makeup of the participants is 69% female, 31% male, 81%
Euro-American, 13% Afro-American and 6% other groups. First, we can see that this
dataset does not have equal membership for all groups. As such, it can be expected
that the resultant models and systems will be better at estimating emotions for female

Euro-Americans between the ages of 18 and 50 than male Hispanics above the age of

47



50. Secondly, the dataset relies on participants both performing honestly and
accurately. The procedure they were asked to follow was to start with a neutral face,
display the required facial expression, then resume a neutral face. There is always the
possibility of a participant performing a similar but incorrect facial expression which
will introduce error into the dataset. Finally, there could be timing issues which two
factors contribute to. Not everyone’s reaction speed is the same, and there will be
some discrepancies between how quickly the participants are told to initiate a facial
change and when they complete it. There is also the time taken to fully assume a
facial expression to keep in mind. Time differences in how long it takes participants

to assume the facial expression once they begin can also add to the error.

When all these sources of error - differences in culture, gender, and age, algorithmic
error, and errors within datasets - this can have a significant effect on how accurate
the emotion estimates are. Are such, it makes sense to use a fuzzy membership
function to account for these errors. In this case, a linear membership function was
chosen. All values above a threshold will have full membership, and all those below
another threshold will have no membership. Between these two points, the values
will have a membership equal to the value along the straight line between the

thresholds. Figure 3.8 illustrates this:
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K(x)

1.2

1 High partial

membership (p(x)
0.8 =0.92) Full membership
(ufx)=1)
0.6
0.4 No membership
(w(x)=0)

0o Low partial

' membership (p(x)

=0.172)
0

Figure 3.8: The linear membership function

The lower threshold was selected to be 0.5, and the upper threshold was selected to
be 0.75. 0.5 was chosen as any value below this means there is a greater chance that
the emotion is not present than it is. 0.75 was chosen for the upper threshold based
on the research done in "Benchmarking commercial emotion detection systems using
realistic distortions of facial image datasets" which was discussed in Chapter 2 (Yang
et al., 2020). This reports that the Microsoft Azure Face API has an accuracy of 84.7%
overall when the input images are not distorted. When the images are distorted, this
number falls. As such, 0.75 makes sense as it allows for the inaccuracies in detection,
especially given that the input images are taken from real world footage which will
have distortions. In order to calculate the values in between these two thresholds, the
equation for a line was used:

y=mx+c (2)

This then yields two equations when the thresholds are substituted in:

1=075m+c 3)

0=05m+c (4)
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These can then be used to calculate a value of 4 for m, and a value of -2 for c.
Therefore, the final equation for the straight-line section of the membership function
is:

y =4x—2 (5)

and the overall membership function is:

U(x) =x<=05:0,x>=075:1,4x -2 (6)

This ultimately yields a large quantity of data points where the membership function
is zero. There can only be one emotion at a time that meets the requirement to be
greater than 0.5, as the confidence values are normalised such that they add up to
one. If anger has a confidence value of 0.51, the highest any other emotion can be is
0.49. In order to reduce the amount of zero values in the data, a weighted average is

applied over twenty frame periods. The formula for this is a follows:

Y pt(emotion)
Y [#(emotion) x emotion]

)

Emotion Average =

3.4.3 Output Data

The following Table 3.10 gives an example of the data after these post processing
formulae have been applied. It uses the same data as used in Table 3.9, but focuses on

the anger emotion:
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Table 3.10: Sample output data from the pipeline. 40 rows in total out of 4729 from the
Donald Trump Briefing video on the 2021 White House Protest

Timestamp Anger p(anger) p(anger)* ) pu(anger) Y [p(anger) * Anger Average

anger anger)]
00:41.3 0021 0 0 3.592 2.369848 0.659757238
00:41.4 0013 O 0 - - -
00:41.4 0016 0 0 - - -
00:41.4 0013 0 0 - - -
00:41.5 0.028 0 0 - - -
00:41.5 0024 O 0 - - -
00:41.5 0.027 0 0 - - -
00:41.6 0017 0 0 - - -
00:41.6 0.027 0 0 - - -
00:41.6 0024 0 0 - - -
00:41.7 0053 O 0 - - -
00:41.7 0143 O 0 - - -
00:41.7 0595 0.38 0.2261 - - -
00:41.8 043 0 0 - - -
00:41.8 0483 0 0 - - -
00:41.8 0.645 0.58 0.3741 - - -

00:41.9 0.693 0.772 0.534996 - - -
00:41.9 0.603 0.412 0.248436 - - -
00:41.9 0.677 0.708 0.479316 - - -

00:42.0 0.685 0.74 0.5069 - - -
00:42.0 0.746 0.984 0.734064 11.264 8.896272 0.789796875
00:42.0 0.78 1 0.78 - - -
00:42.1 0845 1 0.845 - - -
00:42.1 0873 1 0.873 - - -
00:42.1 0853 1 0.853 - - -
00:42.2 0807 1 0.807 - - -
00:42.2 0849 1 0.849 - - -
00:42.3 0.75 1 0.75 - - -
00:42.3 0817 1 0.817 - - -

00:42.3 0.716  0.864 0.618624 - - -

00:42.3 0.64 0.56 0.3584 - - -
00:42.4 0.714 0.856 0.611184 - - -
00:42.4 0186 O 0 - - -

00:42.5 0.225
00:42.5 0.201
00:42.5 0.003
00:42.5 0.013
00:42.6 0.015
00:42.6 0.016
00:42.7 0.006

DO DD DO DO OO
OO OO O OO
'
|
1
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As can be seen, even though there are many zero values for anger in the first 20
frames, this does not drag the weighted average down to a near zero value. If a mean
value of the 20 frames was taken, this would be 0.1831 even though there was quite a

high level of anger of display.

Over the two 20 frame chunks, the data can be read as Mr. Trump displaying quite a

high level of anger over the approximately 1.4 seconds.
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4 Evaluation

4.1 Results

The results of the data processing pipeline and the post processing formulae are
described below in Tables 4.1, 4.2. They illustrate the mean of the weighted averages
for each emotion. The abbreviations are White House Protest (WHP), Black Lives
Matter Protests (BLMP), Donald Trump Impeachment Trial (DTIT), and 2016
Presidential Election (16PE). Values were rounded to four decimal places for

brevity.
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Table 4.1: Means of the weighted averages for each emotion for each of the videos of a
male

Subject Anger Contempt Disgust Fear Happiness Sadness Surprise

Biden 00112 0 0 0 0.0305 0.2925  0.0068
WHP
Neguse 0.0246 0 0 0 0.1331 0.0553  0.0105
WHP
Trump 0.3425 0.0078 0 0 0.0074 0.1569  0.1335
WHP
Trump 0.3489 0 0 0 0.0965 0.201 0.0731
WHP
Biden 0.0298 0 0 0 0.22 0.046 0.0114
BLMP
Hawley 0.01 0 0 0 0 0.311 0.0704
BLMP
Obama 0 0 0 0 0.1087 0.03 0.0212
BLMP
Pence 0012 O 0 0 0 0 0.0256
BLMP
Trump 02273 0 0 0 0.0053 0.3462  0.1168
BLMP
Biden 0016 O 0 0 0.021 0.2173  0.0052
DTIT
Trump 0.0151 O 0 0 0.0248 0.2274  0.003
DTIT
Pence 0.0211 0 0 0 0.0862 0.2522  0.0403
16PE
Trump 01212 0 0 0 0.0553 0.2229  0.2374
16PE
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Table 4.2: Means of the weighted averages for each emotion for each of the videos of a
female

Subject Anger Contempt Disgust Fear Happiness Sadness Surprise

Gabbard 0.0094 0 0 0 0.108 0.0481  0.2933
WHP
Harris 0 0 0 0 0.4466 0.1411  0.3586
WHP
Ocasio- 0.0046 0 0 0 0.1569 0.0057  0.5532
Cortez
WHP
Harris 0.0955 0.004 0.0117 0 0.0467 0.3229  0.1319
BLMP
Ocasio- 0 0 0 0 0.2286 0.0066  0.6483
Cortez
BLMP
Pelosi 0 0 0 0 0.0154 0.0035 0.1
BLMP
Harris 0 0 0 0 0.2381 0.0234  0.0166
DTIT
Pelosi 0.0019 0.0074 0 0 0.3265 0 0.2849
DTIT
Warren 0.1932 0 0.0651 0 0.6561 0 0.0481
DTIT
Clinton 0.0019 0.0065 0 0.002 0.311 0 0.4252
16PE
Pelosi 0.04 0.0021 0 0 0.539 0.2237  0.1777
16PE

The value for neutral has been dropped for these tables for the purposes of the
results. The neutral results indicate more a lack of a emotion being displayed. This is
illustrated by the study mentioned in Chapter 3, where participants sandwiched their
displayed emotions between two neutral faces (Lucey et al., 2010). As such, we are

not interested in the differences between how men and women display neutral.

This data tells us on average what emotions the subjects were displaying over the
course of the three-minute videos. This does not mean that, for instance, the
Microsoft Azure Face API detected that Joe Biden was sad for 30% of the White
House Protest video. It means that the mean value for the weighted average of the

result of the membership function over twenty frame periods was 0.3. This data does
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let us compare the results of the videos, however. In Table 4.3 below, the mean values

for the emotions of all men and all women are given:

Table 4.3: Means of the weighted averages for each emotion over all the videos of each
gender

Gender Anger Contempt Disgust Fear Happiness Sadness Surprise

Male 0.0908  0.0006 0 0 0.0607 0.1814  0.0581
Female 0.0315 0.0018 0.007 0.0002 0.2794 0.0705  0.2762

This table is better illustrated in the following graphs. First, Figure 4.1 shows the

emotions for which a negligible difference was found:

Emotions by Gender
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Contempt Disgust Fear

H Male mFemale

Figure 4.1: Means of the weighted averages for each emotion over all the videos of
each gender where no difference was found

There are a couple of possible explanations for this. It could be that there is no
difference between how these emotions are estimated for men and women. However,
it is far more likely that there is insufficient data to come to any conclusions about

these emotions, and future research will be needed to understand them more.

The next graph, Figure 4.2, looks at the emotions for which males had more frequent
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and stronger estimations:

Emotions by Gender
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Figure 4.2: Means of the weighted averages for each emotion over all the videos of
each gender where males were estimated higher

It can be seen that the values for both anger and sadness are a lot higher for males
than for females. The anger value for males is 2.88 times that for females, and the
factor for sadness is 2.57. This shows that on average anger will be estimated for

males more frequently and more strongly by the system.

This third graph, Figure 4.3 looks at the emotions where females were estimated

more frequently and more strongly:
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Figure 4.3: Means of the weighted averages for each emotion over all the videos of
each gender where females were estimated higher

This shows that for happiness and surprise, females are estimated to display the
emotion more frequently and more strongly. The differences are even bigger than for
anger and sadness. The happiness value for females is 4.6 times the value for males,
and the surprise value for females is 4.75 times bigger. As with anger and sadness,
these results show that the system on average estimates happiness and surprise more

frequently and more strongly for females.

4.2 Statistical Significance

In order to get a better sense of what these results mean, it is important to look for
statistical significance between the two sets of results. This is required for the
hypothesis of the research to be confirmed. It is possible that the differences seen
could be down to noise. Due to the data being small in size, and not being normally
distributed, it is necessary to use a non-parametric significance test (Marusteri and

Bacarea, 2010). The Mann-Whitney U test, which is similar to the Student’s t-test, is
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one of these, and allows for statistical significance calculations to be made for
non-normally distributed data (McKnight and Najab, 2010). The Mann-Whitney U
test involves the calculation of a U value. It is taken to be the smaller of the U; and U,

values. The calculations for these are:

+1

Up = mm + % - R (1)
+1

Up = nm + % - Ry (2)

where R is the sum of the ranks of each set and n is the size of the sets. If U is less

than U at a chosen « significance level, then the test is significant.

Taking a to be 0.05, and a two-tailed hypothesis, the following Table 4.4 contains the
calculations for each of the emotions:

Table 4.4: Mann-Whitney U test results for each emotion where « = 0.05 and a two-
tailed hypothesis is used

Anger Contempt Disgust Fear Happiness Sadness Surprise

U-value 34 53 58.5 65 19 32.5 19
Ucrit 37 37 37 37 37 37 37
Significant? Yes No No No  Yes Yes Yes

This is further illustrated in Figure 4.4:
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Figure 4.4: The Mann-Whitney U test results, with U..; values for « = 0.05 and 0.01
and a two-tailed hypothesis

Where the bar is below the line, the difference is statistically significant. As such, the
test shows that there is a statistically significant difference between the emotion
estimates for anger, happiness, sadness, and surprise for men and women. There is
an especially strong significant difference for happiness and surprise, with the test

still holding when « is changed to be 0.01, giving a U;; value of 27.

4.3 Analysis

The results gathered above confirm the hypothesis that was described in Chapter 1.
They show that there is a significant difference between the emotions estimated for
men and for women by the Microsoft Azure Face API. The emotions that there is a
significant difference for are anger, happiness, sadness, and surprise. Even if the
value is changed to be 0.01, both happiness and surprise are significant. It is entirely
possible that there exists a significant difference for contempt, disgust, and fear too,
however this emotion was not detected very often in the videos that were selected for
this research. This is an area where the dataset is lacking, and future work should
look to use an expanded dataset which includes videos where the subject is

expressing contempt, disgust, and fear.
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These results mean that the emotions estimated by the Microsoft Azure Face API are
in line with the results of studies conducted in the field of psychology with regards to
how men and women express and perceive emotions differently. The importance of
this is that this knowledge can be applied to uses and implementations of the
technology. When estimating emotion for women, is should be expected that
relatively higher estimations for happiness and surprise are present, while for men, it
should be expected that relatively higher estimations for anger and sadness are
present. In fact, estimations for emotion that are similar between a male and a female
subject could indicate estimation error or atypical emotional display through facial

expression.
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5 Limitations and Future Work

5.1 Limitations

A number of factors like duration of time for the project affected the scope and work
carried out. Therefore, there are some limitations to this work. The first of these being
the size of the dataset used. 24 videos were used for this research, with 13 of them
featuring male subjects, and 11 of them featuring female subjects. Expanding this
data could yield better results, and if I had more time, I would expand the dataset to

include more videos of a larger number of men and women.

Following on from this, there are a number of subjects of videos in the dataset that
only appear once. Having just one, three-minute video of a subject could
misrepresent their emotions and introduce error into the data. This could have been
avoided by either gathering more videos, or by taking more samples from the

gathered videos, and I would explore this if I could conduct this research again.

Another limitation is that only one emotion detection software is used in this
research, namely the Microsoft Azure Face API. This means that conclusions can only
be drawn about this software, and not about emotion detection software as a whole.
Given the lack of documentation on exactly how the API works, it is not possible to
extrapolate the results to other tools and software without running similar research
for them. This is also a time limitation, and I would have included more tools and

software in this research if I had time.

A final limitation is that it is not possible to draw conclusions for the emotions of
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contempt, disgust, and fear from this research. As shown in Chapter 4, not enough
data on these emotions was present in the outputs, and the statistical test showed that
any difference could be a result of random chance and noise. A more selective
process to find and analyse videos where these emotions are present would have
allowed for conclusions to be drawn for these emotions, and I would do so if I was to

start over.

5.2 Future Work

While this research presents evidence of a statistically significant difference between
the emotions estimated for men and those estimated for women, there is scope for
further work and investigation to build on this research. One of these is to quantify
what exactly is the difference between the emotion estimates for men and for women.
This research only reports that the difference exists. It could be expected differences,
or it could be errors in the outputs from the software. Exploring this further would be

important in order to understand the results of the research better.

Using a more diverse dataset would also be a useful area to expand this research into.
As explained in Chapter 2, the dataset was selected to be of American politicians in
order to reduce to chance of error in the results. However, a more extensive research
using subjects from multiple different cultures and ethnicities , and of members of the
general public, could yield different results or could back up the results of this

research.
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6 Conclusion

To date, there has been little research done to understand how software with artificial
emotional intelligence differs in its outputs for men and for women. Given the
extensive research in psychology which reports a difference between how men and
women express and perceive emotions, and the potential for emotion detection using
computer systems to impact upon people’s lives as it becomes more widespread, the
goal of this research was to investigate the presence of a statistically significant
difference between the emotion estimates for males and the emotion estimates for
females from a software that uses facial expressions as input. The hypothesis is

therefore that such a statistically significant exists.

Computer systems are able to make estimations for emotions by automating the use
of the Facial Action Coding System. This encodes movements of facial muscles into
Action Units, which can then be used to estimate emotion. To investigate the
hypothesis, a pipeline was built, incorporating one such computer system - the
Microsoft Azure Face API. The pipeline works with a dataset built from YouTube
videos of American politicians making speeches surrounding key events over the last
six years. The pipeline generates a snapshot for every frame of the input video and
uses the Microsoft Azure Face API to generate emotion estimates. Once the results for
a full video have been gathered a fuzzy membership function is applied to reduce the
error that is left in the results, and a weighted average is applied across 20 frames to
prevent zero values from bringing the average results for each emotion down to

zero.
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The emotion estimates are then averaged across the whole videos and across genders
to produce results. It is shown that there is a large difference between the outputs for
men and women, with men estimated to display anger and sadness more frequently
and more strongly than women, and women estimated to display happiness and
surprise much more strongly than men. Through the use of the Mann-Whitney U
test, it is shown that there is a statistically significant difference for all four of these
emotions with an « value of 0.05 and a two-tailed test. If this « value is decreased to

0.01, the differences for happiness and surprise remain statistically significant.

The achievements of this research therefore are the creation of a dataset of videos of
male and female American politicians and the dataset of the outputs from the
Microsoft Azure Face API, the building of a pipeline which processes videos into
emotion detection data, and the confirmation of the hypothesis using the

Mann-Whitney U test for statistical significance.

There are some limitations to this research. The dataset used contains 24 videos, and
a larger dataset could yield better results. There is also not enough data to make any
conclusions about the emotions of contempt, disgust, and fear. Building a dataset that
includes these emotions would allow for such conclusions to be made. Finally, only
one emotion detection software is used. An analysis of more such tools and software
would allow for analysis and discussion of the field of emotion detection software as

a whole.
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