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This research aims to combine cross-border geo-spatial datasets in order to allow for geo-
spatial querying of historical documents across the entire area in which they are associated
with. Historical documents were often recorded during time periods in which national
borders greatly differed from those of today. The effect of present day borders is that
current geo-spatial datasets are often constrained to single jurisdictions. Datasets which
cover larger areas lack the potential granularity and historical information that national
datasets may provide.

This project combines geo-spatial data into a merged dataset and stores it on a Post-
greSQL database which provides coverage for the entire island of Ireland. Features of
a geo-spatial search system such as a radius search, filtering by region and determining
proximity of locations to a region are sought to be replicated. Documents are linked to
geographic toponyms in the merged database through a Levenshtein distance comparison
with the place names associated with each document.

The features which were intended to be implemented were done so successfully using
geo-spatial queries across the merged dataset. Low recall and precision from the system,
however, was caused by the noisy textual nature of the document set as place names were
written using non-standardised spellings and were difficult to disambiguate.

A set of guidelines are established for considerations that may be made for merging geo-
spatial datasets in the context of using them with historical documents. Through using
these guidelines or using the dataset created in this research a basis may be established
for constructing a viable geo-spatial search functionality for historical documents if they
may be more accurately linked to geographic toponyms.
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Chapter 1
Introduction

This chapter seeks to establish the motivations and aims of the research. It lays out
the reasoning behind the need to combine cross-border datasets and what is hoped to be

achieved through this data integration.

1.1 Motivation

The main focus for this dissertation is to explore the possibilities for combining cross-
border geo-spatial datasets in order to allow for geo-spatial querying of historical docu-
ments. Although historical documents may have been recorded under a single jurisdiction,
modern borders may differ greatly from the time in which they were recorded. As a result,
many geo-spatial ontologies find themselves constrained to specific regions, providing a
boundary for where queries may be made. Datasets which attempt to cover a broader
area do not always exist with the same granularity as those made at the national level,
and may also exclude data which is historically relevant.

The example used in this dissertation is the island of Ireland, which currently has
two different organisations responsible for geographic surveys, Ordinance Survey Ireland
(OSI) and Ordinance Survey Northern Ireland (OSNI) as part of the Land and Property
Services in Northern Ireland. However, before 1921, any documents in Ireland, as part
of the British Empire, would have been recorded under a single jurisdiction. The same
can be said for many other regions around the world, as borders have been constantly
changing throughout history. As a result, the research explores the process of building
a dataset that may allow for cross-border geo-spatial queries over a historical document

collection.



1.2 Research Question

This research aims to answer the following question:

"How may cross-border geo-spatial datasets be combined in order to aid in the geo-
spatial querying of digitised historical document collections?”

The project will take geo-spatial datasets from both Ireland and Northern Ireland and
attempt to harmonise them in order to use them in estimating the location of documents
for geo-spatial queries. It will also explore the challenges and limitations that arise in

combining two distinct geo-spatial datasets.

1.3 Research Aims

The goal of this research is to investigate some capabilities of geographic querying over
historical documents. As these documents often exist spread over an area which does
not correspond to present day borders, the research will explore the process of combining
cross-border geo-spatial datasets. The intention of combining these documents is to allow
for geo-spatial queries for historical documents to be made over the entire area in which
they are tied to. The research also seeks to establish a set of guidelines for constructing
similar systems and to highlight the considerations that should be made in the context of
using it for searching historical documents.

In this case of this research, datasets from both Ireland and Northern Ireland were
combined and geo-spatial queries were conducted in order to retrieve documents from the
1641 Depositions collection. It was intended for these queries to be able to intersect the
border region between these two jurisdictions, such that queries made for toponyms on
one side of the border would recognise the proximity of any documents that are related

to places on the other.

1.4 Research Objectives

To accomplish the aims of this dissertation, the following objectives were sought to be

achieved:

1. To create a merged geo-spatial dataset which spans the entire island of Ireland.
2. To be able to conduct geo-spatial queries which intersect the border region.

3. To be able to retrieve spatially relevant documents from the historical collection

through geo-spatial queries.



4. To find limitations of the merged dataset and how the approach may attempt to

account for this.

5. To establish a set of considerations and guidelines for combining cross-border geo-
spatial datasets in the context of using them to conduct queries over historical

document collections.

1.5 Overview

The following chapters of this dissertation are described below:

Chapter 2 explains the background information for this research. It begins by intro-
ducing the structure of the historical document collection. Following this, an explanation
is provided of the geographic concepts relevant to these documents that need to be taken
into consideration. State of the Art systems are then explored including Virtual Research
Environments (VREs) and research into geo-spatial queries, in order to extract what

relevant concepts have been applied to this dissertation.

Chapter 3 introduces the design goals and considerations made towards the building

of a geo-spatial query system. An overview of the approach made is outlined.

Chapter 4 outlines the implementation of the system. An introduction to the data
sources used are laid out, including a description of the data integration processes and
the resulting structure of the merged dataset. Finally, the geo-spatial queries possible

using the dataset are displayed.

Chapter 5 evaluates both features that have been achieved as a result of the data
integration as well as the efficacy of the geo-spatial queries on the historical document

collection. The limitations of the system are also explored.

Chapter 6 provides concluding remarks to the research, including a summary of con-

tributions and suggestions to where it could be applied to in the future.



Chapter 2
Background

This chapter explains the background information to this research. Firstly, the structure
of the historical document collection is introduced. Following this, an explanation is
provided of the geographic concepts relevant to these documents that need to be taken
into consideration. State of the Art systems are then explored including Virtual Research
Environments (VREs) and research into geo-spatial queries, in order to extract what

relevant concepts have been applied to this dissertation.

2.1 Background

The subject of this research lies within the field of Digital Humanities, and more specifi-
cally within the field of Digital Heritage. Digital Humanities is an interdisciplinary field of
Computer Science and Humanities, whereas Digital Heritage is the use of digital methods
in the preservation of national heritage. The focus in this dissertation is placed upon the
querying of digitised historical documents.

This dissertation also contains concepts from the field of Geographic Information Sys-
tems, due to the cross-border datasets involved containing geo-spatial data. In this re-

search, it is sought for document queries to return geo-spatially relevant results.

2.1.1 Historical Documents

The historical documents which were used for this research were the 1641 Depositions.
These documents record the testimonies by mainly Protestants, but some Catholics, from
various social backgrounds on losses of assets and alleged crimes conducted by insurgents
during the 1641 Rebellion in Ireland. The document set is stored within a MySQL dump.

The relevant information within the document database in respect to geo-spatial

searches are the place names that were previously extracted from the text and explic-



itly associated with each. Each document is linked to a place name, but this place name
is not normalised and as such can be written in an archaic or non-standardised spelling.
Therefore, the documents are not geo-located and it is necessary to instead attempt to
estimate their location.

The lowest level toponym recorded in documents is either a town or a townland,

occasionally followed by a civil parish, barony and county.

2.1.2 Historical Administrative Divisions and Toponyms

The historical administrative divisions relevant to the document set are Counties, Ba-

ronies, Civil Parishes, Townlands and Towns.

Counties. The island of Ireland is divided into 32 traditional counties which still mostly
correspond to local councils today in the Republic of Ireland, with some counties such as
Dublin divided further for administrative purposes. In Northern Ireland, while they are no
longer used for governmental purposes, they remain in use with regards to addresses and

as methods of organisation for cross-border bodies such as the Gaelic Athletic Association.

Baronies. Baronies are historical subdivisions of counties, created following the Tudor
conquests of Ireland. They found their main use in the recordings of property. Baronies

existed across the island, but are no longer used today.

Civil Parishes. Civil Parishes are smaller units of territory used to divide up the island.
They are distinct from parishes established by church bodies, and have not been formally

abolished by any jurisdiction, but are seldom used in the present day.

Townlands. Townlands are an old Gaelic system of geographic division and represent
the smallest land unit in Ireland prior to the introduction of postcodes. They are distinct

from Towns, and many Townlands are uninhabited.

Towns. Towns represent centres of population, including what would sometimes be

classified as villages or cities.



2.2 State of the Art

2.2.1 Geo-Spatial Ontologies
GeoHive

GeoHive E] is a highly granular dataset created by Ordinance Survey Ireland. It includes
historical divisions such as baronies and townlands. The main limitation of this dataset

is that it does not include any data for Northern Ireland.

GeoNames

GeoNames ] is a geographical database which attempts to provide coverage over all coun-
tries. Therefore, it is possible to conduct queries anywhere on the island of Ireland.
GeoNames provides availability to determine proximity of place names. It also allows for
queries to be made to determine adjacent regions, but in the Irish context this feature is
only available at province level, which is not useful due to the large scale of provinces.
Hierarchical relationships such as children and parents of a place can also be determined.
GeoNames also lacks the same degree of granularity as GeoHive. Toponyms that may be
relevant to the document set, including Baronies and Townlands, are not always present

in the database.

2.2.2 Harmonisation of Cross-Border Geo-Spatial Datasets

The GIS4EU Project funded by the European Union sought to provide base cartography
datasets for Europe. One of the contributions of this project was a set of guidelines
for the harmonisation of cross-border geo-spatial datasets, which are outlined in Hobona
et al. (2009)). A case study of integrating datasets from Hungary and Slovakia was also
described inHobona and Jackson| (2008)). Both guidelines for geometric and alphanumeric
properties are put forward, and it is intended for anybody making use of these guidelines
to choose what is appropriate for their use case rather than to attempt to abide by all of
them.

The following rules were deemed to be most appropriate for the use case of this dis-

sertation.

Thttps://geohive.ie/
https://www.geonames.org/



Geometric Rules

Geometric properties describe spatial geometries such as points and polygons, which rep-

resent locations of topological features.

e Geometries must be represented in the same coordinate projection system, and
must be reprojected if this is not the case. As the Earth is not a perfectly uniform
spheroid, many jurisdictions make use of projection systems best suited for their
specific geographic scope, as more general spheroid representations can introduce

some inaccuracies.

e Boundaries of polygon regions that share a common border between two jurisdictions
may be misaligned as a consequence of being measured by separate organisations.
Boundary force fitting by repositioning these polygon borders to a midline may be
a necessary step in order to remove gaps and overlaps. However, it is noted that

modifying this data makes it unusable in any legal context.

e When the same class of feature is represented differently on either side of the border,
it may be necessary to downgrade one of these representations in order for both sides
of the border to align to a common format. For example, if a class of feature in
one dataset is represented as a polygon region, but is only represented by a point in
the other dataset, then the polygons for that feature class should be converted to

points.

Alphanumeric Rules

Alphanumeric properties describe schema attributes and toponyms, alongside string en-

codings and language.

e Attributes of input datasets should be mapped to a common target schema. Trans-

lations of values should be avoided.

e Character encodings should be in Unicode UTF-8, and converted to Unicode UTF-8
if they are not already.

e Fresh global identifiers should be created to avoid collisions between two differing

original datasets.

e If features contain the same attributes, and have the same name and types, the

duplicates should be deleted if semantics of the dataset are not affected.



2.2.3 Virtual Research Environments
CULTURA

The CULTURA Project described in [Hampson et al.| (2013) contains a variety of search
and recommendation features. This project also made use of the 1641 Depositions in
order to showcase the functionality of their system.

Geo-spatial search functionality is available to a degree through filtering document re-
sults by county. Recommendation of additional documents are based on entities extracted
from the text in the documents and linked to places in the GeoNames database. The lo-
cations extracted from this documents are then used to find documents that contain the
same terms. For example, for a document in Trim, Co. Meath, the recommendation sys-
tem offers documents under the headings ”More about Trim” and ”More about Meath”,
which return documents that also exist in Trim or Co. Meath respectively.

From the features showcased in CULTURA, it can therefore be determined that it is
useful to be able to retrieve documents that are both in the same county and in the same

place.

Europeana

The Europeana project (Petras et al.| (2017))) is a Europe-wide search engine for digitised
cultural heritage material. Europeana mostly focuses on curated metadata for histori-
cal items from libraries, archives, museums and galleries. Each object is tagged with a
location, which is attempted to be enriched using GeoNames. Due to the large scale of
FEuropeana, many objects are simply tagged with a country. From this project, it may
be determined how other historical collections may be structured and that at least being

able to search for their specifically tagged location should be possible.

2.2.4 Geographic Query Expansion
Design and Implementation of a Geographic Search Engine

The research conducted in |Markowetz et al. (2005) discusses the design considerations
towards constructing a geographic search engine for Germany. The paper highlights the
importance of understanding the administrative structure of the region you are querying.
In particular, it points out needing to understand what place names will be found in
the documents. From this, it can be seen that it will be important to understand the
administrative structure of the context in which documents exist within.

This paper also introduces the concept of geo-geo ambiguity in the context of matching

terms to locations. This describes the issue of a geographic term potentially pointing to



several different town names, as multiple places can share common names.

Exploring Probabilistic Toponym Resolution for Geographical Information

Retrieval

The research carried out in |Li et al.| (2006]) describes methods of resolving toponyms found
in unstructured text. However, the paper also introduces methods of query expansion after
documents have been tagged with toponyms. The concepts of upward and downward
expansion of a hierarchical structure are introduced, which involve taking into account
either ancestors or children of a geo-term respectively. For example, a search for Australia
would expand into places such as Carlton, Melbourne and Geelong which are found within
Australia. It may also be useful to understand where a searched geographic term is
located, such as being able to traverse upwards in a tree to find that Melbourne is found

within Victoria and that Victoria is found within Australia.

Geographic Expansion of Queries to Improve the Geographic Information Re-

trieval Task

Work from Perea-Ortega and Lépez (2012) attempts geographic query expansion similar
to that found in [Li et al| (2006), where geographic search terms are expanded to all
children in their hierarchy. For example, Germany may be expanded into terms such as
Berlin, Hamburg or Essen. These expanded terms are used to broaden the search field
for textual items. The relevance of these methods introduce a way in which documents
without references to specific regions may potentially be retrieved when such regions are

queried for.

Ontology-Based Spatial Query Expansion in Information Retrieval

Research from [Fu et al.|(2005)) introduces concepts of spatial relevance rather than purely
textual search methods. Evaluations are made of differing query footprints based on prox-
imity to regions. An example is provided of Oxfordshire county in the United Kingdom,
with queries attempting to retrieve results which lie outside this county but are within
a certain distance to it. Therefore, it may be determined that being able to measure
distance to polygon regions may be desirable to determine a relationship of being nearby

to a region in addition to understanding whether a point lies within said region.



2.2.5 Summary

From evaluation of the background material, a set of guidelines for the merging of cross-
border geo-spatial datasets were analysed and a set of considerations that applied to this
research were extracted.

It is important to understand the administrative divisions of regions in order for queries
to make sense and to attempt to link appropriate toponyms to place name references
within documents. This may introduce challenges due to the ambiguity of place name
references.

In terms of desirable features it may be determined that, given a document, it should
be possible to at least find other documents that are tagged with the same location. It
also would be beneficial to determine a region, such as a county, that a document is found
in so that documents which also exist within that region could be recommended. Methods
of expanding a search for a broad region include expanding a regional toponym into all
places contained within it.

Searches may attempt to determine a degree of proximity to a region rather than only
being able to determine a set of documents which are found within its boundaries. Being
able to understand the distance a location exists to a region that it is not necessarily
within means that additional documents could be provided or recommended as a result
of a search. Considering the movement or inaccuracies of some boundaries in history this

may be useful to attempt to replicate in the context of this research.

10



Chapter 3
Design

This chapter begins by introducing the design goals that were drawn from both research
motivations and literature. A high-level overview of the different aspects of the system is

also provided.

3.1 Design Goals

The following design goals highlight what is intended for the project to be able to achieve.

1. To create a cross-border dataset covering the entirety of the island of Ireland.

2. To be able to conduct geo-spatial queries on the merged dataset, including queries

which intersect the border.

3. To be able to use the dataset to understand geo-spatial relationships, such as adja-

cency of regions, especially around the border region.

4. To be able to estimate matches between features in the dataset and with associated

place names in the historical document set.

5. To be able to enter a geographic search term, and be retrieved a set of documents
geographically nearby to or within that term.

3.2 System Overview

There are three main aspects to the system: data integration of the cross-border geo-
spatial datasets, geo-spatial querying and linking documents to toponyms in the merged

dataset. Following data integration, the querying pipeline is illustrated by Figure

11



Data Integration. Data integration is conducted through a process established using
considerations from both the research motivations and the state of the art. Features
from each source dataset are merged into a common schema and placed into a relational

database.

Geo-Spatial Queries. Geo-spatial queries are conducted over the merged dataset.
These are used to expand geographic terms from the query. Firstly, the query string
is fuzzy matched to a place name in the geo-spatial database. After acquiring this place
name, different calculations may made using the spatial geometries, such as coordinates,
associated with that place. This will result in multiple spatially relevant place names

being retrieved from the database.

Document Linking. The final step in the system requires linking documents to the
place names acquired from the geo-spatial query. Considering the noisiness of place name
spellings in the 1641 Depositions, fuzzy string matching is required in order to estimate

a link between places in the documents and places in the geo-spatial database.

Search Documents
Term
l Py hiahch T
Flace Mame Document Places
l T ey baich
Flace Coordinates Flace Mames
L T
r"-.-- -‘x'h
| Geo-Spatial Query ——» List of Places
K\__ ___.-"

Figure 3.1: The Geographic Search Pipeline illustrating how a search
term is geo-spatially expanded before being linked to documents that
are returned to the user.

12



Chapter 4
Implementation

This chapter describes details of the implementation of the system. It begins by intro-
ducing the data integration processes and final merged dataset. It also discusses the
geo-spatial queries that are conducted across the merged dataset, and finally explains

how historical documents are linked with geographic toponyms.

4.1 Selecting and Combining Data Sources

4.1.1 Overview of the Data Selection Process

The process towards selecting and analysing data sources takes into consideration both
background research as well as the research aims. A set of process steps are identified

alongside explanations of how it applied to this research.

1. Establishing coverage of the documents. In the case of this research, it is
intended for the dataset to provide coverage over the entire island of Ireland. As
a result, data is sourced from both Ordinance Survey Ireland (OSI) and Ordinance
Survey Northern Ireland (OSNI).

2. Understanding historical divisions relevant to documents. As introduced in
Markowetz et al.| (2005)), it is important to understand the administrative divisions
relevant to what is being searched over. In the case of the 1641 Depositions, rel-
evant divisions include Counties, Baronies, Civil Parishes, Townlands and Towns.
Therefore, it was sought for these features to be present in the final dataset. This

also influenced the choice of using Ordinance Survey data from both regions.

3. Considering which is the most common topological feature associated

with each document. It can be interpreted from background research, similar to

13



the administrative understanding necessary described in Markowetz et al.| (2005)),
that it is important to understand which toponyms are actually referenced in docu-
ments. In the case of the 1641 Depositions, either townlands or towns are the most
granular place name found within them, and therefore this should be the basis over

which search features are implemented and how document location will be identified.

. Gathering potential source data and assessing differences and compatibil-
ity. The next step in the process involves assessing differences and compatibilities of
the structure of the source data. This is important in deciding how to integrate them
according to considerations found in |Hobona et al. (2009). Areas of compatibility
that must be assessed include format, map projections, scales and representation of
features. For example, in the case of this dissertation, GeoJSON formats and map

projection were found to be common between each dataset.

Scale differed slightly between the two datasets, as OSNI data was designed for a
1:50,000 scale map, whereas OSI data was generalised to be at most 20 metres from

their ungeneralised data, which lies at a much higher resolution.

Representation of townlands differed in the two datasets, as OSNI data only pro-
vided polygon boundaries and did not provide a point file, whereas OSI provided
both. However, due to townlands being the lowest granularity of data, it was decided

to represent them as points in the final dataset.

. Identifying missing data and whether it may be accounted for. After
collecting data, additional differences must be assessed. It is possible that data
from one source will include information not found in the other. For example, the
place name gazetteer provided by OSI included in each feature the county in which it
was found, whereas OSNI data did not include any additional information. However,
it was possible to calculate this value based on geometric relationships using county
polygon data. Barony data was not available for Northern Ireland. Missing civil
parish data on both sides of the border, including sparse data from OSI, meant that

it was excluded at this stage.

. Merging data according to considered guidelines and into a common for-
mat. The final stage in the process involves creating a target schema into which
the source data is merged. The target schema should provide a common format to
which to query and reflect the needs of the document set. For example, it was de-
cided to merge townland and town data into a place feature represented by points,
as either a townland or a town existed as the most granular address available in

each document.

14



4.1.2 Data Sources

In order to obtain coverage of the entire island of Ireland, data is sourced from both
Ordinance Survey Ireland (OSI) [[]and Ordinance Survey Northern Ireland (OSNI) P} The

data used is laid out below.

y | OSI \ OSNI \
Counties Counties - Generalised 20m 50K Boundaries - NI Counties
Baronies Baronies - Generalised 20m n/a

Townlands Townlands - Placenames Gazetteer 50K Boundaries - Townlands
Towns Centres of Population - Placenames Gazetteer Gazetteer - Place Names

Table 4.1: Sources of data used to create the cross-border dataset

Comparison of Data Sources

Figure 4.1: County Donegal and County Down as represented in Geol-
SON from OSI and OSNI respectively.

Both OSI and OSNI conduct surveys using the Irish Transverse Mercator projection.
The result of this is that differences in measurements from both organisations should be
reduced. This is relevant when examining misalignments along the border region, for
example, misaligned polygon borders in regions adjacent to each other. Factors which
would contribute to misalignments include decisions by each respective organisation on
resolution of points in addition to margins of error.

GeoJSON formats were also available for each data source. The benefit of this was that

a common format was provided for geo-spatial geometries. Both GeoJSON sources also

Thttps://data.gov.ie/
https://www.opendatani.gov.uk/
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provided geometries in a CRS:84 Projection. CRS:84 is a projection with an equivalent
spheroid to WGS:84, a global reference system which is used by the Global Position-
ing System (GPS). The difference CRS:84 provides is that coordinates are ordered with
longitude before latitude, rather than latitude before longitude as in W(GS:84.

Although identical file formats provided a common structure for geometric properties,
alphanumeric properties still had to be merged into a common format. FExamples of
differing alphanumeric properties between OSI and OSNI are visible in Figure using
the examples of County Donegal and County Down. An important instance of differing
alphanumeric properties was in the representation of names. OSI data always provided
at least both an English and Irish language name. Occasionally, it would provide an

alternative name. OSNI only ever provided a single name for features.

: 5/,'_ A 7\,:3;
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Figure 4.2: A visualisation of polygon data for counties on both sides
of the border.

County Data Sources Cross-border polygon boundaries between data from the OSI
Generalised 20m set and the OSNI 50k Boundary set do not align perfectly, as seen in
Figure [£.3] However, due to both sources sharing a common projection, the misalignment
is likely due to decisions on resolution and in small errors in measurement, due to being
recorded by different organisations. Misalignment is lower near populated regions, and
as a result of this, the likelihood of overlaps or gaps causing points to be incorrectly
understood to be within the wrong polygon region is minimised, as seen in Figure 4.4
Boundary force fitting as described in [Hobona and Jackson| (2008]) will not be necessary,

as it remains a mainly visual issue.

Barony Data Sources Barony data was not available for Northern Ireland. Gaps also

existed around certain areas in Ireland, such as city council regions. This will introduce a
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Figure 4.3: A visualisation of misaligned polygon boundaries in the
border region, including gaps and overlaps.

Figure 4.4: A visualisation of the boundary misalignments along the
River Foyle near Lifford and Strabane. Distances between misaligned
boundaries are much lower near populated regions.

hard limitation for the ability of queries to be conducted for barony regions in Northern
Ireland. However, it is investigated how the implementation may attempt to account for
this in areas close to the border region. The data source from OSI was still converted into

a target schema, in order to maintain usability with other classes of features.

Civil Parish Data Sources Civil parish data for Northern Ireland was not available.
Data for Ireland was also deemed to be too sparse to be useful, as it was not possible
to make meaningful queries which intersect the border region, and as a result would not
meet any of the aims of this research. For this reason, it was decided to not include this
data in the final dataset.

Townland Data Sources As townlands exist at the lowest granularity of address for

this dataset, it was deemed unnecessary and excessive for there to be a polygon repre-

sentation of this feature. A consequence of using points rather than polygons is that it
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Figure 4.5: A visualisation of the coverage of barony data. Data for
Northern Ireland was not available

Dublin
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Figure 4.6: The missing data around Dublin City. Civil Parish data is
not available in city council regions such as within the jurisdiction of
Dublin City Council

no longer becomes possible to determine exact adjacency between regions and it is also
no longer possible to determine whether any point exists inside a townland. Due to the
small areas of townlands, adjacency is less useful and is suitably modelled in terms of
proximity. There is also no possible point that could exist within a townland as there are
no features in the dataset that exist at a lower level than a townland. Although towns
are also represented as points, a town may exist sprawled across multiple townlands and
thus this relationship cannot be determined by the existence of a point representing this
town being placed within a specific townland.

A point file was available from OSI, but the only OSNI data available were polygon

boundaries. In line with the guidelines described by [Hobona et al.| (2009)), the polygon

regions were converted to points representing their centroids before being added to the
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Figure 4.7: Barony Data is unavailable for Northern Ireland. The
boundary of available data is visible due to the lack of polygon ge-
ometries across the border.

Isle of Man
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Figure 4.8: Civil Parish data is sparse even when data is available. Due
to the lack of data in the border region, this data was not used.

merged dataset. As a result of this harmonisation process, townlands across the island

were able to be represented as points.

Town Data Sources The source for town data includes the Centres of Population
Placename Gazetteer from OSI and the Place Names Gazetteer from OSNI. For both
sources, geometries are provided as points, meaning that there was no need for further
manipulation of geometric data.

In terms of data for hierarchical relations, OSI data included within its properties the
county in which the town was found in, whereas the OSNI data did not include any other
information other than place name and coordinates. However, using the county polygons,
it was possible to deduce the county a Northern Irish town was in by using geo-spatial
functions to find the polygon that its point was inside. Through this method, Northern

Irish towns were able to have their county explicitly stored in the same manner as towns

19



0 * 0

Figure 4.9: Points representing Townlands in Ireland.

Figure 4.10: Townland polygon regions in Northern Ireland, near the
border region. County Monaghan is visible in the bottom of the image,
on the other side of the border where this data stops.

south of the border.

4.2 Merged Cross-Border Dataset

The merged dataset was stored in a PostgreSQL database. Although the historical docu-
ment set was originally part of a MySQL database, it was decided to use PostgreSQL in
order to make use of the PostGIS extension. The PostGIS extension allows for efficient
storing and indexing of geometric properties such as polygons and points. In addition to
this, geometric functions are provided which allow for calculations to be made of distances
and of containment. The extension also offers a way in which to project points into an
appropriate spheroid through its Geography data type, allowing for distance calculations
to accurately measure distances in metres as they factor in the curvature of the Earth.
All geometries stored in the merged dataset were set to the EPSG:/326 WGSS84 Long
Lat projection, as this is an identical projection to the CRS:84 standard found within

the GeoJSON sources of both Ordinance Survey Ireland and Ordinance Survey Northern

20



»,".w s
”
0’:,0"' :3’«‘3{' \
P 23' "’0”(86;%(\?5"
LIRS
ot SAn

." A Q\ A :

AL 0

¢ 3'8':2»"";‘03? e
¥R VG sn .

X 7’_,,\)"7,

Figure 4.11: Placename points from OSNI, visualised across Northern

Ireland.
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Figure 4.12: Points representing centres of population from OSI, around
North Dublin and Meath.

Ireland.

4.2.1 Merged Dataset Structure

Place Names Names in the merged dataset have three components: a name string, a
language and a source. The language allows the English and Irish language place names to
be distinguished from each other. The source field also keeps track of which organisation
is responsible for the recording of the name. This provides for a facility to add additional
names to the dataset later on while keeping track of where it came from. It also provides
transparency to where the name was sourced from, as certain place names may carry with

them cultural and political sensitivities.

Counties The target schema for counties allowed for one or more names in addition to
one or more polygons.
Multiple names were provided by OSI, whereas only one had been provided by OSNI.

Therefore, the ENGLISH and GAFEILGE properties of OSI GeoJSON features were con-
verted to name entities with language set to EN and GA respectively. The CountyName
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property of the OSNI GeoJSON features was converted to a name with language set to
EN.
Allowing for one or more polygons allows for features with both MultiPolygon or

Polygon type to be represented.

Baronies Baronies were also converted to a target schema despite only being avail-
able from a single source. Due to having a similar structure to counties, they also were
comprised of one or more names and one or more polygons.

Names were rendered in the same manner as counties, providing a name, language
and source field. In the same manner as OSI County data, the ENGLISH and GAFILGE

properties where turned into two name entities, in order to align them with other data.

Places (Points representing Towns and Townlands) It was decided to merge both
towns and townlands into a common table. This is due to the face that both towns and
townlands both represent the lowest granularity of location referenced in the documents.
Therefore, the places table may be seen as potential locations of documents. This also
makes geo-spatial queries easier as it reduces the amount of tables that have to be refer-
enced.

Places only contain a single coordinate, but may contain one or more names. Places
also record the county in which they are in, which had been provided by the OSI data
but had to be determined for OSNI data by using a geometric function to check for which
county polygons contained the coordinate point which represented that place. Coordinates
had been provided by the OSI data but had to calculated based on the centroid of the
polygons in OSNI data.

A classification field also records whether the feature is a town or a townland, ensuring
that this piece of information is not lost after being merged into a common table. The
classification field will indicate whether the place is a town or a townland.

Similarly to previous OSI data, the ENGLISH and GAFEILGE properties were con-
verted to name entities. For OSNI data, the PLACENAME property from the OSNI
Placename Gazetteer was converted to a name entity, in addition to the TOWNLAND
property for OSNI townland data.

4.2.2 Summary of Merged Dataset
Counties:

e One or more names: Name string, language (EN/GA), source (OSI/OSNI)

e One or more polygons
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Baronies:
e County (According to OSI source)
e One or more names
e One or more polygons

Places:
e County (According to OSI source, Determined for OSNI places)
e Coordinates (Given by OSI, calculated for OSNI from polygon)
e Classification (TOWN/TOWNLAND)

e One or more names

Statistics

The resulting dataset contains the following entities:

e 32 Counties, 8106 County Polygons

58 County names

560 Barony names

62,262 Places (2358 Towns, 59,904 Townlands)

99,462 Place names

4.3 Geo-Spatial Queries

4.3.1 PostGIS Functions

280 Baronies, 1319 Barony Polygons (Excluding Northern Ireland)

Due to the decision to use PostgreSQL to store geo-spatial features, the PostGIS extension

offers useful functions which are be described below alongside their place within this

project.
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ST_Within

This ST_Within function checks whether a geometry lies within another geometry. In the
context of this research, this allows for checks on whether a place lies within a barony or
a county. This is useful both in retrieving all places within a region, or determining which
region a point exists within. For example, the county of each Northern Irish town was
determined during the merging of the dataset in order to align their information with the

OSI data which had already included the county as property of each feature.

ST_DW.ithin

The ST_DWithin function checks whether a geometry is within a given distance of another.
It makes use of bounding boxes to provide speed-ups in order to make use of PostGIS
indexing of geometries. This function was used in order to determine proximity of points
to other points. It was also able to determine a points proximity to a polygon region.
Geometries were cast to a Geography data type in order for the function to take as
input a radius in metres. As this function requires the geometric data to be projected
into the same spheroid in order to return meaningful results, the distances calculated
accurately take into account the curvature of the spheroid representing the Earth in the

given projection.

ST _Touches

The ST _Touches function checks for common points between geometries in order to test
for adjacency. However, it was found during this research that it would often retrieve
incomplete results. One would expect there to be difficulties around the border region,
where it is unlikely that polygons between different source datasets would share common
points. However, even between polygons of the same source dataset, complete results
are not achieved. For example, when querying which counties touched Dublin, although
it would have been expected to return Meath, Kildare and Wicklow, the only county
returned is Wicklow. In addition to this, when querying for which counties touch Mon-
aghan, only the counties of Meath and Louth are returned, whereas Cavan, Fermanagh,
Tyrone and Armagh are missed. Although the function allows for a margin of error, it

was not enough to account for differences that existed in the ordinance survey data.

ST _Intersects

The ST Intersects function combines ST _Touches, ST _Overlaps and ST _Within in order

to test for adjacency. It was found to work in all cases including testing for adjacency
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over cross-border polygons which include gaps and overlaps. However, this function may
come at a cost of performance in some situations, which will be documented later in this
dissertation. This function is therefore used to test for adjacency of regions due to it

circumventing the functional limitations of ST _Touches.

4.3.2 Query Expansions

The following geo-spatial queries were implemented through the use of PostGIS functions

on the merged dataset.

Retrieving Places

Radius around a place. Using the ST_DWithin function, queries may filter for places
within a given radius around a given point. This allows for proximity queries to be made.
For example, it is possible to retrieve documents near Portadown, County Tyrone. Place
names will be then retrieved in a defined vicinity, such as 5000 metres, around Portadown.
Similar queries may be made in places close to the border such as Clones in Monaghan,
which will also retrieve any towns or townlands, and therefore any documents, which exist
across the border in Northern Ireland. Therefore, through this function, queries are able
to be conducted whose spatial footprint intersects the border area, retrieving place names

that originated in both source datasets in a single query.

Within a region. Using the ST_Within function, queries may filter for places within a
given polygon region. For example, documents within a given barony may be returned,
such as the barony of Nethercross, which would retrieve all place names within the poly-
gon region and link said place names to relevant documents. This query can therefore
determine a hierarchical relationship between points and regions, and the method in which
regions are expanded into toponyms contained within them is effectively a form of down-
ward expansion as described in |Li et al. (2006), where queries in a hierarchical tree are

expanded to all of their child terms.

Within one region, but nearby to another given region. Using the ST_DWithin
function, queries may find points within a given distance to a polygon region. This is
useful in the context of recommendation, where a search for a barony may additionally
recommend documents which are close to the search area. It may also be useful in
conducting more fuzzy regional searches, as described in [Fu et al. (2005). This type of
query may also intersect the border region, even if data is not available. For example, it

is possible to query for points within County Tyrone, Northern Ireland which are close to
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the barony of Trough in County Monaghan, even if baronies within Northern Ireland may
not be explicitly queried for. However, obtaining points close to a polygon requires for
each coordinate which comprises said polygon to be measured against each point in the
search area. As a result, this function may take a long time to execute if points are not
filtered beforehand, but a reduction in execution time may be achieved if, for example,
points are initially filtered to be within a certain county before testing for proximity to a

barony region.

Determining Relations

Region adjacency In addition to determining relations of ancestry using polygons
and points, it is also possible to determine the adjacency of polygon regions using the
ST Intersects function. The use case of this would be to recommend adjacent regions, or
to find any adjacent regions for which we could like to examine, which would be useful in
filtering our search field before testing for proximity to the current region. For example,
a query may determine that County Tyrone borders the barony of Trough in Monaghan.
An additional query may then be made for points which exist in County Tyrone but are

nearby to the barony of Trough, as described previously.

4.4 Linking Geo-Spatial Queries to Documents

Place names in the geo-spatial database are linked to the place names associated with
documents through analysis using Levenshtein distance. A Levenshtein distance function
is made available through the fuzzystrmatch extension in PostgreSQL. Levenshtein dis-
tance measures the amount of edits required to change a string to another, and takes into

account deletions, additions and substitutions of characters.

LENGTH( address-1) > 0 AND
(LENGTH(address_-1) — levenshtein (UPPER(address_1), nearby_names.name))
/ LENGTH(address_1)::decimal >= 0.8

Listing 4.1: An extract from a PostgreSQL query where the Levenshtein distance function
is used to determine the similarity of the address_1 field and the nearby_names.name field.
In this case, a check is being conducted to filter for at least a similarity of 0.8, or an 80%

correspondence in characters.

4.4.1 Expansions given a Document

All place name expansions may be reversed in order to determine spatially relevant results

given a document. Firstly, the place name associated with the document may be matched
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through levenshtein distance to a name in the geo-spatial database.

Through reversing the pipeline previously described, and then reapplying it, it is there-
fore possible to find, given a document, nearby documents, documents within the same
region, and documents nearby in adjacent regions. This allows for additional recommen-
dation features than were previously shown to be found in |[Hampson et al.| (2013)), as with
spatial awareness the system may understand proximity of documents in addition to those

being found in the same region.

4.5 Summary

The three aspects of the implementation have been discussed. The considerations and
process made towards data selection and integration were drawn from both background
research and research aims. They included establishing data coverage, understanding
historical administrative divisions in addition to dealing with missing data and differing
properties between cross-border sources.

The geo-spatial queries that were made across the merged dataset were made possible
through the PostGIS extension for PostgreSQL. The capabilities of these queries were
explained and how they led to the construction of geo-spatial document queries.

The method of linking documents to geographic terms after they have been expanded
using geo-spatial queries was shown to have been implemented using a Levenshtein dis-
tance function made available through the fuzzystrmatch extension for PostgreSQL. This
allows for both documents to be returned based on geo-spatial queries in addition to being

able to find additional spatially relevant documents given an existing document.
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Chapter 5
Evaluation

This chapter will evaluate various aspects of the research, taking into account the initial
research aims and objectives.

Firstly, the process of merging cross-border geo-spatial datasets will be reflected upon,
alongside consequences of the design. The capabilities of the system, including its perfor-
mance, will be evaluated in order to determine whether the aims of the data integration
were reached.

Secondly, the retrieval of the system will be evaluated. The retrieval of documents is
reliant on the fuzzy matching of geographic locations to textual place names, which was
not the main focus of this research. However, measurements of effectiveness are made
as this aspect is important in the context of broader geographic search functionality for
historical documents of this nature, and an understanding of challenges contributes to the

establishment of guidelines.

5.1 Merged Dataset

5.1.1 Meeting the Research Objectives

The following research objectives were provided in Chapter 1 in relation to the merging

of cross-border datasets:

1. To create a merged geo-spatial dataset which spans the entire island of Ireland.
2. To be able to conduct geo-spatial queries which intersect the border region.

3. To be able to retrieve spatially relevant documents from the historical collection

through geo-spatial queries.
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4. To find limitations of the merged dataset and how the approach may attempt to

account for this.

5. To establish a set of considerations and guidelines for combining cross-border geo-
spatial datasets in the context of using them to conduct queries over historical

document collections.

Creating a merged geo-spatial dataset spanning the entire island of Ireland.
It may be determined that coverage of the entire island of Ireland was achieved thanks
to the merging of the cross-border geo-spatial datasets. Both townlands, towns and
counties were made available on both sides of the border. However, due to missing data,
baronies were not able to be represented in Northern Ireland. The considerations during
this process allowed for both datasets to have been integrated together and for common

queries to be conducted over them.

Conducting geo-spatial queries which intersect the border. Geo-spatial queries
were capable of intersecting the border region due to the representation of features as
polygons and points. Geo-spatial distance functions could determine distances in metres
regardless of the border due to the data being merged into a common format, and into
common classes of features, such as townlands in Northern Ireland being converted into

coordinate points.

Accounting for limitations. Missing barony data provided a hard limitation to the
ability to query on both sides of the border. However, representing features in a geometric
space allowed for the understanding of proximity of points in Northern Ireland to barony
regions south of the border. This therefore allowed for queries to intersect the border

even in the cases where data was missing.

Establishing a set of considerations and guidelines. This research has documented
the processes that were undertaken during data selection and integration, in addition to
the rationale behind certain decisions that were made. Following discussions of results
and limitations, this dissertation will conclude by offering a set of guidelines towards the
integration of cross-border geo-spatial datasets in the context of using them to search for

historical documents.

29



5.1.2 Consequences of Design

As a result of using polygons and points to represent features, the ability for spatial
awareness is acquired. However, in some cases this may lead to additional performance
costs as calculations have to be made during runtime. Hierarchical tree structures would
result in faster queries in relation to expansion of terms, but would lose the functionality
of spatial awareness. An approach where the results of common expensive operations are
stored for fast access would allow for queries being conducted in a significantly shorter
time. It would also not be necessary to store the results of simpler spatial queries such
as the proximity of points to other points, as these operations do not take a long time to
execute and would be less feasible to store in the first place due to the large quantity of

townlands and towns.

5.2 Experiments

The nature of the 1641 Depositions means that it is difficult to accurately measure re-
trieval. This is due to the fact that place name references in the documents are not
geo-coded and often are difficult to disambiguate due to the repetitive usage of some
common names across the country. However, one piece of information that is recorded for
most documents is the county in which they were found in. Using this piece of information
as the ground truth, the following experiments use the polygon geometries for counties in
the merged dataset to retrieve a set of places found within those counties. The resulting
list of place names, representing either towns or townlands, are then matched to place
names associated with each document using the Levenshtein distance function.

It should be noted that these experiments effectively evaluate the fuzzy string matching
capability of the system to match noisy textual references to geographic locations and
not the geo-spatial functionality. The purpose of these experiments is to showcase the
effectiveness of fuzzy matching on these documents for consideration towards future work
around linking documents to geographic terms, as would be necessary if noisy textual
documents were to be used in a similar system.

The threshold for fuzzy similarity between matching strings has been set to 0.8 for
these tests. The PostgreSQL database was running on Amazon Web Services, using a
db.t2.micro RDS instance with 1 virtual CPU and 1 GB of RAM. The configuration of
the virtual machine will provide context to the comments on performance later on during

the evaluation.
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Recall is defined as the proportion of expected results that were returned:
count(correct results) | count(expected results)

Precision is defined as the proportion of correct results that were returned in the total
result set.

count(correct results) / count(total results)

Results are visible in Table B.11
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5.3 Results

County Recall | Precision
Armagh 0.3793 0.0968
Carlow 0.3542 0.1021
Cavan 0.4406 0.2473
Clare 0.3333 0.0353
Cork 0.3814 0.5164
Derry/Londonderry | 0.3143 0.0294
Donegal 0.4000 0.0127
Down 0.4191 0.1098
Dublin 0.5963 0.4416
Fermanagh 0.4268 0.1602
Galway 0.4944 0.5333
Kerry 0.3065 0.0340
Kildare 0.4161 0.2255
Kilkenny 0.5600 0.0733
Kings County/Offaly | 0.3820 0.0646
Leitrim 0.2941 0.0350
Limerick 0.4061 0.1153
Longford 0.2941 0.0676
Louth 0.5319 0.0725
Mayo 0.1692 0.0160
Meath 0.4638 0.1422
Monaghan 0.2778 0.0812
Queens County/Laois | 0.4745 | 0.2131
Roscommon 0.3291 0.0396
Sligo 0.3902 0.0400
Tipperary 0.4574 0.0935
Tyrone 0.3750 0.0273

Table 5.1: Recall and precision values are recorded, using the county already associated
with each document as a ground truth. Fuzzy matching is set to 80%. Counties with
differing English language names in the geo-spatial dataset and the depositions are shown
with both. Counties that are not included here did not have any documents associated
with them.
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5.3.1 Analysis of Results

In general, recall and especially precision are very low but also highly variable in some
cases, with Dublin, Galway and Cork achieving amongst the highest scores. As these
results reflect the ability of fuzzy string matching in the system, rather than of geo-spatial
calculations, they highlight the difficulty of linking noisy text documents to locations. The
1641 Depositions contain place name references, but these place names often appear with
non-standard and highly variable spellings, due to the time period of which they were
recorded. Low precision scores are caused by the difficulty of disambiguating common

place names.

5.4 Limitations

Recall and precision results are explained by both the non-standard spellings of place
names available in the 1641 Depositions and the issue of geo-geo ambiguity between
geographic terms. Missing data also provided a hard limitation in what could be searched,
in addition to performance issues in some situations where queries would take a long time

to execute.

5.4.1 Non-Standard Spellings and Archaic Names

Many of the place names associated with the documents contain non-standard spellings
due to the lack of standardisation in the period in which they were recorded, or through
errors from the digitisation process. In addition to varying spellings, place names may
simply have a different name entirely to the one that is currently used today. As a result,
many of these may be misunderstood or missed by the fuzzy string matching stage of the
system if they vary too greatly from the current standard. This then has a negative effect
on the recall of the retrieval system. Improving the fuzzy matching of place names would
help to improve this recall. As the system also has capacity to add multiple names to a
feature, adding a set of historical names would increase the capacity for the system to

find documents related to locations that have since changed their official name.

5.4.2 Geo-Geo Ambiguity

Many common place names are found throughout both sides of the border. It is a major
challenge to attempt to disambiguate which precise location these names refer to when
multiple exist. It also remains a hard limitation when there is little further information

with which to disambiguate.
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For example, "Newtown” is an extremely common name, with multiple instances of
this place name even occurring in proximity to each other. Another example lies with
the townland of Cavan in County Monaghan, which is distinct from the town of Cavan
in County Cavan.

As a result, this has a large negative effect on the precision of queries due to the
amount of documents returned that contain place names that are nearby, but are in fact
referring to different locations. Often, the place names extracted from documents do not
offer much in terms of additional information with which to aid disambiguation. A small
subset of documents may offer clues such as neere Wickloe, referring to a location near
Wicklow. However, this degree of disambiguation lies outside the scope of this research
and clues of this type are not believed to be of sufficient quantity to drastically improve
precision. Some additional address fields may also be attempted to be used in order to
disambiguate place names. Many documents within the 1641 Depositions were found to
have these additional address fields empty. Additional work in processing these documents
to provide a richer degree of presence for terms such as baronies following the town or
townland would pave the way for research into disambiguating the location of noisy text

documents.

5.4.3 Missing Data

Missing data exists for Barony regions in Northern Ireland. Queries on baronies there can
not made, and this unfortunately cannot be remedied unless this data is found. However,
points close to the border are still recognised as being nearby to baronies for which we
do have data. Therefore, queries on baronies made south of the border will still be able
to intersect the border region and retrieve documents from north of it, even if explicit
queries for baronies north of the border are not able to be made.

It may also be interpreted for any archaic usage of place names found within the
text documents that are not found in the merged dataset to be a form of missing data.
However, the system allowing for multiple place names to be associated with each feature
means that any additional names may be added to the dataset at a later date. Therefore,
future work may involve enhancing the merged dataset with additional historical data that
is not already recorded inside it, and repeating the experiments that have been described

here.

5.4.4 Performance

The number of polygons in a region contributes to the time in which a geo-spatial query

may take, rendering it less feasible. In particular, when querying for region adjacency
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Figure 5.1: Small polygon regions representing miniscule islands off the
coast of County Donegal result in Donegal having over 2000 polygons
associated with it.

using ST _Intersects, a query for Donegal took approximately 20.906 seconds to complete,
as opposed to only 77.969ms when querying for regions adjacent to Monaghan. This is
due to the fact that County Donegal contains 2352 Polygons, whereas County Monaghan
only contains 1 Polygon. A similar query for regions adjacent to Dublin took 243.123ms,
due to Dublin containing 56 polygons. Performance is noted as an issue in the PostGIS
documentation, The PostGIS Development Group| (2021)), for small tables with few rows
but with large geometries. However, in the case of the county_polygon table, each polygon
is represented by a row in the table, and therefore the table has a large amount of rows
with many polygon geometries being of a very small size. Performance is likely related
instead to the overhead in testing each polygon for the provided county, as the number

of polygons does not affect other queries using the same table.
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Chapter 6
Conclusions

This chapter will introduce a set of guidelines for similar work concerning the merging of
cross-border geo-spatial datasets in the context of working with historical documents. A
set of contributions that this research has provided will also be highlighted in addition to

suggestions towards future work that have been identified.

6.1 Guidelines

One of the goals of this research was to establish a set of guidelines for the merging
of cross-border geo-spatial datasets in the context of searching for historical documents.
Throughout this dissertation, the processes towards achieving this have been documented.

The following high level guidelines can therefore be established.

e Gather data sources based on the intended coverage of the merged dataset.

In the case of this research, Ordinance Survey Data was used from both regions.

e Use geo-spatial data which corresponds to the historical context of the
document collection. This research constructed a dataset containing Counties,
Baronies, Townlands and Towns, as these reflected the structure of places mentioned

i the document set.

e If some data is only available for one side of the border, it may still be
used if coverage of this data is deemed sufficient. Barony data was missing
for Northern Ireland but was included in the merged dataset. Civil Parish data was

not included due to its sparsity.

e Geometric properties should all share a common projection, and must
be reprojected if not. This research used geometric data which shared a common

projection.
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e (Geometric properties of the same class should share a common represen-
tation. Townland polygons from Northern Irish data were converted to points in

order to align them with Townland data south of the border.

e Inserting data into the merged dataset in order of decreasing granularity
will allow for missing hierarchical data to be deduced for later data if this
information is missing from the source data. This research was able to fill
i missing county data for Northern Irish towns and townlands based on geometric

calculations from previously added County data.

e Place names should be placed into a common format and allow for multi-
ple names to be associated with each feature. Place names may change over

time or simply have more than one name in use.

e Boundary force fitting is only necessary in cases of data being used visu-
ally or when misalignments are large enough to misattribute points to a

region. In the context of this research, boundary force fitting was not required.

e Expensive geo-spatial calculations should be avoided in common search
queries, pre-storing this information is recommended when possible. Per-

formance was found to be an issue for certain calculations during runtime.

6.2 Contributions

Due to use of OpenData, the merged dataset may be republished and made freely avail-
able. A PostgreSQL dump of the merged dataset produced in this research has been
uploaded to Github. The dataset may be used as is or enhanced with additional infor-
mation such as historical names for toponyms for future work requiring an all Ireland
geo-spatial dataset. [1]

The research has shown that through the merging of two cross-border geo-spatial
datasets, queries are able to intersect the border and retrieve results from both sides.
Coordinate-based ontologies were shown to be able to understand relationships such as
adjacency between entities in addition to ancestry.

It has been shown that when data is missing from one source, it provides a hard
limitation, but coordinate-based representations allow for queries to still intersect the

border despite gaps in data.

Thttps://github.com/matthew-d-ng/All-Ireland-Geo-Spatial
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Non-standard and archaic place names were highlighted as remaining a large barrier to
higher recall. Geo-geo ambiguity of place names can result in return of many non-relevant
documents, highlighting the need for advanced disambiguation.

Geo-spatial calculations at run-time were shown to introduce a performance penalty

in some cases, especially in regions with many polygons.

6.3 Future Work

Introducing the results of this research into a more complex front-end system could be the
basis of a Virtual Research Environment. The geo-spatial queries that are possible may
achieve search and recommendation features in such use cases. If using the dataset that
was produced in this work, one such feature to introduce would be through the proximity
of documents to one another through matching of towns and townlands, as there is a low
performance cost here. Using a set of geo-coded documents, or less noisy documents with
sufficient information to disambiguate their location, would provide for a high level of
recall for such a system alongside the features displayed in this research.

Replicating some of the processes discussed and investigated in this research on an-
other geographic region would also provide for another aspect of work in the future. For
example, regions formerly part of Austria-Hungary, or the former Czechoslovakia, would
fit a similar profile of once being under single jurisdictions, but now finding themselves
part of multiple. The guidelines and discussions of the processes provided in this research
would provide a set of considerations that may be made in similar scenarios.

Improving the fuzzy matching of archaic and non-standard spellings of place names
would bring with it the ability to drastically improve recall. Using previously geo-located
documents would similarly improve recall due to it removing the factors of fuzzy string
matching that are currently the biggest challenge to this project.

Enhancing the geo-spatial dataset that has been created as a result of this research with
additional historical place names would allow for a greater degree of recall for places which
have since changed their official name. As place names constantly change throughout
history, it may also be interesting to add a temporal aspect to each place name. This
would allow for this dataset to be used in broader and differing contexts of time. Queries
could then attempt to select a time period within which they would be attempting to
match certain place names. This would be able to be built upon the current dataset
which has been made freely available.

Attempting to cache queries, especially relational ones such as adjacency which can
take considerable time, may improve performance for queries which are expensive. At-

tempting to introduce parallelisation into the geo-spatial queries in order to improve
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performance, as these tests were carried out on a single virtual CPU, would also serve to

reduce some of the performance penalties when many polygons are involved.
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Appendix

SQL Table Descriptions

’ Column ‘ Type ‘ Nullable ‘ Primary Key ‘ Foreign Key ‘

’ id ‘ integer ‘ not null ‘ YES ‘ ‘
Table 1: SQL table for counties
’ Column ‘ Type ‘ Nullable ‘ Primary Key ‘ Foreign Key ‘
county_id integer not null YES REFERENCES counties(id)
name | character varying(50) | not null YES
lang character varying(2) | not null YES
source | character varying(50) | not null YES
Table 2: SQL table for county names
Column Type ‘ Nullable ‘ Primary Key ‘ Foreign Key ‘
id integer | not null YES
county_id | integer | not null NO REFERENCES counties(id)
polygon | geometry | not null NO

Table 3: SQL table for county polygons

’ Column ‘ Type ‘ Nullable ‘ Primary Key ‘

Foreign Key ‘

id

integer

not null

YES

county_id

integer

not null

NO REFERENCES counties(id)

Table 4: SQL table for baronies
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’ Column ‘ Type ‘ Nullable | Primary Key ‘ Foreign Key ‘
barony_id integer not null YES REFERENCES baronies(id)
name character varying(50) | not null YES
lang character varying(2) | not null YES
source | character varying(50) | not null YES
Table 5: SQL table for barony names
’ Column ‘ Type Nullable ‘ Primary Key ‘ Foreign Key ‘
id integer | not null YES
barony_id | integer | not null NO REFERENCES baronies(id)
polygon | geometry | not null NO
Table 6: SQL table for barony polygons
’ Column Type ‘ Nullable ‘ Primary Key ‘ Foreign Key
id integer not null YES
county_id integer not null NO REFERENCES counties(id)
classification | character varying(50) null NO
coords geometry not null NO
Table 7: SQL table for places
Column Type ‘ Nullable | Primary Key Foreign Key ‘
place_id integer not null YES REFERENCES places(id)
name | character varying(50) | not null YES
lang character varying(2) | not null YES
source | character varying(50) | not null YES

Table 8: SQL table for place names

42



	Abstract
	Acknowledgments
	Chapter Introduction
	Motivation
	Research Question
	Research Aims
	Research Objectives
	Overview

	Chapter Background
	Background
	Historical Documents
	Historical Administrative Divisions and Toponyms

	State of the Art
	Geo-Spatial Ontologies
	Harmonisation of Cross-Border Geo-Spatial Datasets
	Virtual Research Environments
	Geographic Query Expansion
	Summary


	Chapter Design
	Design Goals
	System Overview

	Chapter Implementation
	Selecting and Combining Data Sources
	Overview of the Data Selection Process
	Data Sources

	Merged Cross-Border Dataset
	Merged Dataset Structure
	Summary of Merged Dataset

	Geo-Spatial Queries
	PostGIS Functions
	Query Expansions

	Linking Geo-Spatial Queries to Documents
	Expansions given a Document

	Summary

	Chapter Evaluation
	Merged Dataset
	Meeting the Research Objectives
	Consequences of Design

	Experiments
	Results
	Analysis of Results

	Limitations
	Non-Standard Spellings and Archaic Names
	Geo-Geo Ambiguity
	Missing Data
	Performance


	Chapter Conclusions
	Guidelines
	Contributions
	Future Work

	Bibliography
	Appendices

