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Abstract

Standard economic modelling techniques have proven to be unreliable in recent years,

most notably in predicting the Great Recession. A different form of modelling, Agent-

Based Modelling, offers a means to address the shortcomings of the more prevalent

models. By allowing the weakening of assumptions and supporting non-linearity, agent-

based models allow economists to study far more realistic phenomena. The emergent

behaviour created by such models is the key aspect of their usefulness, as such be-

haviour is non-existent in current economic models. Reinforcement Learning, a subfield

of Artificial Intelligence, can be used to create agents that learn how to achieve their

predefined goals in such models.

This work looks at applying Reinforcement Learning in an agent-based economic model,

specifically an international trade model. Three Multi-Agent Reinforcement Learning

algorithms, Independent Q-Learning, Minimax and Friend-or-Foe, are used to impart

decision making abilities to the agents. The results are presented in the light of the

emergent behaviour that arises in the simulation, while also focusing on the learning

ability of the different algorithms in an international trade simulation.

All three algorithms were found to be capable of learning in an international trade sim-

ulation. They all also caused emergent behaviour in the simulation, with three types

of emergent behaviour, weak, strong and nominal, being evident. The weak emergent

behaviour observed included an agent modelling a nation attempting to stimulate the

economies of its trading partners with investments. Other examples of emergent be-
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haviour observed included the formation of trade alliances and predatory trading prac-

tices among the agents. This demonstrates how Multi-Agent Reinforcement Learning

is an appropriate tool for economic modelling, and shows the value of agent-based

models in economics.
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Chapter 1

Introduction

Economic modelling is an important aspect in policy-making. Economists working for

businesses and governments use economic models to understand the forces at work in

the economy, and use what they learn to guide decision makers. However, recent events

have made clear the inadequacies in many economic models. The lack of foresight pre-

ceding economic disasters such as the Great Recession demonstrates the limitations

economists face with their present modelling tools [1]. Goldman Sachs former CFO,

David Viniar, famously said of the sequence of events leading to the recession “We

were seeing things that were 25-standard deviation moves, several days in a row” [2].

Given the near impossibility of such an occurrence happening, it is clear that the issue

was with Goldman Sachs’ models. The mathematical models common in economics

have a number of shortcomings. They make many assumptions, are difficult to solve

when non-linearity is introduced, rely on the future mimicking the past and typically

depend on the expectation of an eventual equilibrium being reached [1]. New forms of

modelling are needed if we are to avoid the problems of the past.

Agent-based modelling (ABM) offers a potential solution. ABM is a modelling tech-

nique where the different entities in a model, for example nations, businesses or con-

sumers, are represented by computer agents. These agents are imbued with decision

making abilities based on their roles. For example, a consumer agent might contain

a rule preventing it from spending over 20% of its income on discretionary expendi-

ture. The agents are run together in a simulation, which is used to predict how the

real-world equivalents of the agents would act in similar scenarios. ABMs have many

1
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advantages over standard mathematical economic models. They handle non-linearity

better, they allow assumptions to be weakened, they do not rely on the establishment

of equilibria and they need not be created using past data [1]. One key advantage

that ABM has is the ability to create emergent behaviour, or emergence. Emergence,

the unexpected behaviour from a dynamical system, can offer economists a glimpse

into the unpredictability of the economy via ABM. Studying the emergence that arises

from ABM allows the wide and varied possible behaviour to be reasoned about, giving

greater insight into economic processes.

Determining what rules should govern agent decision making is a challenge in ABM.

Reinforcement learning, a subfield of artificial intelligence that involves agents learning

from experience, offers one approach. Agents can have their goals specified by their

reward function, and can learn how best to achieve those goals. A reward function can

encompass different motivations, allowing for agents to be freed from the rigid assump-

tion of rationality that is common in economic modelling [1]. Multi-agent reinforcement

learning algorithms can be used to govern agent interactions, allowing cooperation or

competition to be learned.

1.1 Aims and Motivation

This thesis aims to bring agent-based economic modelling, emergence and reinforce-

ment learning together to create a reinforcement learning trained agent-based inter-

national trade simulation, with the goal of creating a simulation capable of displaying

emergent behaviour. The motivation for this is two-fold. Firstly, reinforcement learn-

ing has proven very successful at games [3, 4, 5], but its real test will be applying it to

useful real-world problems. Economic modelling is one such problem. Reinforcement

learning presents the opportunity to create agents whose decision making ability can

be tailored by specifying what their goals are via their reward function, rather than

explicitly setting rules for every possible scenario. This allows an examination of the

usefulness of reinforcement learning in a useful real-world context, which would give

further credence to the field’s growing prominence within AI. Secondly, as has been

made clear, economic modelling requires new tools to be truly useful. Emergence cre-

ated through agent-based modelling has the potential to be one of those tools, as it
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allows economists to more closely study unexpected economic events. This leads to the

research question being asked

Can Reinforcement Learning be used to create emergent behaviour in in-

ternational trade modelling simulations?

This dissertation aims to answer that question.

1.2 Dissertation Overview

Chapter 2 provides the relevant background research. It begins by discussing emer-

gence, and how to engineer and detect it. An overview of reinforcement learning is

then provided, including multi-agent reinforcement learning. Lastly it presents related

work in agent-based economic modelling.

Chapter 3 presents the design of the simulation. It highlights the reinforcement learn-

ing algorithms used in the simulation, the dynamics of the environment and the trading

market.

Chapter 4 discusses how the design in Chapter 3 was implemented, and the code li-

braries and tools that were used.

Chapter 5 presents the evaluation objectives, and evaluates the results in the context

of those objectives.

Chapter 6 discusses the conclusions that can be drawn from the work, and highlights

its contributions. It also suggests future work.



Chapter 2

Background and Related Work

This chapter details the relevant related work for reinforcement learning trained agent-

based simulations. The first section covers emergence, including the different types

of emergence and examples of emergence in both natural and computer systems, as

this phenomena is necessary to understand the results from agent-based simulations.

The second section is concerned with the engineering and detection of emergence.

Demonstrating how emergence can be detected is paramount for this work, as without

that ability any emergent behaviour in the simulations would be unobserved. The

third section details Reinforcement Learning, which this thesis uses to impart decision

making capabilities to agents in the simulation. The fourth section deals with Multi-

Agent Reinforcement Learning, which takes strategies from Game Theory and other

multi-agent domains and applies them to Reinforcement Learning. The final section

deals with economic agent-based simulations, and the application of Reinforcement

Learning to such simulations.

2.1 Emergent Behaviour

Emergent behaviour is a feature of many systems that involve multiple entities, or

agents. It is observed in anything from a flock of birds to car traffic, and even in self-

organisation on the Internet [6]. Despite, or indeed because of, its prevalance in many

different fields [7], there is no clear consensus on the definition of emergent behaviour.

Dyson describes emergent behaviour as “that which cannot be predicted through anal-

4
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ysis at any level simpler than that of the system as a whole. Explanations of emergence,

like simplifications of complexity, are inherently illusory and can only be achieved by

sleight of hand. This does not mean that emergence is not real. Emergent behavior, by

definition, is what’s left after everything else has been explained.” [8]. Perhaps a more

concrete view of emergence is given by Standish, who describes emergent behaviour as

“the concept of some new phenomenon arising in a system that wasn’t in the system’s

specification to start with” [9]. Both definitions view emergent behaviour as a property

or feature of a system with multiple components that cannot be explained simply by

analysing the system’s components individually. This idea that a system can be more

than the mere sum of its parts can be traced back as far as Ancient Greece [7].

An important aspect of emergent behaviour is the relationship between the processes

and behaviour of the entities in the system and the overall, emergent behaviour of

the system. The entities can be considered to be at the micro-level, i.e. operating

individually and distinctly. The emergent behaviour of the system takes place at the

macro-level, i.e. at the level of the system as a whole. Behaviour at the micro-level

affects behaviour at the macro-level. However, the behaviour that emerges at the

macro-level also feeds back into the system and affects micro-level behaviour. An il-

lustrative example is a traffic jam. The velocity of cars on a road and the operation

of traffic lights are micro-level behaviours. These behaviours can cause macro-level

behaviour such as a traffic jam, which then alters the velocity of the cars, thereby

feeding back into micro-level behaviour. This phenomenon is known as downward cau-

sation [10]. This relationship is significant as it shows the fluidity and dynamism of

emergent behaviour. Rather than some stationary, rigid behaviour emerging, emergent

behaviour is often a constantly evolving state.

2.1.1 Types of Emergence

There exist many taxonomies to describe the different types of emergence that can

arise in multi-agent systems. Chalmers divides emergence into two categories, weak

and strong emergence [11]. Bedau uses a similar classification, but with the additional

category of nominal emergence [10].

Weak emergence is emergent behaviour that is unexpected given the properties and

processes of entities at the micro-level [11]. This does not necessarily mean that the
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macro-level behaviour cannot be explained as a result of the micro-level behaviour,

it simply means that the macro-level behaviour is a non-obvious consequence of the

micro-level behaviour. The game of Life, in which patterns and structure emerge from

the simple game rules, is an example of weak emergence [11].

Strong emergence is emergent behaviour that cannot be explained, through known

principles or otherwise, from the properties and processes of entities at the micro-

level [11]. Changing the underlying properties at the micro-level alters the emergent

properties at the macro-level, but the macro-level changes are not deducible from the

micro-level changes. Strong emergence is what is typically being referred to when the

literature discusses emergence. Chalmers gives consciousness as an example of strong

emergence. We know consciousness exists as humans are conscious beings, but we are

unable to describe its existence from our physical properties.

Nominal emergence, an additional type of emergence given by Bedau, is when a

property of the macro-level cannot be possessed at the micro-level [10]. This is perhaps

the simplest form of emergence. It is best illustrated by example. Bedau uses the

properties of a cup of water to explain nominal emergence. Individual water molecules

do not possess properties that the entire cup of water has, such as fluidity and viscosity.

These properties are therefore nominally emergent.

2.1.2 Emergent Behaviour in Natural Systems

Emergent behaviour is a feature of many natural systems. In biology, the patterns

found in the behaviour of groups of animals is a form of emergence. The movement of

flocks of birds and schools of fish are just two well-known examples. Their behaviours

emerge by the micro-level entities, the individual animals, engaging in simple behaviour

that results in more complex macro-level behaviours for the entire group. Models of

such animal groups describe individual animals as choosing their velocity based on

their neighbours [12], or by acting like boids [13] by determining their direction based

on their neighbours’ positions. This comparatively simple individual behaviour leads

to rather interesting emergent behaviours, such as birds flying in a v-formation [14], or

a herd of animals travelling at speed together without colliding.

Biological emergence is not limited to groups of animals. The field of microbiology

also concerns itself with emergent behaviour [15]. Microbiological processes such as
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tissue formation and the growth of bacterial colonies are known to exhibit emergent

properties. The biological process of morphogenesis is a clear example of emergent

behaviour, as the micro-level behaviours and properties of cells lead to the structure

found in the tissues and organs they constitute [16]. These phenomena can be studied

with tools such as Individual-based Modelling (IBM) which allows the properties and

actions of individual entities at the micro-level to be specified, in order to produce

macro-level emergent behaviour to be studied [15]. Progress in computer-modelling

allows for richer simulations, which can use numeric methods to handle non-linearity

which is beyond standard analytical frameworks. This is similar to benefits that agent-

based modelling has over standard economic models, which this thesis is highlighting.

Physics is another field that displays emergence in natural phenomena. Hydrodynam-

ics, which concerns itself with the movement of and forces within fluids, demonstrates

emergent behaviours such as laminar flow, turbulence and shock waves [17]. These

properties are easily observed for a fluid as a whole, yet are not properties of the indi-

vidual molecules in the fluid.

Emergence is a critical area of study in sociology. Understanding the relationship be-

tween individual behaviour and the resulting collective behaviour is fundamental in the

field [14]. Social properties such as “being a church” or “being a collective movement”

are emergent properties that arise from the actions and interactions of individuals [14].

Sawyer makes the distinction between individualist emergentism and collectivist emer-

gentism. Individualist emergentism, he argues, does not preclude emergent properties

from being reducible to the properties of the constituent entities. Collectivist emergen-

tism, however, specifies that despite only the individual entities and their behaviours

being present, the emergent behaviour is non-reducible with respect to the individual

entities [14]. The individual emergentism view can be thought of as analogous to weak

emergence, with collectivist emergentism being analogous to strong emergence.

2.1.3 Emergent Behaviour in Computer Systems

Modern computer systems provide ample study for emergence. The World Wide Web

is perhaps the most well-known example [18]. The different entities such as users, con-

tent creators, search engines and hyperlinks interact with each other to create emergent

behaviour. An example of emergent behaviour in the World Wide Web is the formation
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of web communities. Web communities are a “collection of Web pages in which each

member page has more hyperlinks within the community than outside the community”

[19]. Much like in human society, on the web smaller communities tend to form where

each page is closely connected to a small number of other pages that are within the

same community. As well as illustrating emergence on the World Wide Web, this serves

to demonstrate that emergence in different domains follows similar patterns.

Emergence can also have detrimental effects in computer systems, since emergent prop-

erties are typically unplanned. Mogul classes such emergence as “emergent misbe-

haviour” [20]. The Ethernet capture effect, where a host can monopolise an Ethernet

channel by virtue of choosing the smallest random backoff out of the competing hosts,

is a classic example [20]. Modern Internet applications consisting of multiple servers

behind a load balancer present another scenario where emergent misbehaviour can oc-

cur [20]. Each of the components, i.e. the load balancer and servers, could be working

correctly, but their collective behaviour can result in issues such as the load balancer

overloading a server, or a server timing out during responses. Such faults in these

types of computer systems can be nearly impossible to predict prior to a system being

deployed. With an increase in parallel computing due to the proliferation of multi-core

processors and cloud computing, dealing with emergent misbehaviour has become a

key issue.

Computer systems also allow for the simulation of emergence from other environments.

Salesforce have used computer simulations to detect the emergence of “optimal” tax

policies in an economy with a central government and differently skilled workers [21].

The simulation allowed the government to adapt its taxation policy to the produc-

tivity of the workers, who in turn adapted their productivity to the new tax policy.

The equilibrium of tax policy/worker productivity that emerged was contrary to many

established taxation models but resulted in higher social welfare. This demonstrates

the applicability of emergence in computer-based economic modelling, and supports

the work done for this thesis. The emergence of language and communication between

cooperating agents is a prominent research area in computer simulated emergent envi-

ronments. A common framework problem for language emergence is a referential game,

where one agent sees one image from a finite set of images, and it has to communicate

what it has seen to another agent, who then attempts to guess which image in the set

has been seen [22]. Linguistic features such as capacity, bandwidth and composition
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can emerge from the interactions of the communicating agents [23].

The emergence of group dynamics in computer agents in simulations is also worth con-

sidering. While much of the literature concerns itself primarily with purely cooperative

environments, simulations that allow agents to choose between cooperation and com-

petition allow for a rich set of emergent behaviours. This area of research overlaps with

Game Theory and allows equilibria in non-trivial games to be examined, as traditional

approaches such as Nash equilibria become infeasible to compute otherwise. Social

dilemma games, which are matrix games that present incentives for players to mutu-

ally cooperate or individually defect, can be studied through the emergent behaviour

that arises from computer simulations of the games [24]. The emergence of conflict

and cooperation can be observed through these computer simulations. While currently

largely confined to toy scenarios, this line of research offers promise for more relevant

real-world research, including this thesis as the agents being modelled had the capacity

to cooperate and compete.

2.2 Engineering Emergence

Through the actions and interactions of individual entities in a system, emergence can

occur. Despite the premise that emergent behaviour is more than the sum of its parts,

this means that, in theory at least, it should be possible to design the micro-level

entities in such a way as to engineer emergent behaviour. This can take two forms:

engineering a system with a view to produce a specific emergent behaviour(s), or engi-

neering a system with the knowledge that it will lead to emergent behaviour without

having prior knowledge or assumptions of what that behaviour will be (general emer-

gent behaviour).

Specific emergent behaviour: By its very definition, emergent behaviour is unpre-

dictable and therefore difficult to determine from micro-level behaviour. This leads to

difficulty in engineering a system to create a specific emergent behaviour. Approaches

to this problem often take inspiration from nature. Consider the issue of detecting and

eliminating an intruder in a computer network. The detection follows the example of

the immune system, with different agents coordinating to locate the menace. When

the attacker is detected, the agents use the stigmergy paradigm, by leaving “digital

pheremones”, to alert other agents to the attacker’s location so the threat can be elim-
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inated [25]. By engineering the system to follow the rules of emergent natural systems,

the preferred emergent behaviour of threat detection and mitigation can occur. Swarm

robotics similarly take inspiration from nature for their emergent behaviour. Animal

systems like ant colonies and biological processes like morphogenesis provide the basis

on which such robotics systems are built [26]. By replicating the conditions that cause

emergence in nature, this approach to engineering emergence hopes to replicate the

emergent behaviour observed.

General emergent behaviour: Engineering a system with a view to observing the

emergent behaviour is a simpler and more common approach. It is the one used in

computer simulations and models such as the AI Economist [21] and social dilemmas

[24]. This approach takes advantage of the unpredictability of emergent behaviour,

and through an empirical approach attempts to learn what micro-level properties in-

duced the observed macro-level properties, without necessarily understanding the link

between the two. The focus in this case is less on how to engineer specific emergent

behaviour, but rather to ensure that emergent behaviour can occur given the initial

conditions and possible actions and interactions of individual entities. This is the ap-

proach taken by this work.

2.2.1 Detecting Emergence

Given how difficult emergence is to define, it is no surprise that conclusively detecting

it is likewise a challenge. Teo et al. [27] class emergence detection techniques into three

categories, which allow for the detection of emergence for a wide range of system types.

These are variable-based approaches, event-based approaches and grammar-based ap-

proaches.

Variable-based: These methods use a variable or set of variables to quantify emer-

gence. Changes in the value of the variable(s) determines the state of any emergent

behaviour. These methods often require a global view of the system in order to know

the value of the variable(s). A common variable-based approach is to use Shannon

entropy to measure order or lack thereof of a system with respect to certain variables.

Emergence can be seen as the presence of order, meaning if the entropy of the system

is decreasing, emergence can be said to be occurring [28].
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Event-based: These methods describe behaviour as a sequence of events. Chen et al.

describe two types of events, simple and complex events [29]. Simple events are agent

actions, or state transitions, while complex events can be simple events, or two inter-

related complex events. In this formulation emergent behaviour is the set of complex

events that are not themselves simple events. This precludes individual agent actions

from being emergent behaviour, but allows the culmination of actions from agents to

be emergent behaviour. This satisfies the definition of weak emergence.

Grammar-based: These methods use a formal grammar approach to define the

agents, environment and interactions. The behaviour produced in such a system is

therefore a language. Two languages are produced, one with words created by the

individual agents actions and another with words based on the interactions between

agents. The words in the second language not present in the first represent emergence,

as they are created solely by the behaviour of interacting agents and cannot be reduced

to single agent actions [27].

2.3 Reinforcement Learning

Reinforcement Learning (RL) involves an agent learning what to do in its environment.

The agent learns what actions to take in each situation, or state, in which it finds itself

in order to maximise the reward it receives. The action taken can influence not only the

immediate reward, but subsequent states and therefore subsequent rewards [30]. This

means that an agent needs to take the future into consideration when making decisions.

An RL problem is typically formulated as a Markov Decision Process (MDP). An MDP

consists of:

� S, a set of states that the environment can be in. Elements in this set have

the Markovian property (future states are independent of past states given the

present state)

� A, a set of actions that the agent can take

� R : S × A −→ R, a real-valued reward function
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� P : S × A × S −→ [0, 1], is a probability distribution that gives the probability

of transitioning to some state s′ after taking action a while in state s

� γ ∈ [0, 1], the discount factor, used to determine the importance of future rewards

In some problem settings, the agent cannot view the entire environment state. Instead,

they view an observation which contains less information than the entire state. This

type of MDP is known as a Partially Observable MDP (POMDP) [30]. A typical

example environment modelled as a POMDP is a side-scrolling video game where the

agent (player) can only see immediately in front of them, instead of seeing the entire

level. In addition to the elements of an MDP, POMDPs consists of

� Ω, a set of observations that an agent can see in place of seeing the state

� φ : S −→ Ω, a function that maps an environment state to an observation

At each timestep t the agent chooses its actions based on its policy, π : S −→ A. The

goal of RL is to learn the optimal policy π∗ that will maximise the total discounted

reward Rt =
∞∑
t=0

γtR(st, at). RL can be model-based, where the agent has access to a

model of the environment, or model-free, where it does not [30].

In order to learn π∗, the agent engages in prediction and control [30]. During prediction

the agent aims to learn the value vπ(s) of the policy it is following at each state it

encounters. The value of a policy at a state is

vπ(s) = R(s, π(s)) +
∞∑
t=1

γtR(st, π(st)) (2.1)

which simplifies to

vπ(s) = R(s, π(s)) + γ
∑

P (s, π(s), s′)vπ(s′) (2.2)

which establishes a recursive relationship in calculating state values. At each timestep

the agent updates its estimate of vπ based on the reward it receives. In order to improve

its policy, the agent engages in control. The two main ways of improving the policy

are policy iteration and value iteration [30]. In policy iteration after the agent learns

vπ, it evaluates

qπ(s, a) = R(s, a) + γ
∑

P (s, π(s), s′)vπ(s′) (2.3)
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for each a 6= π(a) for every state s ∈ S. If qπ(s, a) > vπ(s) then π(s) is updated to a.

The policy is being updated to greedily choose the best action. Eventually the policy

will converge to the optimal policy π∗, with the value function for each state being

optimal, yielding the Bellman equation

v∗(s) = R(s, π(s)) + γ
∑

P (s, π(s), s′)v∗(s′) (2.4)

Value iteration takes a similar approach, but instead of learning vπ until it converges to

its true value and then updating the policy, the policy is updated after each timestep.

Consider the greedy update of v from one timestep to the next

vt+1(s) = maxaR(s, a) + γ
∑

P (s, a, s′)vt(s
′) (2.5)

After one timestep the agent obtains a better estimate of v(s) for the state it just

experienced. By always choosing the action a that appears to maximise its total

discounted reward at time t, the agent learns the optimal value function v∗ and can

extract the optimal policy π∗ by acting greedily.

2.3.1 Q-Learning

In cases where the agent does not have access to a model of the environment, decisions

on what action to take are based on state-action values, rather than state values, i.e.

q(s, a) instead of v(s). This is because having a model allows the agent to look one

step ahead to determine the next reward via R(s, a) and thus the maximising action,

but without a model the lookahead cannot be accomplished. Q-Learning is a common

technique for model-free learning, which learns solely from experience [30]. The agent

keeps track of state-action values for every possible state-action pair, which it learns

from experience, and uses them to determine its policy. These state-action pairs are

updated according to the rule

Q(st, at)←− Q(st, at) + α[Rt+1 + γmaxaQ(st+1, a)−Q(st, at)] (2.6)

where st and at are the state and action at timestep t respectively, and α is the

learning rate, which controls how much a new experience changes the current estimate
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of Q(st, at).

An optimal policy can be extracted from the Q-values by choosing the a that yields

the greatest Q(st, a) for the current state. During learning, however, it is important

that all state-action pairs are visited sufficiently often to allow for accurate Q-values to

be learned. This is accomplished through exploration, i.e. by sometimes taking a non-

optimal action for the current state so that its corresponding Q-value can be updated.

A common exploration technique is ε-greedy, where the optimal action is taken with

probability 1−ε and a random action is taken with probability ε. Q-Learning is known

to converge to the optimal policy [31].

2.3.2 Deep Reinforcement Learning

In many RL problems, the state space is too large to store state or state-action values

for each possible state. Instead, a function can be used to approximate the state/state-

action values. Techniques from supervised machine learning such as artificial neural

networks and statistical curve fitting are used to approximate the value function [30].

With large state spaces most states that will be seen have never been seen before, so the

function used for approximation must be capable of generalising, based on similar states

it may have seen in the past. This avoids problems with dimensionality, but can lead

to a loss of convergence guarantees, especially with non-linear function approximation.

Deep Q-Network

Deep Q-Networks (DQN) [3] are one such function approximation technique. They take

deep neural networks and apply them to the RL problem. They have achieved human-

level control in domains such as Atari video games [3]. They use deep convolutional

networks to approximate Q-values when the state space has high dimensionality, such

as when the state is represented by images. Deep Q-Networks also use a technique

called experience replay, which is inspired by biology, to make better use of training

data.

In Deep Q-Networks the state-action value Q(s, a) is replaced with the state-action

value function Q(s, a; θ), where θ are the parameters of the neural network. The

architecture of the network consists of convolution layers with rectified linear units

(ReLu), followed by fully connected layers, also with ReLus. The input is an image,
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and the output is a vector with an index for each available action. The value of the

vector at a given index represents the Q-value of that action for the input state. Two

DQNs are used during training, Q with the parameters θ that is used to choose the

next action, and Q̂ with the paramaters θ− which is called the target network and is

used during gradient descent. At the start of training θ− = θ. The network is trained

using the following loss function [3]

Li(θi) = E(s,a,r,s′) U(D)[(r + γmaxa′Q̂(s′, a′; θ−i )−Q(s, a; θi))
2] (2.7)

During training, each experience tuple (s, a, s′, r) is added to the experience replay

buffer, which is a first-in-first-out buffer with a fixed size. The loss at each step is

calculated by randomly drawing a mini batch of experience tuples from the experience

replay buffer. The size of the mini batch is also a fixed size. This has been shown to

remove correlations in the observation sequence that could render DQNs unstable [3].

The parameters θ of Q are updated through gradient descent with the loss function,

while θ− is held fixed for a set number of timesteps. This has been shown to reduce

the divergent properties of DQNs and prevent oscillations [3]. After this set number

of timesteps, θ− is then updated with the current value of θ. Algorithm 1 gives the

algorithm for DQNs from Mnih et al.
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Algorithm 1: Deep Q-Learning with Experience Replay

Initialize replay memory D to capacity N

Initialize state-action-value function Q with random weights θ

Initialize target state-action-value function Q̂ with weights θ− = θ

for episode = 1, M do
Initialize sequence s1 = {x1} and preprocessed sequence φ1 = φ(s1)

for t = 1, T do
With probability ε select a random action at

otherwise select at = argmaxaQ(φ(st), a; θ)

Execute action at in emulator and observe reward rt and image xt+1

Set st+1 = st, at, xt+1 and preprocess φt+1 = φ(st+1)

Store transition (φt, at, rt, φt+1) in D

Sample random minibatch of transitions (φt, at, rt, φt+1) from D

Set

yj =

rj if episode terminates at step j + 1

rj + γmaxa′Q̂(φj+1, a
′; θ−) otherwise

Perform a gradient descent step on (yj −Q(φj, aj; θ))
2 with respect to

the network parameters θ

Every C steps reset Q̂ = Q

end

end

Techniques similar to DQNs have also found success in board games. Algorithms

combining deep RL with Monte-Carlo tree search has yielded agents capable of beating

world-class players in games such as Go and chess [4, 5, 32].

2.4 Multi-Agent Reinforcement Learning

Many problems involving learning agent behaviour take place in environments with

multiple agents, e.g. multiplayer games and stock trading. Multi-Agent Reinforcement

Learning (MARL) extends the techniques used in RL to the multi-agent setting, allow-

ing these new problems to be tackled. The presence of multiple agents increases the

difficulty of the problem. Whereas before an agent only needed to learn the dynamics

of the environment in order to achieve optimality, each agent must take into account
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the behaviour of other agents as well. This greatly increases the dimensionality of the

problem, as it in effect makes the environment more complicated for an agent to navi-

gate and learn in. Agents must also take into account the goals of other agents in order

to achieve its goal. The agents can be working towards the same goal, which leads to

cooperative MARL, their goals can be in conflict, which leads to competitive MARL,

or somewhere in between. This added complexity makes MARL a difficult problem to

solve.

The (PO)MDP model of RL can be extended to the multi-agent setting with the fol-

lowing additions:

� U : An, the set of joint actions of the n agents

� R : S × U −→ R an optional global reward function; each agent could instead

have its own reward function

� P : S × U × S −→ [0, 1], is a probability distribution that gives the probability

of transitioning to some state s′ after taking joint action u while in state s

In order for agents to learn within this framework, different strategies have been de-

veloped. Some of these deliberately ignore the presence of other agents, while others

aim to capture the full environment dynamics by modelling the other agents. Some

are geared towards cooperative scenarios, some competitive scenarios, and others still

can learn whether cooperation or competition is the best policy to learn.

2.4.1 Independent Q-Learning

Independent Q-Learning (IQL) extends basic Q-Learning to the multi-agent setting.

Each agent behaves as if it is the only agent in the environment, implicitly treating

the other agents as part of the environment’s dynamics [33]. Each agent maintains its

own Q-values that are determined solely by the environment state and possible actions,

and contain no information about other agents. IQL is therefore one of the simplest

MARL algorithms, as it essentially works like a single-agent algorithm. This allows for

scalability as the number of agents increases. However, the environment will appear

non-stationary to the agents as they treat each reward as being a function of the state

and their action, when in reality it is a function of the state and their joint actions.
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This ignorance leads to a violation of the properties that guarantee convergence in

Q-Learning. In practice, however, IQL is frequently effective [34].

IQL can also be used with DQN, creating Independent Deep Q-Networks (IDQN).

Q(s, a) is simply replaced with Q(s, a; θ) and the agent is trained as a DQN agent. As

with regular IQL, the issues with having a non-stationary environment persist. The

use of experience replay, particularly, can cause convergence problems as the agent is

reusing experiences that no longer apply due to the change in environment dynamics

caused by the presence of other agents.

2.4.2 Other Agent Modelling

Other Agent Modelling (OAM) addresses the main shortcoming of IQL, i.e. it takes

into account the existence of other agents. It does this by building a model of the

other agents in the environment. Joint Action Learning (JAL) is one such algorithm.

JAL agents store the frequency with which every other agent takes a given action in a

given state in order to be able to estimate their policies [35]. JAL is a fully-cooperative

algorithm used when all of the agents share the same reward function. The fictitious

play algorithm extends this idea to competitive games [35]. As the state and action

spaces grow, OAM algorithms suffer from the curse of dimensionality, as it becomes

infeasible to store Q-values for all of the possible combinations of states and actions.

2.4.3 Minimax

Minimax is a fully-competitive MARL algorithm. It assumes that the other agents are

adversarial, i.e. they work to minimise the agent’s reward. Rather than learn the true

policy of the other agents, an agent always behaves as though the goal of the other

agents is to minimise its reward. This makes the algorithm particulary useful for zero-

sum games [36], as this assumption applies to such games. The Minimax version of

Q-learning is known as Minimax-Q, and it replaces maximising over the agent action

with a minimax operation [36]. The policy function determines which action a to

choose by selecting the a that satisfies

maxamina−Q(s, a, a−) (2.8)



19

where a− is the joint-action of the other agents. Minimax-Q is known to converge to

game-theoretic optimal values [37].

2.4.4 Friend-or-Foe

Friend-or-Foe Q-learning (FFQ) is a mixed algorithm, i.e. it is neither fully-cooperative

nor fully-competitive. Agents can mark other agents as a “friend”, in which case they

are cooperative, or as a “foe”, in which case they are competitive. The action is chosen

in a manner similar to that in Minimax-Q. In fact, for “foes” it is identical to Equation

2.8, while for “friends” the minimise operator is replaced with a maximise operator

[38]

maxamaxa−Q(s, a, a−) (2.9)

This makes Friend-or-Foe useful in competitive team games, where an agent needs

to cooperate with its teammates but compete with the opposition. FFQ provides

convergence guarantees [38].

2.4.5 Nash-Q

Nash-Q is an algorithm inspired by Game Theory, specifically Nash equilibria. In a

game, a Nash equilibrium is said to occur when no player can improve its payout by

deviating from its current strategy [39], i.e.

Qi(s, π1(s), ..., πi(s), ..., πn) >= Qi(s, π1(s), ..., π
′
i(s), ..., πn) (2.10)

no agent i can change its policy from πi to π′i and improve its Q-value. Agents oper-

ating using Nash-Q use joint-action Q-values like Minimax-Q and Friend-or-Foe, i.e.

Q(s, a, a−). When choosing which action to take, agents choose the action that gives

a Nash equilibrium, and assume that the other agents do as well, i.e. according to

Q(s, πi(s), π
−(s)) (2.11)

where πi(s) gives the action that satifies the Nash equilibrium for agent i in state s,

and π−(s) gives the actions of the other agents that satisfy the Nash equilibrium. This

is in contrast to other algorithms that choose the action that maximises the agent’s
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rewards. In order to calculate the Nash equilibrium, each agent must learn Q-values for

every other agent. In zero-sum games Nash-Q becomes Minimax-Q, which guarantees

convergence [38].

2.5 Agent-Based Economic Models

Modelling has a long history in the study of economics. As in any field where modelling

is prevelant, economic models aim to describe the observed behaviour in the domain

so that causes and correlations can be derived. There exist two main types of models

in the field: theoretical and empirical [40]. Theoretical models aim to find qualitative

results about features of economics, such as predicting an increase in demand with a

decrease in the price of a good. Empirical models are used to quantitatively verify

the outcomes of theoretical models through mathematics, such as the equations in the

standard model of supply and demand which backs up the theoretical model’s hypoth-

esis. In order to be feasible to use, economic models often make many assumptions and

simplifications of what they are representing. In Nash equilibria, for example, agents

are assumed to be completely rational, when evidence from real-life suggests that peo-

ple and organisations do not always act rationally. Models of trade often ignore factors

such as tariffs, politics and other non-economic factors that influence consumption.

Despite this, modelling is a powerful tool for examining and explaining phenomena in

economics.

Agent-based modelling is a relatively new addition to the economic modelling land-

scape. Agent-based models can be thought of as an extension to empirical modelling.

Agent-based models consist of an environment with certain characteristics and con-

straints, and agents in the environment that are endowed with goals and behaviours.

Such models are typically created with software. Agents are able to interact with the

environment and/or each other in order to simulate the aspect of economic behaviour

being studied. Agent-based modelling allows economists to study more complex be-

haviour than standard empirical models [1]. Adding variables to a mathematical model

greatly increases its complexity and can make analytical solutions intractable, whereas

agent-based modelling can scale to a large number of agents while still providing re-

sults. Fewer assumptions can also be made with agent-based models, as the agents

and environment in which they exist can be programmed with arbitrarily complex fea-
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tures. This leads to more realistic models that can capture more of the true nature

of the economy. For these reasons Foley et al. argue that modern economics needs

agent-based modelling [1].

2.5.1 Agent-Based Modelling in Trade

Agent-based modelling has found a niche in trade modelling. Both the stock market

and international trade consist of traders, i.e. agents who interact with each other by

buying and selling goods. The non-linear behaviour that emerges is difficult to quantify

with mathematical models, and therefore suitable to analyse with agent-based models.

Modelling the Stock Market

The use of quantitative trading methods has taken off since the end of the 20th century,

when the digitisation of stock trading began. This lead to vast amounts of digital

trading data becoming available for analysis, which has lead to the prominence of

statistical models in trading. Agent-based models have also benefited from this increase

in data. Order book data, which contains information on completed trades on a given

exchange, enables models to run on real trading data.

In stock trading models, the different agents are endowed with trading strategies which

allows these strategies to be analysed by reviewing the behaviour that emerges as the

agents interact by buying and selling stocks. Panayi et al. use six different “realistic”

trading strategies for their agents [41], inspired by the work of Kirilenko et al. on the

Flash Crash in the US financial markets in 2010 [42]. These are:

� Intermediaries, who post bids and offers on a stock and try to make money from

the difference between the bid and offer prices

� High Frequency Traders, who act similar to intermediaries, but with higher trad-

ing activity and shorter hold periods

� Fundamental Buyers, who attempt to build a long position

� Fundamental Sellers, who attempt to build a short position

� Opportunistic Traders, who behave as intermediaries or fundamental traders de-

pending on the market
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� Small Traders, who engage in little trading activity

Agents can be imbued with a specific level of intelligence that allows them to use the

market conditions to make decisions. Souissi et al. use three types of agents with

differing levels of intelligence in their model [43]. These are zero intelligence traders

that trade randomly, fundamentalist traders that trade based on the fundamental value

of the asset which they determine via a random walk, and historical information traders

that compare the average short-term and long-term price of an asset to learn trends.

Agents can be used to model any trading strategy and examine its effects on metrics

such as profit and bid-ask spread.

As well as being used to study existing trade strategies, agent-based models can be

used to learn new trade strategies. Reinforcement Learning can give agents the ability

to learn and adapt from experience, so that they can learn optimal strategies for

trading in a particular market, or with a particular commodity. RL has been applied

extensively to the stock market trading problem. Deep RL with an ensemble trading

strategy that combines Proximal Policy Optimisation, Advantage Actor Critic and

Deep Deterministic Policy Gradient has been shown to outperform each respective

algorithm trained in isolation [44]. Each algorithm is better suited to learning different

market situations, and the ensemble approach allows the agent to benefit from this

diversity. Market making strategies, which involve a trader quoting a bid and an ask

on an asset simultaneously, can be learned using RL. A Q-learning approach to market

making was found to outperform the industry standard Avellaneda-Stoikov model [45].

A multi-agent DQN approach, with one agent learning when to sell, buy or hold,

and another learning at what price to execute these transactions, performed better

than baseline market making strategies of buy-and-hold and momentum investing [46].

Multi-agent approaches have also proved promising for standard stock trading, with

episode and policy sharing leading to a system that outperforms market averages and

supervised learning [47].

Modelling International Trade

Agent-based modelling has also proved useful for international trade. Theories such

as the Law of Comparative Advantage and the Heckscher-Ohlin model can be verified

empirically using agent simulations [48]. Dosi et al. present a multi-nation agent-based
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model for economic growth driven by international trade in [49]. Their model uses

a Schumpeterian engine of endogenous technological change, with demand based on

Keynesian economics. In the model each nation has companies in different industries

that produce goods according to their technological capabilities and compete with

each other in the international market. Companies are capable of learning from foreign

companies in the same industry. Trade occurs between the nations, and demand for

goods is generated by Keynesian-based functions. This model is handcrafted using

expert knowledge of economics in order to study the growth pattern of interdependent

economies. The simulation results show endogenously driven growth in income-per-

capita and GDP, as well as the formation of clubs among nations. Innovation and

imitation among firms leads to better performance. This study highlights the usefulness

of agent-based models for international trade. Static models are unable to replicate the

richness in behaviour that dynamic models can, which means that agent-based models

can allow a much wider range of data to be obtained from a single model [49].

Exporter premia, the notion that exporting firms do better than non-exporting firms, is

investigated in [50]. Agent-based modelling is used to determine where the advantage

comes from; are only larger, more successful firms able to enter the export market in

the first place, or is it from the act of exporting that they develop their advantage?

Agent-based modelling is also being used at the intersection of economics and climate

change [51]. Wolf et al. present an agent-based approach to modelling the interactions

of economic regions with the view to examining climate policy. This is another example

of the relevance and importance of moving from standard economic models to more

expressive agent-based models.

2.5.2 Agent-Based Modelling in Taxation

Tax policy, an important area of economic policy for governments, can also be studied

via agent-based modelling. Agents trained on collected data can be used to derive

optimal tax policies [52]. The agents are placed in an artificial economy, and a tax

policy search is performed over the simulation, allowing new policies to be found. The

policy derived from the model resulted in higher tax revenue than the policies in use by

governments. A comparable approach is taken in the AI Economist [21]. Reinforcement

Learning agents are used to simulate heterogeneous workers in the economy and a
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centralised government. The workers earn varying amounts of money according to their

skill level through trade and industry and are taxed according to the government’s tax

policy. The collected taxes are then redistributed to the agents in a manner inversely

proportional to their skill level. The workers adjust their behaviour and productivity

according to how they are taxed, and the government adjusts its tax policy according

to how much tax it collects. The result is a government that learns tax policies that

result in higher social welfare, equality and productivity than standard tax policies

such as the Saez tax formula and US Federal Income Tax Rules.

2.6 Summary

This chapter describes the relevant background research used for creating an agent-

based model of international trade using reinforcement learning. The topic of emer-

gence, its different forms and how it can be detected was discussed. Reinforcement

learning was introduced, with a focus on Q-learning for model-free learning. Rein-

forcement learning was extended to the multi-agent setting, with algorithms such as

IQL, Minimax and Friend-or-Foe being presented. These are the algorithms that are

used in the experiments as described in the Design chapter. Economic agent-based

modelling was then discussed to provide the context and reasoning behind the research

question. Links between the background research and this thesis were made through-

out.



Chapter 3

Design

This chapter describes the design of the MARL simulation of international trade. A

simplified model of international trade was represented as a POMDP. Four agents, each

representing a country, produced and consumed resources, and traded said resources

with each other. Multiple scenarios were modelled, with each scenario detailing a

different relationship between nations in terms of wealth and production ability. The

different MARL algorithms used by the agents for learning and acting are described,

as well as their architectures.

3.1 Simulation World

The simulation world consisted of four agents, each representing a nation, and an open

market in which the agents could trade resources with each other. For simplicity, trade

was assumed to be free, i.e. there were no tariffs on trade, and all agents used the

same currency. Each agent produced a certain amount of each resource per timestep

based on how much cash they had available, what percentage of their available cash

they spent on producing that resource and how much labour they had allocated to

producing that resource. At each timestep each agent also consumed a certain amount

of each resource if their inventory contained that resource. Agents could submit bids

to the market to buy and sell resources for cash, but only if they had enough cash or

inventory to meet their bid, e.g. an agent could not sell 2 units of a resource if it only

had 1 unit of that resource in its inventory.

25
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Figure 3.1: Simulation World

3.2 Partially Observable Markov Decision Process

A POMDP was chosen as the representation of the world of the international trade

simulation. This choice was appropriate as the aim was to create a simplified model

of real trade in order to make modelling feasible. Partial observability for agents was

chosen as in a real-world scenario nations do not have access to all of the information

that other nations have, giving each a unique view of the environment. The components

of the POMDP are described below.

3.2.1 State

The state st ∈ S of the environment at time t is comprised of the following:

� inventory of each resource for each nation

� available cash for each nation

� percentage of cash available for production for each resource for each nation

� amount of labour available for production for each resource for each nation

� level of demand for each resource for each nation

� level of production of each resource for each nation

� price for each resource for each nation for trade

� price for each resource for each nation for consumption

� open bids for trading resources between nations
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Each nation began an episode with a given level of inventory for each resource, so

specified by the scenario being simulated, that changed as resources were produced,

consumed and traded. Likewise, each nation started an episode with a given amount

of cash, which was used for production and trade. Production of each resource was

determined by Cobb-Douglas production functions of the form F ×Cα ×Lβ, where F

was the factor of production, C was the amount of cash used for production, L was

the amount of labour used for production and α and β were hyper-parameters that

controlled the returns to scale. Both α and β were set to 0.5 to give constant returns

to scale, i.e. doubling both the amount of cash and the amount of labour used in

production would double the amount produced. Consumption of each resource was

determined stochastically, using a Gaussian distribution with the mean and standard

deviation determined by the scenario being modelled. This was done to reflect the

non-stationary nature of real-world consumption.

At each timestep the inventory of each nation for each resource was increased by the

amount of that resource that is produced using their available cash and labour. The

inventory could also change based on trade, as described in Section 3.2.4. Likewise each

nation’s cash level decreased through production and increased from consumption, and

could also change from trade. The price of each resource for consumption for a nation

was fixed in a scenario, while the price used for trade was calculated as

M × consumption at last timestep

inventory
(3.1)

which was a supply/demand function where M ∈ R+ was different for each resource

to reflect their relative value, e.g. Mmedicine > Mgrain.

The four resources in the environment were grain, steel, wood and medicine. Grain

and wood represented labour intensive resources, while steel and medicine represented

capital intensive resources.

Observation

As the environment was being modelled using a POMDP, each agent i received an

observation φi(st) ∈ Ω at each timestep instead of viewing the full environment state.

The observation was a 20 × 16 × 2 tensor. In the first channel of the tensor every

four rows represented a resource. The first four rows represented grain, the next four
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steel, the next four wood and the next four medicine. For each resource, the first row

contained the inventory level of the resource for the agent, the second row the price of

the resource for trade for the agent, the third row the demand for the resource for the

agent and the fourth row the amount of the resource produced by the agent. The final

four rows represented cash levels of all four agents, with the first cash row the cash

level of agent 0, the second cash row the cash level of agent 1 and so on. Each column

represented a timestep, with column 15 being the t− 1, and column 0 t− 16. For ex-

ample at row 0 column 0 in the first channel was the agent’s inventory for grain at t−16.



0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 100

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0.2

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 20

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 30

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 50

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0.4

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 20

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 10

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 60

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0.5

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 30

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 20

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 100

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 100

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 30

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1000

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 750

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1000

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1000


Figure 3.2: Observation tensor first channel at t = 0, here the inventory for medicine
is 100 (row 16, column 15) and the demand is 100 (row 18, column 15), giving a price
of 1 (row 17, column 15). Agent 0 has 1000 cash, while agent 1 has 750 cash
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The second channel, which was the same for all agents, contained information about

open bids in the market. As described in Section 3.2.4, each agent had at most five bids

of one type (buying or selling) for each resource matched at each timestep. Therefore

this matrix contained information of at most five bids of one type for each agent for

each resource. Every five rows was for one agent, i.e. the first five rows were for agent

0, the next five for agent 1, and so on. Every four columns was for one resource. The

first four columns were four grain, the next four for steel, then wood, then medicine.

Within a block of four columns, the first column represented the quantity of the bid,

the next column the price, the next the agent ID (0, 1, 2 or 3) and the last whether the

bid was a buy or a sell, with 1 representing a buy and 0 a sell. This way agents were

able to take into account the likelihood of immediate profit from trade or the ability

to meet consumption by observing the state of the market.
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0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

200 0.5 1 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0


Figure 3.3: Observation tensor second channel, here agent 1 is selling 200 grain units
at a price of 0.5 (row 5, columns 0 - 3)

3.2.2 Actions

There are 25 possible actions for each agent, i.e. |A| = 25. Each action is represented

as an integer in {0, 1, 2, ..., 23, 24}. The action 0 is a “no-op” action, allowing the

agent to essentially skip a turn. Each of the remaining actions correspond to the agent

submitting a bid to the trading market. For each of the four resources, an agent can

buy or sell up to 3 “bid units” of the resource in a single bid at the price calculated

by Equation 3.1. The amount of units in a “bid unit” is a hyper-parameter of the

simulation. If the inventory for a resource is empty the price used is calculated as 1%

of the agent’s available cash, multiplied by the resources price modifier Mresource. The
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valid actions at each timestep are determined by the inventory and cash available to an

agent, i.e. an agent cannot sell more of a resource than it has, nor can it buy resources

costing more cash than it has.

Action Bid

0 No-Op

1 Sell 1 bid unit of grain

2 Sell 2 bid units of grain

3 Sell 3 bid units of grain

4 Sell 1 bid unit of steel

5 Sell 2 bid units of steel

6 Sell 3 bid units of steel

7 Sell 1 bid unit of wood

8 Sell 2 bid units of wood

9 Sell 3 bid units of wood

10 Sell 1 bid unit of medicine

11 Sell 2 bid units of medicine

12 Sell 3 bid units of medicine

13 Buy 1 bid unit of grain

14 Buy 2 bid units of grain

15 Buy 3 bid units of grain

16 Buy 1 bid unit of steel

17 Buy 2 bid units of steel

18 Buy 3 bid units of steel

19 Buy 1 bid unit of wood

20 Buy 2 bid units of wood

21 Buy 3 bid units of wood

22 Buy 1 bid unit of medicine

23 Buy 2 bid units of medicine

24 Buy 3 bid units of medicine

Table 3.1: Actions and corresponding bids
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3.2.3 Reward Function

The reward function chosen for this simulation needed to balance encouraging making

a profit from trade with meeting consumption demand. It was designed with the

following objectives in mind:

� reward profit from trade

� reward meeting consumption demand

The rationale for rewarding profit from trade and rewarding meeting consumption

follows from the conclusion that the main aim of trade is to either make a profit, or

obtain necessary resources. The full specification of the reward function is:

R(st, at) = p+ b (3.2)

where

� p = profit from trade at time t

� b = revenue from consumption at time t

3.2.4 Trade Market

The trade market operated as a peer-to-peer market inspired by [53], matching buying

and selling bids for the same resource together. Agents submitted at most one new

bid at each timestep, and the market matched bids between different agents at each

timestep. If a bid had not been matched after 100 timesteps, it was removed from the

market. If it was a buying bid, the cash value of the bid was returned to the agent.

If it was a selling bid, the resource quantity of the bid was returned to the agent’s

inventory.

Matches of bids in the market were attempted in random orders based on buy bid

prices. The randomness prevented any one agent from gaining an advantage in the

market by having its bids matched first consistently. Bids for a resource matched if

the buying price was greater than or equal to the selling price. If they were equal the

minimum quantity of the resource between the two bids was exchanged at the price of

the bids. If the buying price was greater, the minimum quantity of the resource between
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the two bids was again exchanged, but at the average of the two prices. The amount of

money saved by the buying agent was returned to them as profit. As implied earlier,

bids also did not need to be completely filled. For instance, if a selling bid matched

a buying bid but the selling bid consisted of 2 bid units of a resource and the buying

bid of 3 bid units, the selling bid would be matched completely and removed from the

market, but the buying bid would remain as a 1 bid unit bid afterwards.

Each agent could only have bids of one type (buying or selling) run in the market of

a specific resource at each timestep. The oldest existing bid was used to determine

the type. For example if an agent had three open bids for grain, one selling and two

buying, and the oldest bid was a buying bid, the market would attempt to match the

two buying bids. This was a limitation of the trading market library used. The types

of the used bids for different resources could be different, i.e. if an agent’s buying bids

were being used for grain, its selling bids could still be used for steel. Only the oldest

five bids of an agent of the oldest type were used in each market run, to make running

the market feasible given time constraints.

3.3 Algorithms

The three MARL algorithms used for the simulations were Deep-IQL, Minimax and

Friend-or-Foe.

3.3.1 Deep-IQL

Deep-IQL, where each agent acts as though unaware of the presence of other agents, was

used for the simulation. The neural network used to approximate Q(φ(s), a) consisted

of two convolution layers followed by three fully-connected layers. The first convolu-

tional layer took as input the observation, which was a 20× 16× 2 tensor. It consisted

of a 2 × 2 kernel and used a stride of 2 along its rows and 1 along its columns. The

output was a 10× 15× 16 tensor. The kernel and stride for the second convolutional

layer was the same as for the first. Its output was a 5×14×32 tensor. This tensor was

flattened into a vector of length 2240. The first fully-connected layer took this vector

as input and outputted a vector of length 560. The second fully-connected layer took

this vector as input and outputted a vector of length 140. The final fully-connected
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layer took this vector as input and outputted a vector of length 25, with the value

at each index corresponding to Q(φ(s), a), where a, the action, was also the index of

the vector used to get the corresponding observation-action value. Each layer had its

output put through a ReLu activation function. The cost function in Equation 2.7

was used to train the parameters. The parameters were trained using Adam, which is

state-of-the-art for parameter tuning [54]. The agent used the ε-greedy technique to

manage the exploration/exploitation trade-off. ε was decayed linearly during training

to increase exploitation of the learning that had taken place. A diagram of the full

architecture is shown in Figure 3.4.

Figure 3.4: Neural Network Architecture for Q(φ(s), a)

Deep-IQL was chosen as it was the simplest extension of single-agent RL to MARL.

It could give a good indication of how standard RL algorithms translate to the multi-

agent setting. It could also demonstrate how self-centred agents acted in a multi-

agent setting. Deep-IQL implicitly treats other agents as part of the environment, and

therefore cannot directly assign any meaning to the actions of other agents other than

as part of the environment dynamics. This would offer a good contrast to algorithms

that explicitly note actions of other agents as belonging to those agents outside of the

environment, with regards to the behaviour that emerges during learning.

3.3.2 Minimax

The Minimax agent kept a model of the other agents in the simulation. These models

were Deep-IQL agents, however their cost function was changed to learn how to min-
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imise the Q-value instead of maximise it. The models received the experience of the

Minimax agent for learning, and were trained to choose actions that would minimise

the Minimax agent’s reward. The neural network architecture of the Minimax agent

was almost identical to the IQL agent, except that after the output of the last con-

volutional layer was flattened into a vector, the three actions that the agent’s models

predicted after putting the agent’s observation through their DQNs were concatenated

onto the vector before it was put through the fully-connected layers. Minimax created

an agent that was pessimistic towards other agents, i.e. it expected other agents to

work to minimise its reward. This algorithm was chosen to mimic adversarial relation-

ships between all agents/nations, which could lead to protectionist policies. As it is

not uncommon for nations to take such a stance when it comes to international trade,

this algorithm seemed an appropriate choice.

3.3.3 Friend-or-Foe

The Friend-or-Foe agent was similar to the Minimax agent, except that its models

could either minimise or maximise the Q-values. If a model was set to maximise the

Q-value that agent was considered a “friend”. If it was set to minimise the Q-value

it was considered a “foe”. This allowed alliances to be mimicked between agents, by

having two agents treat each other as “friends”. The effect of inter-agent alliances

on the emergent behaviour could then be studied and reasoned about. Many trade

alliances have existed, such as the EU’s free trade bloc and NAFTA. Simulating such

alliances was pertinent in an international trade simulation.

3.4 Summary

This chapter described the design of the MARL international trade simulation. It

outlined the features of the environment in which the agents lived, as well as the

properties of the environment state. The mapping of the simulation world to a POMDP

was given in order to turn an agent-based model into a reinforcement learning problem.

The operation of the trading market, a crucial aspect of the simulation, was described.

The MARL algorithms that were implemented, IQL, Minimax and Friend-or-Foe, were

also discussed.



Chapter 4

Implementation

This chapter describes how the design in Chapter 3 was implemented. It describes and

explains the different libraries, modules and classes used to implement the simulation

and record results.

Figure 4.1: Simulation World Implementation

4.1 Environment

The environment was implemented using the OpenAI Gym toolkit [55]. The environ-

ment, TradeEnv, used the following methods to implement the environment interface:

� reset() - reset the environment for the start of a new episode

� step(joint action) - advance the environment one timestep ahead based on the

joint actions of the agents and return the next observation for each agent, their

rewards and determine if an episode has concluded early

36
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� create market observation() - create the matrix representing the bids in the mar-

ket that forms part of agents’ observations

� submit bid(agent id, item, price, quantity, is buying) - submit an agent’s bid to

the market

� create trade bids(agent id, agent action) - convert an agent’s action into a market

bid

TradeEnv contained four AllResourceState objects, one for each agent. This class

managed the environment dynamics for a single agent, such as resource production,

consumption and price-setting. AllResourceState contained the following methods:

� update state(profit from trade, inventory change, cash back from expired bids, ac-

tion) - update the agent’s state, generate its reward based on production, con-

sumption and the market run for the current timestep, and update the agent

specific part of the observation tensor.

� consume(resource) - use up some of a resource according to the demand function

for the agent and generate the appropriate reward using the reward function

� produce(resource) - use available cash to produce a resource and add it to the

inventory

� calculate price(resource) - calculate the trading price of a resource for the current

timestep

TradeEnv also used an instance of TradingMarket, described in Section 4.3, to fully

describe the environment state and implement its dynamics.

4.2 Agent

The Agent class described a basic IQL agent. The classes implementing the other

algorithms were all subclasses of Agent. The reactive agent, DummyAgent, used in

the two-agent simulations had the same API as Agent but only implemented the act()

method. The following methods of the Agent class were used to interface with the

environment:
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� act(observation) - choose an action, given an observation; the agent only chose

legal actions, i.e. it did not attempt to make bids its inventory and cash levels

could not fulfil

� store action result(reward, next observation) - store the last observation, action,

reward and next observation tuple in the experience replay buffer for learning

� learn() - run a batch of experiences sampled from the experience replay buffer

through an iteration of Adam for the agent’s DQN

� update target parameters() - copy the parameters from Q(φ(s), a) to Q̂(φ(s), a)

� decay epsilon() - decay the value of epsilon used for exploring

� get values for error(learning samples) - generate two vectors, one of current Q-

values and one of the reward and the next observation Q-value to tune the pa-

rameters of the DQN

� get ys for error(next observations, learning samples) - generate a vector of yi =

maxa′ri + γQ(φ(s′), a′) to be used for learning

The class ExperienceReplayBuffer implemented an experience replay buffer, which

stored previous experiences (a 4-tuple of observation, action, reward, next observa-

tion) and allowed them to be sampled. It contained two methods:

� add(experience) - add a new experience to the buffer

� sample(n) - sample n random experiences from the buffer

InteractingAgent, a subclass of Agent, was implemented to act as the immediate parent

of Agent subclasses that predicted other agents’ actions and used them to choose their

own actions. InteractingAgent maintains a model of each of the other agents. These

models are subclasses of the Agent class themselves, with the same API. The methods

it overrode/added were:

� act(observation) - now call act() on models of the other agents and feed that into

the DQN
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� get other agent actions(observation, is learning action) - get the predicted ac-

tions of other agents, saving them to their experience replay buffer if is learning action

is true.

� store action result(reward, next observation, other agent actions) - store a full

experience, now including the actual actions taken by the other agents

� learn() - call learn() for all of its models as well as doing its own learning

For the Friend-or-Foe MARL algorithm, InteractingAgent was subclassed to created

FriendOrFoeAgent, which had a parameter friend or foes that mapped every other

agent as either being a friend or a foe. For the Minimax algorithm InteractingAgent

was also subclassed to create MinimaxAgent, and it marked every other agent as a

foe. FriendOrFoeAgent and MinimaxAgent used the class FriendOrFoeModelAgent to

model the other agents in order to learn Q(φ(s), a, a−). FriendOrFoeModelAgent was

a subclass of Agent, with the following changes:

� get ys for error(next observations, learning samples) - use maxa′ or mina′ when

calculating yi = ri + γQ(φ(s′), a′) depending on whether the model is a friend or

foe.

� store action result(reward, next observation, action taken by real agent) - now also

store the actual action taken by the agent this model was attempting to emulate

for learning

4.2.1 Deep Q-Network

The Deep Q-Network used to approximate Q-values was implemented using PyTorch

[56]. PyTorch’s nn.Module class was subclassed to create the QFunction class. QFunc-

tion had instance variables for each layer. It also had the instance variable extra info.

extra info was used to store the predicted actions of other agents for the Minimax and

Friend-or-Foe agents. Its value was updated each time the function was run with the

current action predictions.
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4.3 Trading Market

The trading market was implemented using the software library PyMarket [57]. PyMar-

ket allowed the creation of a randomised peer-to-peer (P2P) trading market. The class

TradingMarket was created to implement the market that would be run by TradeEnv

during a call to TradeEnv ’s step() method. The methods of the TradingMarket were:

� add bid(item, quantity, price, user id, is buying) - add a new bid to the market,

described by the supplied parameters

� run market() - run the market using the current open bids. An instance of

PyMarket’s Market class is created for each resource. The five oldest bids for

each resource, as outlined in the Design chapter, are added to the resource’s

market. The PyMarket market is run, and the profits and inventory changes are

calculated.

� clear expired bids() - remove bids that have been in the market longer than the

maximum bid life; this is called at the end of each run market() call

4.4 Summary

This chapter described the implementation of the MARL simulation design. It outlined

the major aspects of the implementation, such as the environment and state objects,

agents, the Deep Q-Network and the trading market. The differences between the

implementations of the different MARL algorithms was highlighted. The third-party

libraries used, OpenAI’s gym, PyTorch and PyMarket, were also described.



Chapter 5

Evaluation

This chapter presents the results of the MARL international trade simulation. It begins

by outlining the evaluation objectives. The simulation hyper-parameters and machine

specifications of the experiments are then given. Next, it describes the two scenarios

that were simulated. Firstly, the results of a baseline simulation with two agents is given

to establish the learning ability of the IQL agent. Then an analysis and evaluation of

the results of the simulation with the three algorithms discussed in the Design chapter,

IQL, Minimax and Friend-of-Foe, is presented. The limitations of the experiments are

also discussed.

5.1 Evaluation Objectives

The aim of this dissertation was to establish the suitability of Multi-Agent Reinforce-

ment Learning for international trade modelling, through the appearance of emergent

behaviour in the simulation models. In order to evaluate this suitability, two evaluation

objectives were chosen:

1. Evaluate the suitability of IQL, Minimax and Friend-or-Foe as MARL algorithms

for modelling international trade

2. Evaluate if a MARL simulation results in the clear occurrence of emergent be-

haviour in an international trade model simulation

The results were to be evaluated using the following metrics:

41
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� Average reward per episode for each agent

� Average inventory level per episode for each agent

� Average cash level per episode for each agent

� Each agent’s policy in the last episode (actions chosen by an agent in a given

state/observation)

� Inventory levels for each agent in the last episode (used to identify state/observation

when assessing the agent policy)

� Cash levels for each agent in the last episode (used to identify state/observation

when assessing an agent’s policy)

� Trading partnerships in the last episode (amount of trade between two agents)

An important aspect of any Reinforcement Learning experiment is evaluating the suit-

ability of the chosen algorithms to the problem at hand. The metric used for this is

typically the reward. It is expected that the reward per timestep would increase over

time. For these experiments, the average reward per episode was used as the metric. As

the agents went through episodes, they should learn from their previous experiences,

and thus the average reward they received was expected to increase from one episode

to the next. However, given that agents were reliant on the actions of other agents

in order to maximise their reward through trade, the suitability of the algorithms was

also measured by directly examining the actions of the agents with respect to their

inventory and cash levels, i.e. their policies. For example, an agent with a low grain

inventory but plenty of cash and a surplus of the three other resources would be acting

optimally by attempting to buy grain. If other agents were not selling grain then the

agent’s reward would decrease as it would not be able to meet its demand for grain,

despite acting optimally. The average reward per episode, in concert with direct ex-

amination of actions and the inventory and cash levels in the last episode, was how the

first evaluation objective would be carried out.

The second evaluation objective is the main aim of this thesis, to see if MARL in-

ternational trade simulations can elicit emergent behaviour. Two simulation scenarios

were created for the experiments. Each scenario had an expected outcome based on
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the starting state of the environment. Emergence can therefore be measured by ex-

amining the difference between the expected outcome and the actual outcome. The

metrics used to measure the differences between the outcomes were the actions, and

inventory and cash levels, in the last episode of each simulation. This meant that

variable-based emergence detection was being used. Differences between expected and

actual behaviour could be observed by looking at an agent’s actions relative to its cash

and inventory. For example, an agent choosing the “no-op” action when it has a sur-

plus in its inventory is unexpected, and could be the result of emergent behaviour such

as a trade embargo with other agents. The level of trade was also used as a metric.

In this instance level of trade refers to the amount of import and export transactions

each agent had with every other agent for each resource. Trading relationships such as

trading blocs or embargoes could be gleaned from this data. Together these metrics

allowed for emergent behaviour to be measured and reasoned about.

Understanding how agents choose to act is at the heart of agent-based modelling. For

an international trade simulation, observing the circumstances under which agents en-

gage in certain types of trade can give an insight into the motivations and factors

affecting trade. The inventory and cash levels allow the different policies of the agents

to be examined in the context of international trade by highlighting the economic forces

at work in decision-making. The level of trade and implicit trading partnerships can

show how agents create relationships when trying to achieve their economic aims, and

how competition and cooperation emerge in international trade.

The simulation scenarios described in Section 5.4 were designed to help meet these

evaluation objectives. They were designed with simplicity in mind to allow the agents

the opportunity to learn, so that the learning abilities of the three algorithms could

be compared. As mentioned, each scenario also had an obvious, or expected outcome.

The deviation between this expected outcome and what actually occurred would al-

low for emergence to be observed, as by definition emergence is the unexpected or

unexplainable behaviour that occurred.

5.2 Simulation Hyper-Parameters

The following hyper-parameters were used during the simulation:
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Hyper-Parameter Value

number of agents 4

number of episodes 10

number of timesteps 10000

discount factor 0.99

learning rate 0.00025

starting ε 0.1

final ε 0.0001

number of steps to decay ε 10000

experience replay buffer size 10000

learning sample size 32

bid unit size 100

open bid time to live 100

grain price modifier 1

steel price modifier 5

wood price modifier 2.5

medicine price modifier 10

Table 5.1: Simulation Hyper-Parameters

5.3 Machine Specifications

The experiments were run on virtual machines (VMs) on Google Cloud. The VMs

were “e2-medium” machines, which had 2 vCPUs and 4GB of memory. The VMs ran

Ubuntu 16.04.7, and had 50GB of disk space. The VMs did not have GPUs. The

running time of each simulation is given below.
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Simulation Time (Hours:Minutes:Seconds)

Scenario One IQL 23:25:33

Scenario One Minimax 82:56:35

Scenario One Friend-or-Foe 84:24:39

Scenario Two IQL 24:33:52

Scenario Two Minimax 84:14:50

Scenario Two Friend-or-Foe 109:03:21

Total 408:38:50

Table 5.2: Simulation Running Times

5.4 Scenarios

Two different scenarios, which specify the starting conditions of an episode, were used

for the simulation. They were designed with the intention of allowing emergent be-

haviour to occur. Both scenarios were kept simple to aid modelling, but could easily

be extended in future work.

5.4.1 Scenario One: Autarky

Scenario One featured four agents with equal starting states. This scenario was de-

signed to make each nation/agent autarkic, i.e. self-sufficient. Each of the agents had

enough cash and labour at the beginning of an episode to produce enough of every

resource to meet the mean of the demand function. The revenue generated from con-

sumption was designed to cover the cost of production at each timestep. The immediate

assumption was that agents would learn to avoid trade, as they could satisfy demand

themselves. However, the reward function encouraged trade by rewarding profits, which

could lead to alternative strategies as the agents attempted to maximise their reward.

This uncertainty allowed for the potential of unexpected emergent behaviour, which

justified the scenario design. The values of the starting state properties are given in

the tables below.
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Resource % of Capital Labour

Grain 0.00001 100

Steel 0.00005 50

Wood 0.000025 100

Medicine 0.00020 10

Table 5.3: Scenario One: Production

Resource Consumption Rate: µ, σ Revenue per Unit Consumed

Grain 100, 25 0.05

Steel 158, 40 0.25

Wood 158, 40 0.125

Medicine 141, 35 1

Table 5.4: Scenario One: Consumption

Resource Inventory

Grain 1000

Steel 1000

Wood 1000

Medicine 1000

Cash 100000

Table 5.5: Scenario One: Inventory and Cash

5.4.2 Scenario Two: Rich and Poor

Scenario Two featured two rich nations/agents and two poor nations/agents. Scenario

Two was built on top of Scenario One. For rich nations the percentage of cash they

spent on producing capital intensive resources was doubled, while the percentage of

cash they spend on producing labour intensive resources was halved. The amount of

cash they started an episode with was also doubled. For poor agents the amount of

labour assigned to producing labour intensive resources was doubled, while the amount
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of labour assigned to producing capital intensive resources was halved. The amount

of cash they started an episode with was also halved. The aim of this scenario was

to create an unequal world which favoured the rich agents. The rich agents were in a

better position to trade as they had more cash, and were better placed to export high-

profit resources. The expectation was that rich agents would dominate the economy

by exporting to poor nations for profit. The justification for this scenario design was

that the world is an unequal place, and economic simulation must take into account

the disparities between the wealthy and the impoverished. This scenario was intended

to be more “real-world” than Scenario One. The values of the starting state properties

are given in the tables below.

Resource % of Capital Labour

Grain 0.000005 100

Steel 0.00010 50

Wood 0.0000125 100

Medicine 0.00040 10

Table 5.6: Scenario Two - Rich: Production

Resource Consumption Rate: µ, σ Revenue per Unit Consumed

Grain 100, 25 0.05

Steel 158, 40 0.25

Wood 158, 40 0.125

Medicine 141, 35 1

Table 5.7: Scenario Two - Rich: Consumption
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Resource Inventory

Grain 1000

Steel 1000

Wood 1000

Medicine 1000

Cash 200000

Table 5.8: Scenario Two - Rich: Inventory and Cash

Resource % of Capital Labour

Grain 0.00001 200

Steel 0.00005 25

Wood 0.000025 200

Medicine 0.00020 5

Table 5.9: Scenario Two - Poor: Production

Resource Consumption Rate: µ, σ Revenue per Unit Consumed

Grain 100, 25 0.05

Steel 158, 40 0.25

Wood 158, 40 0.125

Medicine 141, 35 1

Table 5.10: Scenario Two - Poor: Consumption

Resource Inventory

Grain 1000

Steel 1000

Wood 1000

Medicine 1000

Cash 50000

Table 5.11: Scenario Two - Poor: Inventory and Cash
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5.5 Two-Agent Baseline Simulation

In order to test the design of the POMDP and Deep Q-Network, a baseline simulation

was run with two agents. One of the agents, Agent 0, was an IQL agent, and the other,

Agent 1, was a hard-coded reactive agent. The reactive agent always sought to buy

resources. It would use the matrix from its observation that described the market, and

attempt to buy as much as possible of the resource for which it had the fewest open

bids. This would allow for the learning ability of the IQL agent to be easily examined.

One would expect that it would learn to sell its surplus resources. The simulation was

run for scenario one.

The average levels of inventory and cash for Agent 0 stayed consistent until episode

5, where there was a clear fall-off. This was replicated in the average rewards for the

agent (Figure 5.1). It is likely that during these episodes the demand functions took on

values in their upper-ranges, which led to the decrease in resources and cash. Agent 1’s

average inventory values for grain and medicine dipped around this period. Wood and

steel also reduced slightly (Figure 5.2). This is suggestive of increased trade between

the two agents. Agent 1’s cash levels remained pretty consistent throughout, suggesting

that Agent 0’s lack of cash somewhat limited the extent to which trade could occur.

The rewards do not show the consistent increase one normally desires in a reinforcement

learning agent. This can be explained by two factors. Firstly, hardware constraints

limited the length of time that the simulation could run for, giving agents less of a

chance to learn optimal policies. This, however, allowed for irrationality to creep into

agent decision making, perhaps giving a more “realistic” insight into the human decision

making that shapes international trade. Secondly, the pseudorandom, stochastic nature

of the environment meant that even if an agent acted completely optimally, they were

not guaranteed to receive a large reward as the environment’s dynamics could limit the

reward available to them.
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.1: Scenario One: Agent 0 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.2: Scenario One: Agent 1 Averages

In the final episode Agent 0 had no such issues with high demand. The majority of

its actions were to sell the maximum amount of grain it could, showing that it learned

to exploit its inventory surplus (Figure 5.3b). Agent 0 also attempted to buy grain

early on in the episode, suggesting that it hadn’t fully learned optimal behaviour at that

point, as Agent 1 was programmed not to export. It did eventually stop attempting

to import, showing that it was continuously learning.
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(a) Inventory and Cash (b) Actions

Figure 5.3: Scenario One: Agent 0 Last Episode

(a) Inventory and Cash (b) Actions

Figure 5.4: Scenario One: Agent 1 Last Episode

5.6 Simulation Results

The results of the full simulations, using the hyper-parameters and scenarios outlined

earlier, is given in the next two sections.
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5.6.1 Scenario One

IQL

This section presents the results of the IQL algorithm simulation for scenario one.

The average rewards of each agent followed the trends of their inventory and cash level.

This is unsurprising, as when an agent’s average inventory level is high they are able to

meet consumption demand, and subsequently their reward will be higher. Once again

oscillating rewards between episodes seems likely to be a by-product of the stochastic

nature of the demand functions, rather than an indication of an inability to learn. It

is worth reiterating here that more episodes, each with more steps, could help agents

to learn to maximise rewards even in disadvantageous episode environment dynamics.

Agent 0’s average inventory and cash levels started off low for the first two episodes,

rose until a plateau at episodes 3 and 4, followed by a crash at episode 5 (Figure 5.5).

It is likely that this caused the agent to learn the value of purchasing surplus resources

in order to meet consumption demand. The subsequent rise in levels and rewards also

suggests that the agent learned the value of exporting these surpluses when available.

Agent 1 experienced a number of booms and crashes (Figure 5.6). Due to repeated

crashes it is possible that this agent learned primarily to import in an attempt to

avoid crashes in the future. Agent 2’s average levels held reasonably steady until the

final episode, at which point it experienced a crash (Figure 5.7). This implies that

the agent’s past experiences may not have prepared it to deal with a crash. Agent

3 experienced low levels of inventory and cash for the first few episodes, after which

it existed in comparative prosperity until the final episode (Figure 5.8). This heavily

implies that it would learn to be reliant on imports. These inferences can be further

examined through looking at the emergent behaviour in the final episode.
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.5: IQL - Scenario One: Agent 0 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.6: IQL - Scenario One: Agent 1 Averages
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.7: IQL - Scenario One: Agent 2 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.8: IQL - Scenario One: Agent 3 Averages

The actions of Agent 0 in the final episode provide a mix of information. While we

may have expected the agent to have existed in autarky or primarily export, it clearly

attempted to import resources, primarily wood (Figure 5.9b). It did engage in exports,

engaging in 2002 export trades for grain (Table 5.12). This suggests that the agent

learned to sell a cheap, plentiful resource as this would be the easiest to offload. In

the context of the other agents, this makes sense. The other agents all suffered from
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cashflow problems, and would have been unable to afford other resources for large parts

of the episode. By attempting to buy resources Agent 0 could have been looking to

inject cash into the economy to drive production by other agents. This sort of bailout

behaviour is a direct consequence of the emergent patterns in the environment. Agent

1 primarily sought to import grain (Figure 5.10b). Its inventory levels for all resources

dropped quite quickly, while its cash levels oscillated wildly (Figure 5.10a). Given that

grain was the cheapest resource, Agent 1’s choice of imports was logical. It was likely

also the only resource it could afford for large parts of the episode. Agent 2’s and

Agent 3’s actions tell a similar story (Figures 5.11b, 5.12b). Agent 0 was the most

active trader, exporting large amounts of grain (Table 5.12). From this simulation

the main patterns and behaviours that emerged were Agent 0’s place as the primary

exporter, with the main export being grain. More surprising was its apparent attempts

to inject cash into the economy via imports. These attempts failed to due a lack of

resources owned by other agents, but its attempts are worth noting. In the short-term

Agent 0 had nothing to gain from buying resources it already had, but long-term the

increase in capital across other agents would lead to more production and more internal

consumption demands being met. This would further increase the other agents’ cash

stores, allowing Agent 0 to increase its exports. This is a good example of the type of

unexpected emergent behaviour that these simulation are attempting to find, and can

be considered an example of weak emergence.

(a) Inventory and Cash (b) Actions

Figure 5.9: IQL - Scenario One: Agent 0 Last Episode
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Resource Agent 1 Agent 2 Agent 3

grain 1190 297 515

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.12: IQL - Scenario One: Agent 0 Last Episode Export Trades

Resource Agent 1 Agent 2 Agent 3

grain 0 0 0

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.13: IQL - Scenario One: Agent 0 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.10: IQL - Scenario One: Agent 1 Last Episode
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Resource Agent 0 Agent 2 Agent 3

grain 0 7 46

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.14: IQL - Scenario One: Agent 1 Last Episode Export Trades

Resource Agent 0 Agent 2 Agent 3

grain 1190 14 0

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.15: IQL - Scenario One: Agent 1 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.11: IQL - Scenario One: Agent 2 Last Episode
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Resource Agent 0 Agent 1 Agent 3

grain 0 14 4

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.16: IQL - Scenario One: Agent 2 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 3

grain 297 7 0

steel 0 0 0

wood 0 0 4

medicine 0 0 0

Table 5.17: IQL - Scenario One: Agent 2 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.12: IQL - Scenario One: Agent 3 Last Episode
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Resource Agent 0 Agent 1 Agent 2

grain 0 0 0

steel 0 0 0

wood 0 0 4

medicine 0 0 0

Table 5.18: IQL - Scenario One: Agent 3 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 2

grain 515 46 4

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.19: IQL - Scenario One: Agent 3 Last Episode Import Trades

Minimax

This section presents the results of the Minimax algorithm simulation for scenario one.

As for IQL, the trends of the agents’ average rewards followed the trends of their cash

and inventory levels. Agent 0 suffered through three crashes during training in episodes

1, 3 and 8, while also experiencing booms in episode 0, 4 and 6 (Figure 5.13). This

would likely have given it access to a wide and varied range of experiences, enabling

it to react to any circumstance in the future. Apart from in the first episode, Agent

1 largely managed to avoid any crashes until the final episode (Figure 5.14). This

prosperity could potentially have prevented the agent from learning how to react in

a crash. Agent 2’s inventory and cash levels were comparatively steady from episode

1 onwards, and despite a trend downwards in episode 7 the average reward for that

episode actually increased (Figure 5.15). This demonstrates that the agent was able to

learn how to take advantage of its circumstances to maximise its reward. The average

values of Agent 3 also demonstrated the learning ability of the agents. Despite its

average cash and inventory remaining low in both episodes 6 and 7, the reward in

episode 7 increased (Figure 5.16). The average reward for episode 6 was also higher

than the average reward for episode 4, which was the crash that preceded it. This
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shows the average reward increasing from crash to crash, demonstrating how the agent

learned how to handle crashes in a more rewarding fashion. The results from the final

episode can give more detail into what was learned by the agents.

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.13: Minimax - Scenario One: Agent 0 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.14: Minimax - Scenario One: Agent 1 Averages
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.15: Minimax - Scenario One: Agent 2 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.16: Minimax - Scenario One: Agent 3 Averages

Agent 0 spent a lot of its time trying to sell resources, particularly grain and steel

(Figure 5.17b). It succeeded, and exported large amounts of both grain and especially

steel (Table 5.20). It developed a trading relationship with Agent 2, exporting most

resources to that agent. This demonstrates that the agent learned to export surplus

resources in order to make a profit and increase its reward. Agent 0 also imported

a significant amount of resources, mainly grain and steel (Table 5.21). Agent 3 was
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its main trading partner for imports. Its trading strategy shifted from importing to

exporting as the episode went on. This suggests that Agent 0 was trying to guaran-

tee that it could meet consumption demand before seeking profit from trade. Given

that the agent had experienced a lack of resources in previous episodes, this could

be considered a prudent approach. This demonstrates how the agent learned from

its experiences. Agent 1 quickly lost its resources and cash, presumably from high

consumption demand (Figure 5.18a). Its actions reflect this, as it primarily sought

to either do nothing, or import grain (Figure 5.18b). It is likely that it chose to do

nothing when it did not have enough cash to buy resources. Agent 1’s trades mainly

consisted of grain imports, which would have been the cheapest resource it could buy

(Tables 5.22, 5.23). Again, this is indicative of the learning ability of the agent as it

learned to attempt to buy the cheapest resource when all of its resources were scarce.

Agent 2’s cash and inventory levels followed a similar trajectory to Agent 0’s (Figure

5.19a). Its actions were slightly different, however. It similarly chose to sell primarily

grain, but it also attempted to export medicine frequently (Figure 5.19b). Medicine

was the most valuable resource, and thus resulted in the highest profits when ex-

ported. Agent 2 exported medicine 711 times to Agent 3 (Table 5.24). Agent 2 learned

medicine’s value and sought to maximise its profits through its exports of the resource.

Like Agent 0, Agent 2 also imported resources it seemingly did not need (Table 5.25).

This suggests a trend caused by the Minimax algorithm. It is possible that Minimax

caused agents to expect little success from exporting, and that they tried to compen-

sate by importing excess resources in a bid to leave other agents in a position where

they needed to reimported those resources. Agent 2 conducted a lot of trade with all

three of the other agents, primarily exporting to Agents 1 and 3, while primarily im-

porting from Agents 0 and 3. Agent 3’s inventory and cash again compared to Agents

0 and 2. Its actions were markedly different, however (see Figure 5.20b). It sought

primarily to take advantage of its excess resources by selling, with much less emphasis

on importing than Agents 0 and 2. It engaged in 3449 export trades, compared to 2161

import trades (Tables 5.26, 5.27).

Much more trade occurred for scenario one using the Minimax algorithm than

when using the IQL algorithm. While this could partially be explained by the fact

that fewer agents exhausted their cash during Minimax’s last episode than IQL’s, it
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was still unexpected. Giving that scenario one was designed to allow autarky, and that

each agent acted as thought the other agents were attempting to minimise its reward,

the expectation was that little trading would occur. Agents would not expect other

agents to import from them as that would increase their reward. Agents 0, 2 and 3 also

had little to gain from importing, which makes their decisions to do so surprising. A

potential explanation is that they were attempting to reduce the amount of resources

owned by other agents, forcing them into reimporting the resources in the future. This

is emergent behaviour, as it is unexpected given the starting conditions of the episode.

It is not clearly explainable either, potentially making it strong emergent behaviour.

(a) Inventory and Cash (b) Actions

Figure 5.17: Minimax - Scenario One: Agent 0 Last Episode

Resource Agent 1 Agent 2 Agent 3

grain 298 165 141

steel 7 823 217

wood 0 109 0

medicine 0 0 232

Table 5.20: Minimax - Scenario One: Agent 0 Last Episode Export Trades
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Resource Agent 1 Agent 2 Agent 3

grain 18 723 645

steel 0 1 811

wood 4 0 0

medicine 0 9 0

Table 5.21: Minimax - Scenario One: Agent 0 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.18: Minimax - Scenario One: Agent 1 Last Episode

Resource Agent 0 Agent 2 Agent 3

grain 18 13 0

steel 0 0 0

wood 4 2 0

medicine 0 0 0

Table 5.22: Minimax - Scenario One: Agent 1 Last Episode Export Trades
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Resource Agent 0 Agent 2 Agent 3

grain 298 1455 659

steel 7 0 0

wood 0 0 0

medicine 0 1 0

Table 5.23: Minimax - Scenario One: Agent 1 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.19: Minimax - Scenario One: Agent 2 Last Episode

Resource Agent 0 Agent 1 Agent 3

grain 723 1455 860

steel 1 0 0

wood 0 0 0

medicine 9 1 711

Table 5.24: Minimax - Scenario One: Agent 2 Last Episode Export Trades
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Resource Agent 0 Agent 1 Agent 3

grain 165 13 558

steel 823 0 261

wood 109 2 515

medicine 0 0 0

Table 5.25: Minimax - Scenario One: Agent 2 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.20: Minimax - Scenario One: Agent 3 Last Episode

Resource Agent 0 Agent 1 Agent 2

grain 645 659 558

steel 811 0 261

wood 0 0 515

medicine 0 0 0

Table 5.26: Minimax - Scenario One: Agent 3 Last Episode Export Trades
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Resource Agent 0 Agent 1 Agent 2

grain 141 0 860

steel 217 0 0

wood 0 0 0

medicine 232 0 711

Table 5.27: Minimax - Scenario One: Agent 3 Last Episode Import Trades

Friend-or-Foe

This section presents the results of the Friend-or-Foe algorithm simulation for scenario

one. In this simulation Agents 0 and 1 regarded each other as friends, and both regarded

Agents 2 and 3 as foes. Likewise Agents 2 and 3 regarded each other as friends, while

they regarded Agents 0 and 1 as foes.

As has been established from the previous two simulations, the average reward for the

agents follows the same trend as the average inventory and cash levels. All four agents

experienced crashes and subsequent recoveries. This variety in experiences allowed

them to learn how to act in a wide range of circumstances.

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.21: Friend-or-Foe - Scenario One: Agent 0 Averages
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.22: Friend-or-Foe - Scenario One: Agent 1 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.23: Friend-or-Foe - Scenario One: Agent 2 Averages
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.24: Friend-or-Foe - Scenario One: Agent 3 Averages

The last episode of this simulation differed from the other algorithms’ simulations

for scenario one in that all agents experienced continual rises in both cash and inven-

tory throughout the episode (Figures 5.25a, 5.26a, 5.27a, 5.28a). This could be partly

explained by the agents having been “lucky”, and not facing high levels of consumption

demand that would have eroded their ability to trade and force them into putting all of

their cash into production. Alternatively, it is possible that as each agent had a friend,

they learned to cooperate to aid each other. Agent 0 primarily attempted to export

resources, especially medicine, as seen in Figure 5.25b. As this was the most expensive,

and therefore most profitable resource, this is an example of optimal behaviour being

learned. As every agent had a large supply of cash throughout the episode they could

all afford to import medicine, giving further credence to the optimality of Agent 0’s

behaviour. Table 5.28 shows us how medicine was by far Agent 0’s main export. Per-

haps surprisingly, Agent 0’s main trading partner was not its friend Agent 1. Instead

it primarily exported to Agent 2 and primarily imported from Agent 3. Agent 1 pri-

marily sought to buy resources (see Figure 5.26b) despite possessing surplus resources.

Agent 1 experienced low average levels of resources in episodes 0, 1, 4 and 6 as shown

in Figure 5.22, so it likely learned to buy resources when possible. Like Agent 0, Agent

1 exported a lot of medicine to Agent 2 (Table 5.30). This perhaps showed how these

two agents exploited Agent 2’s slow start to the episode. In Figure 5.26a we can see

that Agent 2 took until about timestep 2000 to begin seeing growth, compared to the
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other three agents whose growth started earlier. The Friend-or-Foe algorithm would

have made Agents 0 and 1 believe that Agent 2 would offer them little opportunity to

increase their reward. Therefore when presented with such an opportunity of increasing

their reward by exporting medicine to Agent 2, they took full advantage. Agent 3 also

exported medicine to Agent 2, but it did not engage in as many trades, as can be seen

in Agent 2’s import trades in Table 5.33. Agent 3 exported more than it imported (see

Tables 5.34 and 5.35). It traded primarily with Agents 0 and 1. The Friend-or-Foe

algorithm did not produce trade alliances among friends as was expected, but it did

show how agents could take advantage of the weakness in position of a foe, as illus-

trated from Agents 0 and 1’s exporting of medicine to Agent 2. Clearly Friend-or-Foe

is capable of learning to act optimally, and at times ruthlessly. The unexpected na-

ture of the trade relationships between friends and foes can be classified as emergent

behaviour. The more obvious expectation from the algorithm was that friends would

expect to be able to export to each other to maximise their reward, but instead that

is what foes have done. This is an instance of weak emergence as it was unexpected,

but explainable.

(a) Inventory and Cash (b) Actions

Figure 5.25: Friend-or-Foe - Scenario One: Agent 0 Last Episode
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Resource Agent 1 Agent 2 Agent 3

grain 214 6 307

steel 44 0 1

wood 159 192 448

medicine 88 1005 3

Table 5.28: Friend-or-Foe - Scenario One: Agent 0 Last Episode Export Trades

Resource Agent 1 Agent 2 Agent 3

grain 347 62 854

steel 0 0 643

wood 0 0 0

medicine 231 1 130

Table 5.29: Friend-or-Foe - Scenario One: Agent 0 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.26: Friend-or-Foe - Scenario One: Agent 1 Last Episode
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Resource Agent 0 Agent 2 Agent 3

grain 347 17 327

steel 0 0 0

wood 0 67 760

medicine 231 1574 9

Table 5.30: Friend-or-Foe - Scenario One: Agent 1 Last Episode Export Trades

Resource Agent 0 Agent 2 Agent 3

grain 214 97 220

steel 44 0 461

wood 159 0 0

medicine 88 0 42

Table 5.31: Friend-or-Foe - Scenario One: Agent 1 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.27: Friend-or-Foe - Scenario One: Agent 2 Last Episode
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Resource Agent 0 Agent 1 Agent 3

grain 62 97 190

steel 0 0 0

wood 0 0 1

medicine 1 0 0

Table 5.32: Friend-or-Foe - Scenario One: Agent 2 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 3

grain 6 17 3

steel 0 0 430

wood 192 67 0

medicine 1005 1574 475

Table 5.33: Friend-or-Foe - Scenario One: Agent 2 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.28: Friend-or-Foe - Scenario One: Agent 3 Last Episode
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Resource Agent 0 Agent 1 Agent 2

grain 854 220 3

steel 643 461 430

wood 0 0 0

medicine 130 42 475

Table 5.34: Friend-or-Foe - Scenario One: Agent 3 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 2

grain 307 327 190

steel 1 0 0

wood 448 760 1

medicine 3 9 0

Table 5.35: Friend-or-Foe - Scenario One: Agent 3 Last Episode Import Trades

5.6.2 Scenario Two

IQL

This section presents the results of the IQL algorithm simulation for scenario two.

The average inventory and cash levels of the agents reflect the dynamics of scenario

two. Agents 0 and 1 have higher levels of steel and medicine, which are capital intensive

resources, than they do of grain and wood (see Figures 5.29, 5.30). Conversely Agents

2 and 3 have higher levels of the labour intensive grain and wood than they do of

steel and medicine (see Figures 5.31, 5.32). Neither Agent 0 or 1 experienced a crash

during learning, demonstrating how the superior wealth of these agents kept them

economically healthy. Their average rewards were also consistently high for all of the

episodes. Both Agent 2 and Agent 3 experienced crashes. It was not until episode 8

that Agent 2 experienced meaningful economic prosperity. It had a minor improvement

prior to that in episode 5, which is also reflected in its average reward for that episode.

Agent 3 started off poorly in episode 0, but gradually managed to establish consistency

of prosperity thereafter. As Agents 0 and 1 never experienced shortfalls in resources,

they likely learned that they could comfortably meet consumption without importing,
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while also profiting from exportation. Agents 2 and 3 would likely have learned the

importance of building up a strong inventory in order to meet demand for as long as

possible.

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.29: IQL - Scenario Two: Agent 0 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.30: IQL - Scenario Two: Agent 1 Averages



76

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.31: IQL - Scenario Two: Agent 2 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.32: IQL - Scenario Two: Agent 3 Averages

The last episode shows some surprising results, based on what the agents were

expected to have learned from their average cash, inventory and rewards. Agent 0

sought only to export steel, while attempting to import every resource (Figure 5.33b).

This was despite the fact that its inventory was continuously growing from production

(Figure 5.33a). Agent 1 attempted to buy and sell every resource despite being in a

similar position (Figure 5.34b). These actions are not easily explainable. Agents 2
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and 3, the poor agents, concentrated their export bids on grain, while making import

bids on every resource, although Agent 3 did not attempt to import medicine (Fig-

ures 5.35b, 5.36b). Both of these agents experienced inventory growth during the last

episode (Figures 5.35a, 5.36a), which demonstrates that their eagerness to import was

learned behaviour from previous episodes when they were less prosperous. Agents 0

and 1 traded primarily with each other (see Tables 5.36, 5.37, 5.38, 5.39). Agent 1 was

also Agent 2’s primary trading partner (Tables 5.40, 5.41), while Agent 2 was Agent

3’s main trading partner (Tables 5.42, 5.43).

It is clear that Agents 2 and 3 learned from experience, as they attempted to import

cheap resources of which they already had a surplus as a precautionary measure to

avoid the crashes they had experienced. Less obvious is the cause of Agents 0 and 1’s

behaviour, primarily Agent 1. Agent 0’s decision to only export steel is puzzling. As

steel was a capital intensive resource worth more than grain and wood it is understand-

able why it sought to export it instead of them. However, medicine was also a capital

intensive good, which had an even higher value than steel. Agent 1’s decision to make

import bids for every resource is even more confusing. These unexplainable behaviours

are examples of strong emergence, as they cannot be explained by the properties of the

agents, nor the properties of the environment.

(a) Inventory and Cash (b) Actions

Figure 5.33: IQL - Scenario Two: Agent 0 Last Episode
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Resource Agent 1 Agent 2 Agent 3

grain 0 0 0

steel 898 1838 0

wood 0 0 0

medicine 0 0 0

Table 5.36: IQL - Scenario Two: Agent 0 Last Episode Export Trades

Resource Agent 1 Agent 2 Agent 3

grain 142 211 205

steel 215 0 0

wood 392 0 191

medicine 746 0 0

Table 5.37: IQL - Scenario Two: Agent 0 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.34: IQL - Scenario Two: Agent 1 Last Episode
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Resource Agent 0 Agent 2 Agent 3

grain 142 171 23

steel 215 774 0

wood 392 28 15

medicine 746 388 0

Table 5.38: IQL - Scenario Two: Agent 1 Last Episode Export Trades

Resource Agent 0 Agent 2 Agent 3

grain 0 258 299

steel 898 0 0

wood 0 0 0

medicine 0 0 0

Table 5.39: IQL - Scenario Two: Agent 1 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.35: IQL - Scenario Two: Agent 2 Last Episode
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Resource Agent 0 Agent 1 Agent 3

grain 211 258 749

steel 0 0 0

wood 0 0 0

medicine 0 0 0

Table 5.40: IQL - Scenario Two: Agent 2 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 3

grain 0 171 710

steel 1838 774 0

wood 0 28 0

medicine 0 388 159

Table 5.41: IQL - Scenario Two: Agent 2 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.36: IQL - Scenario Two: Agent 3 Last Episode
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Resource Agent 0 Agent 1 Agent 2

grain 205 299 710

steel 0 0 0

wood 191 0 0

medicine 0 0 159

Table 5.42: IQL - Scenario Two: Agent 3 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 2

grain 0 23 749

steel 0 0 0

wood 0 15 0

medicine 0 0 0

Table 5.43: IQL - Scenario Two: Agent 3 Last Episode Import Trades

Minimax

This section presents the results of the Minimax algorithm simulation for scenario two.

The average cash, inventory and rewards for this simulation were similar to that of IQL

in scenario two, in that Agents 0 and 1, the rich agents, were consistent throughout the

episodes (see Figures 5.37, 5.38), while Agents 2 and 3, the poor agents, were far more

volatile (see Figures 5.39, 5.40). Again, one would expect that Agents 0 and 1 learned

to export their surplus resources for profit. Both Agents 2 and 3 experienced crashes,

suggesting that they might have learned mitigating measures such as importing early

in an episode, or importing when they have a surplus of resources as a precaution.
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.37: Minimax - Scenario Two: Agent 0 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.38: Minimax - Scenario Two: Agent 1 Averages
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.39: Minimax - Scenario Two: Agent 2 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.40: Minimax - Scenario Two: Agent 3 Averages

Agent 0 enjoyed sustained growth throughout the last episode (Figure 5.41a), as

did Agents 1 and 3, apart from a brief drop in cash levels at the start of the episode

(see Figures 5.42a, 5.44a). Agent 2’s economic position was far more mercurial. Its

cash levels oscillated wildly, and the levels of wood, steel and medicine were consis-

tently low. Its grain level was also low until around timestep 5000 and which point it

experienced unstable growth in its grain levels (Figure 5.43a).
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Unsurprisingly, Agent 0 had more export trades than import trades. It primarily ex-

ported grain, but did also export medicine (Table 5.44). It exported a lot of grain to

Agent 2. As grain is the cheapest resource it follows that it was the one that Agent

2 could most easily import, and indeed was Agent 2’s primary import (Table 5.49).

Perhaps surprisingly, Agent 0 attempted to import, and indeed did import a significant

amount of resources, primarily from Agent 1 (Table 5.45). Agents 0 and 1 engaged in

the most trade, likely owing to their status as rich agents. Agent 1 took advantage

of this position by making the most export trades, including 916 export trades of the

most lucrative resource, medicine (Table 5.46), while making comparatively few import

trades, despite attempting to import frequently (Figure 5.42b). Agent 2, unsurpris-

ingly, exported very little (Table 5.48). It did attempt to export with some frequency

(Figure 5.43b), but due to its low inventory levels its prices were likely too high for

the other agents. When it could afford to it imported, and it primarily imported grain

and wood (Table 5.49), the cheapest resources which were likely the only ones it could

afford a lot of the time. Agent 3 did not trade much, despite developing a surplus in

resources (Figure 5.44a). It primarily sought to import, however (see Figure 5.44b),

demonstrating that it learned to import when possible to avoid future crashes caused

by an inadequate supply of resources to meet consumption demand.

The decisions to import by Agents 0 and 1 were unexpected. There is no clear reason

for them to have learned this behaviour. One possible explanation is that their expe-

riences taught them that frequent trade of any sort in the economy is beneficial in the

long term. This type of behaviour is strong emergence, as it has no clear explanation.

It is this type of behaviour that can prove most useful from the simulation, and it offers

a look into the unpredictability of international trade.
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(a) Inventory and Cash (b) Actions

Figure 5.41: Minimax - Scenario Two: Agent 0 Last Episode

Resource Agent 1 Agent 2 Agent 3

grain 573 1098 12

steel 0 0 0

wood 0 0 0

medicine 153 3 245

Table 5.44: Minimax - Scenario Two: Agent 0 Last Episode Export Trades

Resource Agent 1 Agent 2 Agent 3

grain 0 4 3

steel 604 0 0

wood 96 0 242

medicine 339 0 0

Table 5.45: Minimax - Scenario Two: Agent 0 Last Episode Import Trades
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(a) Inventory and Cash (b) Actions

Figure 5.42: Minimax - Scenario Two: Agent 1 Last Episode

Resource Agent 0 Agent 2 Agent 3

grain 0 0 0

steel 604 128 2

wood 96 861 157

medicine 339 10 567

Table 5.46: Minimax - Scenario Two: Agent 1 Last Episode Export Trades

Resource Agent 0 Agent 2 Agent 3

grain 573 0 1

steel 0 0 0

wood 0 0 7

medicine 153 0 0

Table 5.47: Minimax - Scenario Two: Agent 1 Last Episode Import Trades
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(a) Inventory and Cash (b) Actions

Figure 5.43: Minimax - Scenario Two: Agent 2 Last Episode

Resource Agent 0 Agent 1 Agent 3

grain 4 0 5

steel 0 0 0

wood 0 0 6

medicine 0 0 0

Table 5.48: Minimax - Scenario Two: Agent 2 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 3

grain 1098 0 0

steel 0 128 0

wood 0 861 118

medicine 3 10 0

Table 5.49: Minimax - Scenario Two: Agent 2 Last Episode Import Trades
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(a) Inventory and Cash (b) Actions

Figure 5.44: Minimax - Scenario Two: Agent 3 Last Episode

Resource Agent 0 Agent 1 Agent 2

grain 3 1 0

steel 0 0 0

wood 242 7 118

medicine 0 0 0

Table 5.50: Minimax - Scenario Two: Agent 3 Last Episode Export Trades

Resource Agent 0 Agent 1 Agent 2

grain 12 0 5

steel 0 2 0

wood 0 157 6

medicine 245 567 0

Table 5.51: Minimax - Scenario Two: Agent 3 Last Episode Import Trades

Friend-or-Foe

This section presents the results of the Friend-or-Foe algorithm simulation for scenario

two. In this simulation Agents 0 and 1 regarded each other as friends, and both
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regarded Agents 2 and 3 as foes. Likewise Agents 2 and 3 regarded each other as

friends, while they regarded Agents 0 and 1 as foes.

The Friend-or-Foe simulations for scenario two stand out from IQL and Minimax.

Agent 0, one of the rich agents, suffered a crash for episodes 5 and 6 (Figure 5.45).

This was the only incidence of a rich agent encountering economic hardship in the

simulations. This would have exposed Agent 0 to a new set of experiences that the

other rich agents never saw. As has been observed in the other simulations, it is likely

that this taught Agent 0 to import even when it possessed a surplus in resources in

order to avoid this scenario. Agent 1’s average levels were typical of a rich agent. It

experienced no crashes and maintained a relatively consistent average reward (Figure

5.46). Agent 2 fared quite badly in early episodes, and did not manage to maintain

high levels of cash and inventory until episode 6 (Figure 5.47). Agent 3 likewise suffered

early drops in its average cash and inventory levels, but it achieved economic prosperity

earlier, from episode 3 onwards (Figure 5.48). The instability in the poor agents was

expected, but Agent 0’s inconsistency was novel with respect to the other simulations

in scenario two, showing how a different algorithm can impact the simulation.

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.45: Friend-or-Foe - Scenario Two: Agent 0 Averages
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(a) Average Inventory and Cash (b) Average Rewards

Figure 5.46: Friend-or-Foe - Scenario Two: Agent 1 Averages

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.47: Friend-or-Foe - Scenario Two: Agent 2 Averages



91

(a) Average Inventory and Cash (b) Average Rewards

Figure 5.48: Friend-or-Foe - Scenario Two: Agent 3 Averages

All four agents experienced growth throughout the last episode. Agent 0 primarily

attempted to export (Figure 5.49b), and succeeded in exporting mainly to Agent 1

(Table 5.52). However, it also imported plenty of grain and wood (Table 5.53). As

Agent 0 is a rich nation with an advantage in the capital intensive resources of steel

and medicine, when it experience a crash in episodes 5 and 6 it likely learned to import

the labour intensive resources that it was not as proficient in producing in order to

meet consumption demand. This is evidence of the Friend-or-Foe algorithm learning.

Agent 1, despite avoiding economic trouble for the duration of the simulation, was

primarily an importer, as seen by its actions (Figure 5.50b) and its export and import

trades (Tables 5.54, 5.55). It imported primarily from Agent 0. Agents 0 and 1

were designated as friends, and this relationship contributed to Agent 1 aiding Agent

0 by importing its resources and thereby injecting it with cash that could go towards

production and importation. This is evidence that the Friend-or-Foe algorithm allowed

an alliance to form. This was nominal emergence, as an alliance cannot be a property

of a single agent by definition.

Agent 2 was primarily an exporter (compare Table 5.56 to Table 5.57). This suggests

that the agent learned that it could increase its reward by exporting, and chose to

prioritise that over meeting consumption demand. This would also explain why it

spent over half of its learning episodes with low average levels of resources, as it chose

exportation over consumption. Agent 3’s actions were a mix of attempted imports
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and exports (Figure 5.52b). It exported the labour intensive goods in which it had

a production advantage by virtue of being a poor nation (Table 5.58), demonstrating

that it learned to take advantage of its strengths. It imported primarily from Agent 2

(Table 5.59), which was designated as its friend. This is another example of an alliance

forming through the Friend-or-Foe algorithm, again highlighting its appropriateness

for the simulation as it caused another instance of nominal emergence.

(a) Inventory and Cash (b) Actions

Figure 5.49: Friend-or-Foe - Scenario Two: Agent 0 Last Episode

Resource Agent 1 Agent 2 Agent 3

grain 227 4 58

steel 921 0 0

wood 390 11 36

medicine 0 49 64

Table 5.52: Friend-or-Foe - Scenario Two: Agent 0 Last Episode Export Trades
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Resource Agent 1 Agent 2 Agent 3

grain 132 31 169

steel 0 0 0

wood 412 551 100

medicine 0 2 0

Table 5.53: Friend-or-Foe - Scenario Two: Agent 0 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.50: Friend-or-Foe - Scenario Two: Agent 1 Last Episode

Resource Agent 0 Agent 2 Agent 3

grain 132 9 24

steel 0 0 0

wood 412 6 27

medicine 0 0 0

Table 5.54: Friend-or-Foe - Scenario Two: Agent 1 Last Episode Export Trades
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Resource Agent 0 Agent 2 Agent 3

grain 227 21 463

steel 921 11 2

wood 390 839 194

medicine 0 0 0

Table 5.55: Friend-or-Foe - Scenario Two: Agent 1 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.51: Friend-or-Foe - Scenario Two: Agent 2 Last Episode

Resource Agent 0 Agent 1 Agent 3

grain 31 21 18

steel 0 11 0

wood 551 839 730

medicine 2 0 225

Table 5.56: Friend-or-Foe - Scenario Two: Agent 2 Last Episode Export Trades
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Resource Agent 0 Agent 1 Agent 3

grain 4 9 553

steel 0 0 0

wood 11 6 87

medicine 49 0 0

Table 5.57: Friend-or-Foe - Scenario Two: Agent 2 Last Episode Import Trades

(a) Inventory and Cash (b) Actions

Figure 5.52: Friend-or-Foe - Scenario Two: Agent 3 Last Episode

Resource Agent 0 Agent 1 Agent 2

grain 169 463 553

steel 0 2 0

wood 100 194 87

medicine 0 0 0

Table 5.58: Friend-or-Foe - Scenario Two: Agent 3 Last Episode Export Trades
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Resource Agent 0 Agent 1 Agent 2

grain 58 24 18

steel 0 0 0

wood 36 27 730

medicine 64 0 225

Table 5.59: Friend-or-Foe - Scenario Two: Agent 3 Last Episode Import Trades

5.6.3 Learnings

The first evaluation objective was to evaluate the suitability of IQL, Minimax and

Friend-or-Foe for modelling international trade. From the results of the six simulations,

it is clear that all three algorithms can be useful in modelling international trade. While

the typical increase in average rewards that is expected in a reinforcement learning ex-

periment didn’t materialise, from examining the actions taken by agents in the final

episode it is evident that the majority of the agents learned to act optimally. Agents

that experienced low average levels of resources during training and thus failed to meet

consumption demand often learned to import resources early to avoid this scenario in

the future. This behaviour can be seen in the IQL and Friend-or-Foe simulations of

scenario one, and the IQL, Minimax and Friend-or-Foe simulations of scenario two.

Economically successful agents also learned to exploit their success by exporting. In

the scenario one Minimax simulation Agents 0 and 3 exploited their economic growth

through exportation. This also occurred for agents in the scenario two Minimax and

Friend-or-Foe simulations. The Friend-of-Foe algorithm showed particular promise for

shaping the relationships between agents. In the scenario one Friend-or-Foe simulation

agents exploited their foes by taking advantage of slow growth to export expensive

resources to foes. In the scenario two Friend-of-Foe simulation friend agents formed

alliances and helped each other out by importing resources in order to inject cash into

their friends’ economies. This shows the suitability of the three algorithms for mod-

elling international trade.

The second evaluation objective was to evaluate if a MARL international trade simu-

lation could result in emergent behaviour. The results show that the simulation could

result in emergent behaviour, and indeed all three types of emergence described in
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Chapter 2, weak, strong and nominal, were evident. In scenario one, IQL resulted in

weak emergent behaviour, as the actions of the most prosperous agent, attempting to

import when it had a large resource surplus, could only be explained by taking into

account the system as a whole. It appeared to be trying to inject the other agents with

cash so that it could later export to them for profit. The Minimax simulation demon-

strated potential strong emergence, as prosperous agents were also importing but with

far less incentive to do so, making it unexplainable behaviour. The Friend-or-Foe algo-

rithm resulted in weak emergence in scenario one. Strong trade relationships developed

between foes instead of between friends, which was surprising. In scenario two IQL

and Minimax resulted in strong emergence, with agents acting in unpredictable and

unexplainable ways. The Friend-or-Foe simulation for this scenario caused nominal

emergence through the formation of alliances between friends. This behaviour could

be expected, but could not be a property of a single agent, therefore it constituted nom-

inal emergence. The results of the simulation clearly show how emergent behaviour

can arise in a MARL international trade simulation.

5.6.4 Limitations

There were some limitations to the experiments run. The number and length of the

episodes were less than would have been ideal. Given the high-dimensionality of the

state space, more episodes, and far longer episodes, would have resulted in greater learn-

ing occurring. Therefore any emergence, particularly strong emergence, that would

have occurred could have been confidently labelled as such, without the possibility

that it was caused by erratic policies of under-trained agents rather than by their col-

lective learned behaviour. There was clear evidence that a lot of learning did occur, as

discussed earlier, but there is still the potential that the agents did not become “smart”

enough to conclusively judge the suitability of the algorithms and the occurrence of

emergence. In the future work in Chapter 6, measures to address this are discussed.

5.7 Summary

This chapter presented the results of the MARL international trade simulation. It

discussed the evaluation objectives. The hyper-parameters and machine specifications
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used in the simulations were given, and the two scenarios that were modelled were

described. A two-agent baseline simulation was presented to show how the agents

were capable of learning. Six simulations, using the IQL, Minimax and Friend-or-

Foe algorithms, were presented and discussed in detail. The main learnings from the

experiments were summarised, and the limitations of the experiments were discussed.



Chapter 6

Conclusions

This chapter discusses the conclusions drawn from the work done in support of the

thesis. It highlights the contributions made by this dissertation and suggests potential

future work.

6.1 Conclusions and Contributions

This thesis builds on the growing body of work in agent-based economic modelling

by adding MARL as a tool for controlling agents. The aim of the research was to

determine if reinforcement learning could be used to create emergent behaviour in

international trade simulations, and the results of the experiments showed that it can.

IQL, Minimax and Friend-or-Foe all allowed emergent behaviour to arise in the trade

simulation. These three algorithms, as well as MARL as a whole, can be considered

viable approaches in agent-based economic modelling. The three algorithms were all

capable of learning optimal behaviour which resulted in emergence appearing.

6.1.1 Dissertation Overview

The motivation and aims of the thesis were introduced in Chapter 1.

In Chapter 2 the relevant background research was discussed to highlight the work

done so far on which this dissertation builds. Emergence, reinforcement learning and

agent-based economic modelling were all examined.

Chapter 3 outlined the design of the simulation that was run, and discussed the DQN

99



100

architecture and POMDP of the reinforcement learning aspect of the simulation.

In Chapter 4 the implementation of Chapter 3’s design was described.

Chapter 5 presented an evaluation of the results of the simulations.

6.2 Future Work

The results presented showed the promise of using reinforcement learning for economic

modelling, in particular international trade modelling. There are numerous ways this

work could be extended, some of which are given below.

� Function Approximators: A basic convolutional neural network was used as the

Q-value function approximator in the experiments. Different function approxi-

mators could be trialled to enable better learning. Recurrent neural networks

(RNNs), including long short-term memory (LSTM) neural networks are one ex-

ample. LSTM networks are suited to time series data, meaning they may be

suited to reinforcement learning’s temporal nature.

� MARL algorithms: There exist a range of MARL algorithms not used in this dis-

sertation that could be applied to international trade simulation. Other Agent

Modelling and Nash-Q, which were discussed in Chapter 2, are two potential al-

gorithms. Others that offer options across the competitive-cooperative spectrum

include team-Q, Fictitious Play and Win or Learn Fast Infinitesimal Gradient

Ascent (WoLF-IGA).

� Reward functions: The reward function chosen for this thesis was designed to

motivate agents to meet consumption demands and to trade. Different reward

functions with different motivations could be used to examine the impact of other

motivators in international trade, such as the influence of political and corporate

lobbies.

� Richer simulations: Simulations with more features of a true international econ-

omy could be run. The fewer assumptions made by the simulation, the more

realistic the results would be, which would allow for more useful insights to be

gleaned. Features such as tariffs, trade embargoes and firms could be added to

the simulation.
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� Hardware improvements: The hardware available limited the length of the sim-

ulations. Using state-of-the-art hardware, including GPUs for the DQN, to run

the experiments would have allowed for far longer and far more training episodes.

This would have allowed the agents to learn a better policy and to show more

clearly the features of the MARL algorithms used.
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