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Abstract

Affective computing is the field investigating how computers can recognise human emotion
and adjust their response accordingly.

This technology is critical to improve human computer interactions, to bridge the divide in
communication that exists currently. Emotionally intelligent computers could be used across
a variety of industries to compliment the professionals already working in the field. Examples
of this include e-health and e-learning interactions. On a more ambitious side this could
be extended to emotionally intelligent robots, such as that created by SoftBank, named
Pepper.

The key issues that hinder the adoption of affective computing are, firstly, the complexity of
human emotions and interaction, and secondly the lack of training data available that shows
in the wild emotion.

• One of the key considerations in this field is how to define a subjective emotional state
in ways a computer will understand. While there is debate in the field, a two dimensional
graph of valence (pleasantness of an emotion) and arousal (energy displayed in emotion)
is generally accepted as a good way to plot emotion. When plotted the x, y coordinates
of valance and arousal values give a quantitative emotion estimation which can be
labelled with a qualitative descriptor. This will be the basis of emotion prediction in
this study.

• Ideally, data would be gathered from unaware participants in the wild as they go about
daily life. In reality, data is often generated in controlled experiments. In these settings
we may be missing important features of genuine human interactions. Furthermore,
these environments have carefully controlled audio and lighting which generates much
cleaner data than genuine in the wild interactions. Additionally, many datasets rely on
posed emotions, where investigators ask participants to show a certain emotion. These
posed expressions are often quite different from natural emotional states. It is much
more valuable to capture spontaneous emotions, be they elicited by stimuli or naturally
occurring in dyadic interactions. A lack of this spontaneous emotional data limits the
development of emotionally intelligent computers that will be effective in real world
use. Given that it is spontaneous expressions that will be critical for human computer
interactions there is an unmet need to train more models on this kind of data.

This project aims to fulfill this need by developing multi-modal models trained on real world
data from the SEWA database. Furthermore, it aims to advance state of the art by examining
the effects of different feature combinations on emotion prediction and by considering the
importance of temporal dynamics in emotion prediction by developing a LSTM model and
assessing its success compared with a CNN.
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The SEWA database is an annotated database of audiovisual interactions recorded in the wild.
It contains six groups of thirty people, each group being from a different cultural background.
Each group includes a broad distribution in gender and age. In my research I compare the value
of features already existing within the database, as well as additional features I extracted from
the database, on the prediction of valence and arousal. Examples of these features include
action units, facial landmarks, head gestures, hand gestures and low level descriptors which
will be discussed in detail below.

This study shows that the lowest mean square error for combined valence and arousal was
achieved with audio and visual inputs consisting of action units, facial landmarks, head ges-
tures,hand gestures and low level descriptors. The success of multiple features across different
modalities strengthens the literature’s call for the development of more multimodal models.
My results also agree with the current literature that suggests audio features are better for
predicting arousal, while visual features are better at predicting valence.

This study also showed that capturing temporal information by utilising a LSTM outperformed
capturing just spatial features using a CNN. The lowest mean square error for combined valence
and arousal through the duration of this project was achieved with all audio and visual features
run through the LSTM.
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1 Introduction

1.1 Motivation

This project is in the �eld of a�ective computing, that is the �eld investigating how a

computer can recognise human emotion in its interactions and adjust its response

accordingly. This technology is critical to improve human computer interactions, to bridge

the divide in communication that exists currently and limits the value of human computer

interactions.

While some a�ective computing software is being used commercially, there is still much to

improve upon. The key issues that hinder the adoption of a�ective computing are: 1) the

complexity of human emotions and interaction, and 2) the lack of training data available

that shows in the wild emotion and interaction.

1.2 Project Objectives

Compile concise review of relevant and up to date literature.

Develop multi-modal models trained on real world data and examine the e�ect of di�erent

feature combinations on emotion estimation.

Exploit temporal dynamics of interactions in the database with a multimodal LSTM model

and assess its success compared with a CNN.

1.3 Dissertation Overview

Outline of the Dissertation from this point forward.

Chapter2 : Background- This chapter will give an overview of the �eld, its history, and the

related work in the area.

Chapter3 : Design- This chapter will discuss the design and pipeline that was used to solve

the research question.
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Chapter4 : Implementation- This chapter focuses on the implementation of the

project.

Chapter5 : Results- This chapter will present the results obtained in this research.

Chapter6 : Discussion- An evaluation of the results in relation to the background and state

of the art as well as other topics relevant to the project such as the di�culties of working

with wild data.

Chapter7 : Conclusion- This chapter will conclude this paper with a summary of the

�ndings and future work which will expand upon my �ndings.
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2 Background

This literature review o�ers a broad overview of the complexities of human emotion

recognition by arti�cial intelligence (AI). The main topics of discussion are de�ning emotion,

measuring it, and translating this to a machine learning model. This review was completed

in partial ful�llment of my research project into the development of a deep learning model

which identi�es emotion across a diverse group of subjects, using the SEWA database. This

project will further examine the value of multimodal inputs and the value of temporal

features in emotion recognition. The current review aims to inform the reader of the �eld

and set the context for my research project.

2.1 Human Interaction: The "gut feeling", cultural

complexity and de�ning emotion

2.1.1 Intuition

Teaching a machine to recognise human emotions based on a de�ned set of features is

di�cult because we as humans often do not recognise what features it is that tells us how a

person is feeling. We perceive it as intuition, a "gut feeling". In addition to this, the

nuances of how an individual expresses their feelings or mood is unique enough that those

who interact with them regularly are able to read their emotions better than a stranger.

De�ning these features of the subconscious that enable friends to understand each other is

necessary in order to teach a machine how to do the same.

2.1.2 Culture

Another complexity to consider is the cultural di�erences in the expression of mood or

emotion. If an a�ective computing software is to be rolled out globally, it will have to be

able to navigate all cultural norms of expression. This can not be readily de�ned by using

computer vision to determine race, as the individual's cultural upbringing may not correlate

with this. It may be slightly more useful to geographically determine the the global position

of the user, although this causes considerable privacy concerns, but it of course does not
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account for non-natives travelling in any given country. As it stands, most databases used to

train models currently lack a diverse range of cultures (4). As such one could hypothesise

that they would have a bias towards their sample population. This is one of the reasons that

drove the creation of the SEWA database that I will implement in my project. This database

includes group from six di�erent cultures; British, German, Hungarian, Greek, Serbian, and

Chinese. Each group is evenly split into age groups and has a 50:50 ration between male

and female (5). As such it provides the opportunity for training that at least considers these

cultures, even if the model is not optimised to exploit a user's cultural features or global

position to optimise the estimation of their emotion. Of course this database also allows for

research into the di�erences in cultural communication, as the authors themselves highlight

(4).

2.1.3 De�ning an Emotion

The science of assigning a word to an emotional state is an imperfect one. It is a �eld of

great debate, classically in psychology and the social sciences, and more recently in

computer science.

Much modern work stems from the theses of William Wundt. In 1873 Wundt �rst published

his ideas on "simple feelings" (6, 7). That is, an emotion can be de�ned by the amount of

pleasantness, arousal, or strain it evokes. These "simple feelings" were de�ned over the

years, but the founding idea of looking at emotions on scalable axes of di�erent variables has

persisted. The impact of the work of Russel and Watson (1980) and Tellegen (1985) is still

quite evident in the most common approaches employed today, that is the measurement and

two dimensional plotting of valence and arousal (8, 9). An example of the graph of valence

and arousal can be seen below in �gure 2.1.
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Figure 2.1: Graph of valence and arousal
(10)

However, three-dimensional models are often revisited but there is less coherence on the

de�nition of the third axis. See �gure 2.2.
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Figure 2.2: 3D Graph of valence, arousal and stance
(11)

Higher-dimensional models of emotion need to be built. Currently the two dimensional

emotion model is often used but higher-dimensional emotion models could be constructed

for multi-class emotion recognition. For example, we can then predict the "stance"

dimension in a three dimensional emotion model (i.e. arousal, valence, and stance) by

cumulative analysis of the subject's context or situational information. Researchers have

de�ned many of the emotionally associated action tendencies under the term stance. For

example, fear is associated with the action pattern of '�ight', while anger is associated with

the urge to '�ght'. Nevertheless, it is still not clear what action patterns are associated with

positive emotions (such as happiness, contentment, and amusement). Such positive

emotions seem to lack autonomic activation (12).

2.1.4 Posed, Induced, Spontaneous

The way in which emotion is elicited for recording in datasets is primarily achieved using

three di�erent methods which will be explained here.

Posed

The posed elicitation method refers to emotions which are portrayed upon request. This can

be attractive since we know what the emotions are in advance, we can control the kind of

data we collect, and it is good for focusing on speci�c details of emotional expression.

However, this elicitation method means that we can't train models on this kind of data to

predict natural displays of emotion. Posed emotions are often exaggerated, Namba et al.

(2018) demonstrated that the action units elicited from posed versus spontaneous expression

are often di�erent both in the most frequent action units and the dynamic sequence in

which they occur (13).
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Induced

These are emotions which are induced using controlled settings designed to elicit a reaction

to a given stimulus. Using this method we can also control the kind of data we collect to a

degree, but not as much as the posed elicitation method, for example we can show people a

sad video, and expect most of the emotions to be sad. This elicitation method is also

attractive for emotionally driven market research.

Spontaneous

This is natural interaction between individuals or between human and computer (HCI) and

are collected in a given context, for example resolving a task in collaboration. It is the most

appealing approach for capturing a wide range of fully naturalistic displays of emotion.

These expressions are the most subtle and therefore the most challenging to recognise, but

also the most naturalistic displays of emotion (5).

Dupré et al. (2019) independently examined the ability of top emotion recognition software

available to recognise both posed and spontaneous expressions. There is a considerable loss

of accuracy in AI when examining spontaneous emotion (14). Given that it is spontaneous

expression that will be critical for HCI there is need to train more models on this kind of

data.

2.2 Measuring emotion: Behaviour, in�ection, and

physiology

Having now set a universal understanding of how we describe an emotional state, we can

examine the di�erent behaviours and physiological cues that can inform a machine of this

emotional state.

Beyond this, the context makes a di�erence. Some studies have found that the visual

context such as the background of images or videos can provide clues to someone's

emotional state (15).

2.2.1 Physiological

The use of physiological signals may provide more a more accurate set of features for a

computer to predict human emotion (12). Some of these signals are relatively easily

quanti�ed and provide a more objective indication of an emotional state than facial

expression or speech. However, a notable caveat to the use of physiological signals in

machine learning is the lack of correlation it has to real world use. Rarely would arti�cial

intelligence be dealing with a subject where real-time EEG or ECG is available, this was
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highlighted by Picard (2003) inA�ective Computing: challenges(16). However, the case

could be made that with the continued adoption of smart devices with increasing biometric

sensors, a computer could have access to signi�cant information on the subject's

physiological state. A �nal consideration is that the physiological drivers which actually

produce the emotion, neuromodulators (17), remain unattainable as a modality, we are

limited to measuring the body's peripheral response to these neurotransmitters.

2.2.2 Speech

Speech o�ers several useful features that can help to identify emotion, however the nuances

in natural human conversation mean that these features may not be immediately apparent.

For example, word recognition and comprehension may seem like a relatively straightforward

task, but if the phrase is being used sarcastically the literal meaning is no longer applicable

(18). Conceptual semantics is a common issue across languages. This is where the context

in which a word is used changes the word's meaning. Furthermore, these words may have an

emotional connotation that is not immediately apparent. Humans often take advantage of

these discrepancies for humour (19). These are di�cult concepts for an AI to learn and do

not follow precise rules.

Tone, in�ection and volume of speech are other important features that inform emotion

recognition. These features, among others, are known as emotional prosody in some �elds

(20), however in computer science these are known as low level descriptors (LLDs). Not only

do they stand alone as an emotional indicators but Rigoulot and Pell (2012) suggest that

they also direct the focus of the other participant in the conversation to di�erent facial

features (21). This could be exploited in a multimodal model.

2.2.3 Natural Language Processing

Natural Language Processing (NLP) is a �eld of AI that gives machines the ability to read,

understand and derive meaning from human languages. If we can learn to understand and

derive meaning from what someone is saying, we can understand to a degree the emotion of

that person.

Bag of Words - utterances

NLP algorithms can't work with text directly, we must use some form of feature extraction

and then work with those features.

A bag of words model is a simple way of extracting features from text for use in modeling.

First a vocabulary is built from all the unique words in the sample set. If the sample set, for

example, contained three sentences;
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1. "This is a great book."

2. "This is a bad book."

3. "This is a book and it is great."

Then our vocabulary would be:[" This", " is", " a", " book", " and", " it ", " great", " bad"] , and

our feature vectors for each element of the set would be: In this example, words are scored

This is a book and it great bad
Sentence 1 1 1 1 1 0 0 1 0
Sentence 2 1 1 1 1 0 0 0 1
Sentence 3 1 2 1 1 1 1 1 0

Table 2.1: Bag of Words Example

by a count of the number of times each word appears in the document. Other methods of

scoring might include frequencies, which would be the frequency each word appears in a

document. Something to note about this method is that the order of words has no meaning

and isn't represented in this model (22).

2.2.4 Facial Movement

Facial expressions are arguably the most immediate indicator of someone's a�ect. It is

unsurprising then that the use of computer vision to analyse facial movement to predict

emotion has generated much interest. There are three key considerations in this: 1) the

detection of a face and facial boundaries or landmarks, 2) extraction of key features 3)

computing these features in context to estimate emotion.

Facial Landmarks

The manual annotation of facial landmarks is very time consuming but it is the most

accurate way to label highly variable in the wild data. To compromise on this a

semi-automatic approach may be taken. In this a subset of expertly annotated images or

video frames are used to train an Active Orientation Model (AOM), which is based on

classic Active Appearance Models (deformable meshes �tting to the human face) (23). This

technique has provided successful annotation in many widely used datasets such as the

Multi-PIE dataset (24). Encouragingly, it has also shown promise for in the wild studies as

seen in the300 Faces In-The-Wild Challenge(25). However, manual annotations too su�er

from error. This is probably related to human fatigue. Therefore careful consideration of

ground truths used to train the AOM model are critical (23). The300 Faces In-The-Wild

Challengealso highlighted that the use of more landmark points is not necessarily better, it

is the careful annotation of texturally discriminative points that aids generalisation. The �eld
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could be improved with work on spatio-temporal tracking of landmarks in video sequences

(25).

Feature Extraction

Conventional features may be separated into three broad regions. Geometric regions,

appearance features, or a combination of the two. Geometric features use the position and

angle of landmarks or pairs of landmarks to create vectors for training. For extracting

appearance features the face may be viewed in its entirety or it may be split up into di�erent

regions depending on their importance in emotion estimation. Ghimire (2017) (26) employed

this technique with a local binary pattern (LBP) to extract appearance features. In the same

paper Ghimire also uses a hybrid model with corresponding geometric features in the regions

of interest to produce a model with improved accuracy. Of more interest to this review are

the deep learning approaches to facial feature extraction. The most popular technique is

CNN based facial action unit (FAU) detection (27). Our understanding of action units

comes from Ekman and Friesen's Facial Action Coding System (FACS) (1978), which �rst

proposed tracking the movements of individual muscles to predict a person's a�ect (28).

FACs is an objective measure of facial movement. It is the combination of di�erent action

units (AU), their intensity, and the time sequence in which they occur that can be computed

to predict emotion (29).

Computing Features in Context

This idea: that it is the combination of AUs, their intensity, and the time sequence in which

they occur that predicts emotion, lends to the idea that contextual information should feed

into emotion prediction. The popular CNN strategy for AU detection is not well equipped to

deal with temporal sequences, as such a recurrent neural network (RNN) is usually employed

to examine temporal dependencies. The reasons for this will be discussed in "architectures"

section below.

2.2.5 Body Pose and Kinematics

Body language is another key feature in natural human interactions. However the topic is

less well de�ned in comparison to that of facial expression for emotion recognition. Humans

often use their body to communicate through gestures such as nodding or shaking their

head. These may be intentional actions of communication, they may be learned (extrinsic)

communicative responses, or they may be intrinsic responses. An example of a proposed

learned response is the head shake to show disagreement. Infants that are breastfeeding will

turn their head to the side when they have had enough milk. Older children will similarly

turn their head to the side to refuse a spoonful of food. It is suggested that in this way the

head turn to communicate �I do not want this.� is learned from an early age. In contrast,
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the �nding that blind people instinctively nod to show a�rmation leads researchers to

believe that the head nod is an intrinsic response. Some of these responses are even seen in

other mammals outside of humans. For example, a head tilt to show interest in a subject.

However there are also more subtle movements in dyadic interactions, aside from apparent

gestures, that set an emotional tone such as pose, gaze and proximity (2).

There are recognised body movements that correspond with a de�ned emotion (See Table

2.2). One becomes aware that the temporo-spatial dynamics of these become important in

emotion classi�cation. For example in table 2.2 surprise and disgust have many of the same

body movements, but it is the movement's temporal dynamics that divides the categories.

Surprise has abrupt backing with more tentative hand movements, whereas disgust has more

subtle backing with more assured hand movement.

Emotion Associated body language
Fear Noticeably high heart beat-rate (visible on the neck). Legs and arms crossing

and moving. Muscle tension: Hands or arms clenched, elbows dragged inward,
bouncy movements, legs wrapped around objects. Breath held. Conservative
body posture. Hyper-arousal body language.

Anger Body spread. Hands on hips or waist. Closed hands or clenched �sts. Palm-
down posture. Lift the right or left hand up. Finger point with right or left
hand. Finger or hand shaky. Arms crossing.

Sadness Body dropped. Shrunk body. Bowed shoulders. Body shifted. Trunk leaning
forward. The face covered with two hands. Self-touch (disbelief), body parts
covered or arms around the body or shoulders. Body extended and hands over
the head. Hands kept lower than their normal positions, hands closed or moving
slowly. Two hands touching the head and moving slowly. One hand touching
the neck. Hands closed together. Head bent.

Surprise Abrupt backward movement. One hand or both of them moving toward the
head. Moving one hand up. Both of the hands touching the head. One of
the hands or both touching the face or mouth. Both of the hands over the
head. One hand touching the face. Self-touch or both of the hands covering
the cheeks or mouth. Head shaking. Body shift or backing.

Happiness Arms open. Arms move. Legs open. Legs parallel. Legs may be stretched
apart. Feet pointing something or someone of interest. Looking around. Eye
contact relaxed and lengthened.

Disgust Backing. Hands covering the neck. One hand on the mouth. One hand up.
Hands close to the body. Body shifted. Orientation changed or moving to a
side. Hands covering the head.

Table 2.2: The general movement protocols for the six basic emotions (adapted from (2)

While this categorical data is useful, as discussed previously, it limits the spectrum of

emotions that are really present in subjects. For this reason work using body pose to inform

continuous values for valence and arousal is needed. Body pose is particularly useful in

determining valence in the most intense of emotions. Aviezer et. al. (2012) (1) uncovered

11



that isolated body pose, but not facial expression, could be used to identify the valence of

an extreme emotional state. A simple example of this is seen in sports stars scoring a point

(see �gure 2.3). Their facial expression alone shows an extreme emotional state of high

arousal, but their body pose is what predicts the valence. This speaks to the importance of

context and multimodal models in emotion prediction for real-world HCI.

Figure 2.3: (A) Body pose in (1) winning and (2) losing a point.(B) Facial expressions in (1,
4 and 6 = losing a point; 2,3 and 5 = winning a point). (Adapted from (1)

Body movements have been characterised in two main ways for the purpose of training

models: 1) Part Based Models, where body parts are simply objects that are detected and

used to estimate a body pose, and 2) Kinematic Models, which create a frame of

interconnected joints with de�ned freedoms of movement. This model is based on the

natural kinematics of the human body. Corneanu et al. surmise these di�erent models well

in the following �gure 2.4.

2.2.6 Multimodal models

From our above examination of the di�erent modalities of emotion expression, and indeed

the multiple features within these modalities, it becomes apparent that emotion is best

predicted through a multimodal model. To review, the modes of expression include, visual,

audio, linguistic and physiological. Features of these include facial action units, in�ection,

vocabulary and EEG readings. Although the face may be what we readily think of when we

consider emotional expression, in reality there is a complex interplay at work including

12



Figure 2.4: The two most common ways of modelling the human body in automatic processing
are either as an ensemble of body parts or as a kinematic model. In the ensemble of body
parts (left) di�erent parts of the body are independently detected and soft restrictions can be
imposed to re�ne these detections. A kinematic model (right) is a collection of interconnected
joints with prede�ned degrees of freedom similar to the human skeleton. (Adapted from (2)

physiological changes, body pose and situational context. These would combine to create a

multi-modal model. Early work in the �eld has largely focused on a single communication

modality, and limited features within this modality. A common example would be the use of

facial action units to predict emotion. More recent work has focused on fusing features from

multiple modalities, often from audiovisual communication. The aim is to create a more

accurate model by fusing complementary features from di�erent modalities (12). Another

consideration missing from much work in the �eld to date is the environmental context in

which the emotion is being predicted. Chen and Whitney (2019) demonstrated that dynamic

visual context, independent from facial and body movement, is a key component of emotion

perception. This calls for computer vision to consider the dynamic background visuals in

HCI (30).
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In creating a multimodal model a key consideration is the importance, or the weight, given

to each feature when fusing them. Humans put di�erent emphasis on di�erent

communication modalities depending on their emotional state. Instilling this innate

understanding in a machine is di�cult. A crucial area of development in the �eld will be

deciphering the most appropriate fusion strategies for multimodal models (31).

Fusion strategies can be broadly divided into three categories: 1) data-level fusion, 2)

feature-level fusion, and 3) classi�er-level fusion as illustrated in �gure 2.5 (32). Humans

take in and compute raw data from multiple sources, this would be comparable to data level

fusion. However, by extracting features that we know are critical to emotion interpretation

we can train models much more e�ectively. This is feature-level fusion, also known as

early-level fusion. Here features are linked to form a composite vector from the di�erent

modalities. This is then fed into an emotion classi�er, either computing an emotion label as

categorical data or a value for valence and arousal as quantitative data (12, 33). In

classi�er-level fusion, or late-fusion, each modality is �rst classi�ed individually. These

classi�cations are then fused to give a composite classi�cation value or label for the

emotional state (12). In state-of-the art models we must also consider that data in the wild

will be noisy, ambiguous and may have inputs with incomplete data. Sebe et al (2005)

suggest that in the cases of incomplete or ambiguous input data, state of the art models

should be able to compute a certainty level of their classi�cation based on the quality of the

inputs (34).

2.3 Architectures

2.3.1 Support Vector Machine for Regression (SVR)

The Support Vector Machine for Regression is a traditional model used to estimate emotion.

SVM/SVRs work on the principle of predicting values from training data inside a set

tolerance domain. SVRs di�er from SVMs as they account for non-linearity in data and

allow the plotting of continuous variables which is critical for valence and arousal. In

contrast SVMs are more useful for classi�cation (35, 36).

More recently neural networks are being used in predictive models with high dimensionality

in place of SVRs. Manikandan Jeeva writing for Analytics Vidhya reports a260%rise in the

number of articles discussing neural networks between 2011 and 2017, far surpassing the

volume of articles on SVR in the same timeframe (37). However, SVRs can still be useful in

baseline experiments estimating valence and arousal (5).
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Figure 2.5: Model architecture for di�erent fusion strategies. Early fusion (left �gure) con-
catenates original or extracted features at the input level. Late fusion (right �gure) aggregates
predictions at the decision level. (Adapted from (3)

2.3.2 Convolutional Neural Networks (CNN)

A convolutional neural network (CNN) is a deep learning algorithm inspired by the

organisation of the human visual cortex. That is, individual neurons are responsible for only

a small portion of the image and they are combined to give the full visual �eld. Given this, it

is unsurprising that CNNs are noted for their outstanding ability to classify images. A CNN

is able to take in an image, assign importance to di�erent features of the image, and classify

the image (38). CNNs are computationally easier to train than a traditional fully-connected,

feed-forward arti�cial neural networks due to their sparse connectivity and shared weights

between layers. In addition, weight sharing helps generalisation of the model by limiting the

amount of trainable network parameters (39). These features of CNNs have led to their

widespread adoption for emotion prediction.

A CNN contains three types of layers; convolution layer, pooling layer, fully connected

layer.

ˆ Convolutional layer : Convolutional layers are considered the most signi�cant

component in a CNN and serve as feature extractors. They consist of a collection of

kernels (also known as convolutional �lters). The input is convolved with these kernels
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to generate the output feature map, which is sent through a nonlinear activation

function (39, 40).

ˆ Pooling layer : The main task of the pooling layers is to sub-sample the feature

maps. This is to reduce the spatial resolution of the feature map and achieve spatial

invariance to the input distortions and translations. This basically shrinks the large

feature maps to create smaller feature maps while mostly keeping the majority of

dominant features (39, 40).

ˆ Fully Connected Layer : Usually we �nd this layer located at the end of each CNN.

The fully connected layer is used to interpret feature representations from previous

convolutional and pooling layers and attempts to perform high level reasoning about

them. It is used as the CNN classi�er (39, 40).

In summary, purpose of the convolutional layers is to extract features from the data the

network is being fed with (e.g. if the network is being fed with images, the convolution layer

extracts the pixel values from the image). The more pooling and fully connected layers we

have, the more abstract the classi�cation is, since each layer can focus on a smaller detail in

the image to classify it (41). A downfall of CNN-based methods is that they can't re�ect

temporal variations in the facial components, for this we use LSTMs (27).

2.3.3 Long short-term memory (LSTM)

As mentioned above, the context of the situation a�ects how one interprets it. The same is

true for machine learning, in order to make the most informed appraisal of an emotional

state it is useful to observe the subject in context in the time preceding the emotion of

interest. If this is only a short time period of interest recurrent neural networks are su�cient

to inform this. However, if more valuable insight could be gained from a longer period of

time, known as "long term dependencies", then standards RNNs struggle to bridge the gap.

In these scenarios Long Short-Term Memory networks (LSTMs) are useful. These employ a

cell state to retain previous information, which can be modi�ed through gates. These gates

aim to learn to keep relevant information for the appropriate output, while forgetting the

non-relevant information. Forget and input gates achieve this by using sigmoid activation to

denote a value between 0 and 1 indicating how relevant the information is. For this reason

LSTMs are a fundamental in many deep learning models (42).

Another option is gated recurrent units, which work on a similar principle of keeping or

forgetting values to learn. GRUs are a more recent development and have been suggested to

be more appropriate for small data sets while LSTMs may give better results if there is

adequate data (43).
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2.4 A�ective Computing: Real world use

A�ective computing refers to a computer's ability to recognise human emotion and respond

appropriately. The development of accurate multimodal emotion recognition models is

critical to this. A huge area of this �eld focuses on improving human computer interactions

(HCI). Ultimately, the �eld aims to instil a human-like intuition to the machines to facilitate

natural exchanges between human and computer (12). In this section I will discuss some

current and hypothetical applications of AI driven a�ective computing, and the ethical

considerations attached.

2.4.1 Intelligent Systems

E-Health intelligent systems: The usefulness of e-health systems has probably never been

more apparent than in the current climate of a viral pandemic, where many people feel they

cannot access their primary healthcare resources. However, even before this the use of

e-health to make healthcare more accessible and to improve the quality of care was a huge

area of interest, as seen by the extensive 2016eHealth in the WHO European region report

(44).

Doctor et al. (2016) argue for the inclusion of emotionally aware system to achieve this

(45). Indeed, negative a�ect is tied with illness. Chronic stress for example is believed to

increase an individual's risk for: cancer, coronary heart disease and respiratory disorders due

to its impact on the immune system (46). Anecdotally, one could see the value in a�ective

computing to aid healthcare professionals in monitoring mental illness. Lastly, as patients

play an increasingly central role in their own care, a�ective computing could be useful in

increasing the quality of care and satisfaction as suggested by Doctor et al. (2016)

(45).

2.4.2 Social Robots

The implementation of this technology into physical anthropomorphic robots is another

real-world example in action. Robots with emotional intelligence may also be referred to as

�social robots�. Social robots have been put to work in customer facing roles, employee

assistance roles, and patient facing roles. There are varying degrees of success across

studies, but there is a common thread of possibility to improve, streamline and revolutionise

these services. One area which shows immediate promise is paediatric healthcare. Children

who require hospitalisation in their formative years, or who require intensive ongoing care,

can experience negative emotions such as anxiety, anger and distress. Social robots with

autonomous capabilities have been shown to be particularly e�ective in helping children

manage their emotions. Furthermore, robots can be used to educate and engage children in
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rehabilitation (47). In contrast, social robots in elder care are not so widely welcomed.

Particularly, older people worry that if social robots are introduced into care then they will

lose their daily human contact and their relatives or caregivers will not spend time with

them. However, in light of the current Covid-19 pandemic, one must consider the role social

robots could play where regular social contact is not possible. Indeed, several studies have

advocated for the introduction of social robots in elderly care with evidence indicating that

the �social� interaction improves mood and reduces loneliness (48).

Another area where anthropomorphic robots are expected to thrive is in what can be

described as �subordinate service roles�, such as receptionists, waiters and cashiers. These

interactions where a simple transaction is needed are ideally suited to social robots,

particularly when one considers that many humans in these roles are not particularly

motivated by the job (48). Social robots like this already exist, such as that created by

SoftBank, named Pepper. Pepper is designed to recognise people's emotions by analysing

their speech, facial expressions, and body language, and then deliver appropriate responses.

Data from interactions are uploaded to the cloud, where it joins the data from thousands of

others deployed. This cloud AI allows continual evolution. Currently Pepper is working on

the front line in Japan, checking patients with mild Covid-19 cases into their quarantine

hotel room (49).

A common concern in systems that can recognise a user's emotions is privacy. The ability of

these systems to secure private data will be paramount in their adoption.

2.5 Setting Intention

Much like the leprechauns of lore, a computer may give you what you wish, but the means

by which it attains this may be disastrous. The issue is that, even if the AI is designed for a

very noble purpose, how it goes about achieving this end-goal may not align with the users

intentions (50).
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3 Design

Here we discuss the key considerations in the design of the project. The SEWA dataset was

a major part of this project and so it's necessary to know more about this dataset and how it

is structured.

3.1 The SEWA Database

3.1.1 What is it?

The SEWA Database is an annotated database of audiovisual interaction. It contains six

groups of thirty people, all of which from di�erent cultural backgrounds. The audiovisual

interactions were captured through two experiments.

The �rst experiment involved each participant watching four advertisements, each designed

to elicit di�erent emotional states including amusement, empathy, liking and boredom. They

made sure that each advertisement had no dialogues to ensure consistent understanding

throughout cultures.

The second experiment involved a discussion between two participants after watching the

�nal advert. This was intended to elicit further reactions and opinion about the advert

(5).

To acquire the datahttps : ==db.sewaproject.eu= was visited and an account was applied

for. Once access was granted it was possible to view the whole database in browser, and

query it with certain parameters. The main part of the SEWA database was downloaded

from here, since that is the part which is fully annotated.

3.1.2 Structure

The main SEWA database had573entries and the structure of each entry can be seen

below.
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sewa� database� main

entry1

metadata.ini

registration_ info.json

video.avi

Arousal.zip

AUs.csv

HandGesture.csv

HeadGesture.csv

Landmarks.zip

Valence.zip

LLD.zip

Transcript.csv

entry2
...

...
...

entry573
...

As can be seen from the �gure above, each entry contained:

ˆ metadata.ini : This �le contained some metadata about the entry including the

culture, gender and age group.

ˆ registration_info.json : This includes the subject's answers to a 5-question

personality test and some information about their demographic.

ˆ video.avi : This is the raw video of the subject.

ˆ Arousal.zip : This zip �le contains 18 �les, which can be split into 3 chunks. Each

chunk contains arousal values for each frame of the video annotated by �ve di�erent

annotators (each corresponding to a separate �le. The6t h �le is the aligned value of

arousal from all �ve annotators. There is a chunk each for audio only, visual only and

audio & visual combined.

ˆ AUs.csv: This �le contains action units, if any (often there are none), in the form of

�rst _ frame, last_ frame, action_ unit. An example where there is an annotated

action unit the csv �le might look like:

�rst _ frame last_ frame action_ unit
35 174 12

Table 3.1: Action Units CSV example
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ˆ HandGesture.csv: This �le contains all of the annotated hand gestures for the video

in �ve frame steps. These gestures includehand_ not_ visible, static_ hand,

static_ hand_ at_ head, dynamic_ gesturing_ hand, dynamic_ no_ handgesture,

other. These gestures were labelled as a value between0 and3 to indicate the

strength of that gesture. An example of what this might look like:

frame not_ visible static static_ at_ head dynamic_ gesturing dynamic_ no_ gesture other
0 3 0 0 0 0 0
5 2 0 0 0 0 0
... ... ... ... ... ... ...

1025 0 0 2 0 0 0
1030 0 0 3 0 0 0

Table 3.2: Hand Gestures CSV example

ˆ HeadGesture.csv: This �le contained all unambiguous head gestures in the video, if

any, in the form of�rst _ frame, last_ frame, head_ gesture. Unlike the hand gestures,

the head gestures were represented in binary form (there either was or wasn't a

gesture). An example of this �le below:

�rst _ frame last_ frame head_ gesture
431 478 Nod

Table 3.3: Head Gestures CSV example

ˆ Landmarks.zip : This zip �le contains a.txt �le for every frame of the video. In each

of those text �les contains the facial landmarks for their corresponding frame in the

form of x1y1x2y2...xnyn.

ˆ Valence.zip : This zip �le is structured in the exact same way asArousal.zip, only for

values of valence.

ˆ LLD.zip : This zip �le contains two di�erent LLD sets in.ar� �les. The �rst being

the ComParE set (Computational Paralinguistics Challenge), the second being the

GeMAPS set (Geneva Minimalistic Acoustic Parameter Set). ComParE contains65

LLDs and covers a wide range of features from spectral information to voice quality

information. GeMAPs contains18 LLDs and is a minimalistic expert-knowledge based

feature set for the acoustic analysis of speaker states and traits.

ˆ Transcript.csv : This �le contains the audio transcript for the video. The �le marks

every sentence's start and end time, the speakers ID, and the verbal content. The �le

also includes some non-verbal utterances, such as laughter, coughing, breathing sound,

etc.
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3.2 What are these features?

A number of features have been mentioned above but it's important to go more in depth

into exactly what they are and how they tie to emotion.

3.2.1 Action Units

Facial Action Units (FAUs) is a system to taxonomise human facial movements by their

appearance on the face. Using combinations of these FAUs means we can code nearly any

anatomically possible facial expression. This means we can reduce the complexities of facial

expressions to a simple combination of numbers. There are 29 FAUs in the main category,

and these include a wide array of expressions from neutral face, brow raisers, lip corner

puller, etc. SEWA contains 5 of these FAUs (1, 2, 4, 12, 17), which were chosen because

they are important for high-level reasoning about sentiment.

To get an idea of how these might map to emotion, you can imaging if someone if surprised

certain action units will be �ring to some degree, predominantly action units 1, 2, 5, and 26.

These refer to inner brow raiser, outer brow raiser, upper lid raiser and jaw drop. You can

imagine how the combination of these maps to the facial expression of being surprised and

in turn maps to a value for arousal and valence. This is of course an oversimpli�cation, but

it is clear this way how they map to emotion. See �gure 3.1 for a visual to the example

above.

Figure 3.1: Simpli�cation of how action units might map to emotion
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3.2.2 Facial Landmarks

Facial landmarks are a set of points which represent key points of the face, this includes

points for eyebrows, eyes, lips, etc. This is a more raw data type than FAUs, and so may

hold some information which they do not. Typically these points include eyebrows, nose,

eyes (including pupils) and lips. Some examples may be more intricate, for example in

OpenFace there are some extra points for the jawline and a couple of extra points on the

lips compared to SEWA.

3.2.3 Head Gestures

In terms of the SEWA dataset head gestures includes both head nods and head shakes.

These relate to emotion since nodding may indicate agreement and shaking may indicate

disagreement. You can imagine if someone is agreeing with you their emotion is probably

going to be positive or if they are disagreeing with you the emotion will probably be

negative.

3.2.4 Hand Gestures

Above I explained what kind of hand gestures are present in SEWA. These hand gestures can

represent certain actions better than other features. These could be for example greeting

somebody with a hand wave, you can image how someone might be a bit happier than their

baseline when greeting somebody. Other actions could include explaining something with

dynamic hand movements or paying attention or thinking with a static hand on head.

3.2.5 Audio

The audio features used are known as LLDs. These are extracted from the raw audio �le

and are closely related to the signal itself. In terms of the SEWA dataset they are mainly

frequency related audio features like pitch, energy, loudness and spectral signal features.

These kind of features may indicate how strong an emotion is, for example if someone is

being very loud the emotion would probably have high arousal. Similarly if someone was

being quiet the emotion would probably have low arousal, but this is an oversimpli�cation

with a single LLD feature out of many.

3.3 Enriching the Database

OpenFace was used to enrich the database in a number of ways. It helped to resolve the

shortcomings of the dataset and push it even further.

23



6 frequency related LLD Group
Pitch Prosodic
Jitter Voice Quality
Formant 1, 2, 3 frequency Voice Quality
Formant 1 bandwidth Voice Quality
3 energy related LLD Group
Shimmer Voice Quality
Loudness Prosodic
Harmonics-to-Noise ratio Voice Quality
9 spectral related LLD Group
� ratio Spectral
Hammarberg Index Spectral
Spectral slope 0-500 Hz and 500-1500 Hz Spectral
Formant 1,2, 3 relative energy Voice Quality
Harmonic di�erence H1-H2, H1-A3 Voice Quality

Table 3.4: Geneva Minimalistic Acoustic Parameter Set (GeMAPs). Overview of 18 acoustic
low-level descriptors (LLDs).

3.3.1 What is OpenFace?

OpenFace is a tool intended for computer vision and machine learning researchers and the

a�ective computing community. It is the �rst toolkit capable of facial landmark detection,

head pose estimation, facial action unit recognition and eye-gaze estimation. The algorithms

it utilises represent state-of-the-art results in all of the above mentioned tasks.

3.3.2 How was it used?

A Python script was created to pass each of the frames of the videos through OpenFace

with suitable parameters to extract the desired features. These were then stored in the

entries folder underOpenFace_ Features.

OpenFace was used to enrich the SEWA database in terms of Action Units and gaze. SEWA

already has action units annotated, however the di�erence in structure between those and

the ones from OpenFace is important. SEWAs action units are sparse are indicated as a

binary value. OpenFace annotates35 action units for each frame as a continuous value

between0 and1. This essentially meant we were getting more information per frame and

arguably more accurate, since action units should always be active to some degree and

represented between 0 and 1, not as either 0 or 1.

OpenFace was also used to extract gaze, which wasn't previously available in the dataset.

Gaze wasn't utilised in the �nal experiments due to time constraints, but was added for the

sake of enriching the database.

It's worth noting that there are other features that OpenFace provides which could be useful
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to add to the SEWA dataset. These could be the automatically extracted landmarks, which

contain more points than that of SEWA. It would also be interesting to analyse the

di�erence in predicting valence and arousal using the 2D vs 3D landmarks that OpenFace

provides.

3.4 Splitting the Data

The data needs to be split so we can train our model on one portion of it and test it on the

other. Rather than the usual training/validation split, I chose to employ the

training/validation/testing split.

The training dataset is the one the model actually sees and learns from.

The validation dataset is used to evaluate a given model frequently. The model may see this

data but doesn't learn from it. We can use this dataset to �ne tune the hyperparameters.

Ultimately, the model is a�ected by this dataset, but only indirectly.

The test dataset is only used on the �nished model and is here to provide a "gold standard"

to evaluate the model. Up until this point the model has never seen this dataset, and so

hasn't been a�ected it by any way.

Splitting in to training/validation/test rather than just training/validation allowed me to not

over�t the hyperparameters to the validation set.

To split the data I used the scikit-learn package for Python. Caution was taken to ensure

that every split of data didn't contain an overlap in subjects (for example if person A is in

the training set, caution was taken to ensure person A is not in the validation or testing

sets).

3.5 Metric for Assessment

To measure the success of our experiments, we have to understand what success is. If

someone in a particular frame of a video had0.876arousal and0.987valence, the perfect

score our model could guess is0.876and0.987. If our model guess0.654and0.765you

would say this isn't perfect but it is still quite good. If however the model guess0.234and

0.123we can see that the model if performing poorly. But how can we represent this

success?

The metric used to assess the accuracy of the models and compare the predicted arousal

and valence to the actual arousal and valence was mean squared error.

MSE= 1
n

P n
i=1 (Yi � Ŷi )

2
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If we use this formula to �nd the MSE of some of the values above you can see how we can

quantify the performance of the mode.

Actual Arousal Actual Valence Pred Arousal Pred Valence MSE
0.876 0.987 0.876 0.987 0
0.876 0.987 0.654 0.765 0.222
0.876 0.987 0.234 0.123 0.753

Table 3.5: MSE Examples

Basically, the smaller this metric is, the better our model is performing.

How easily can this be compared to other papers and databases? MSE is a widely used

metric and so can be used to easily compare results from this paper to results in other

papers and databases. For example in the SEWA paper, one of the metrics they use is

RMSE, which is simply the square root of MSE (5).

3.6 Design Experiment 1

The aim of the �rst experiment was to look into the e�ect of di�erent combinations of

features and the impact it has on the accuracy of predicting arousal and valence.

We wanted to take into account as many modalities of features as was possible within the

time limit to examine how di�erent combinations would impact a�ect estimation. This

involved using many of the features that were already present in the dataset as well as

engineering some new features which previously weren't present. Some features in the

dataset were complicated in terms of their structure so it was decided to leave some features

out for the sake of time (this included features like episodes of mimicry and

transcripts).

The �nal features used in this experiment were; Facial Action Units, Facial Landmarks, Head

Gestures (Nods and Shakes), Hand Gestures, Audio (LLDs).

The reason multiple modalities are used is because through intuition you can imaging being

able to more accurately examine someones emotion if you could both see and hear them,

rather than just one or the other. Imagine if you've ever heard someone hysterically laughing

but couldn't see them, sometimes it can be hard to tell whether they're actually laughing or

crying.

In designing this experiment I was conscious of the hardware and time limitations so it was

decided to use a more primitive architecture for the CNN. The CNN was trained by

optimising the MSE directly for both valence and arousal.

However, it should be noted that their are additional bene�ts to using a shallow CNNs.
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Shallow networks have a low inference time and so are particularly suited for real time

application as highlighted by Handrich et al. (2020). (51)

3.7 Design Experiment 2

The aim of this experiment was to investigate whether or not there is an increase in

accuracy when trying to capture temporal features rather than just spatial features.

Through the �rst experiment we learned how di�erent features impact the CNN and

understood its limitations. The CNN could not take any of the temporal information into

account with it's predictions, and the sequence in which some features appear may contain

valuable information. For this reason the second experiment focused on the value of that

information and looked into gaining insight on the increase in accuracy it gives when

predicting valence and arousal.

Similarly to the �rst experiment the same features were used (Facial Action Units, Facial

Landmarks, Head Gestures (Nods and Shakes), Hand Gestures, LLDs), however, not in as

many permutations due to time constraints.

A LSTM was chosen for this experiment due to its success in working with time series data

(52). Emotional states are better captured across a de�ned time period and so an LSTM is

a suitable model due to its ability to capture temporal information such as motion, etc.

Another reason for choosing LSTMs is because it is insensitive to outliers while being able to

model context (53).
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4 Implementation

4.1 Processing the Data

Now that the data was acquired, it had to be processed in a way that could be fed into a

neural network.x below refers to the number of frames in that entry.

4.1.1 The Video

To work with the video it had to be split into frames. Even though the images themselves

weren't actually used in the �nal experiments, it was useful to look up a certain frame of the

video to ensure other features were properly aligned, for example if I saw frame456had a

value of 3 for static hand on head, I could refer to that frame and ensure that was the case.

For each entry, the respective video was split into its individual frames using the OpenCV

library for Python and stored in a directory called 'Frames' in that entry.

4.1.2 Valence and Arousal

Valence and Arousal were stored separately, but the method for processing them was the

exact same. Since they are stored as csv �les within a zip �le the ZipFile library was used in

Python to extract them and then the CSV library to work with the �les. For my �nal

experiments I used theEntry_ AV_ Aligned.csv �le which is the aligned values from all

annotators from audio and video data.

Valence and Arousal values were formatted into aNumPy array of shape(x, 1) where x is

the number of frames. They were then concatenated into the shape of(x, 2) to give the

ground truth vectors that would be compared to the output of the models.

4.1.3 Facial Landmarks

As mentioned above, the facial landmarks were stored in a zip �le with a.txt �le

corresponding to each frame, which made this quite easy to process. This was all formatted

into a NumPy array of shape(x, 60, 2) and later(x, 120).
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4.1.4 Head Gestures

Head gestures were stored in a csv �le, and this contained labels for both head nods and

head shakes. Both gestures were split into separate vectors, since we wanted to analyse the

e�ect of an agreement cue, disagreement cue, and then both together. A feature vector was

created for both in the shape of(x, 1), with a value of either 0 or 1, if the respective gesture

was present or not.

4.1.5 Hand Gestures

Six di�erent hand gestures were stored in a csv �le in5 frame steps. In order to have a

vector of hand gestures for every frame, the last set of hand gestures available was used

until a new one was encountered, (e.g. hand gestures for frame0 were used for frames0, 1,

2, 3, 4, hand gestures for frame5 were used for frames5, 6, 7, 8, 9, etc.) These gestures for

formatted into a NumPy array of shape(x, 6).

4.1.6 Audio

The LLD sets were stored in.ar� �les. This is an ASCII text �le that describes a list of

instances sharing a set of attributes. Using thear� Python package these could be parsed

and formatted into a NumPy array of(x, 18) for the GeMAPs set and(x, 65) for the

ComParE set.

4.1.7 Action Units

Although the SEWA dataset does contain some annotated action units (5 to be exact),

these are sparse and so OpenFace was used to enrich the database with35 total action units

with continuous values for each as opposed to just a true value for some frames of some

videos. How this was done will be talked about in the next section. These action units were

formatted into a NumPy array of shape(x, 35).

4.2 Tools Used

Here I will give a run through of the tools I used throughout my project and a brief

explanation of what each of them are and what they were used for.

4.2.1 Python

The main language used for the duration of the project was Python. Python hardly needs an

introduction, but it is a high-level and general-purpose programming language. This was
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used for all aspects of the project; training models, extracting features, parsing data,

etc.

4.2.2 Jupyter

Jupyter notebooks were an incredibly useful tool I used throughout the entirety of my

project. It is an open-source web application that allows you to create documents which

contain live code and documentation. It allowed me to iterate very quickly since I could load

all of the data I needed into memory and try several things while keeping the state of the

code, rather than having to load the data in every time.

4.2.3 TensorFlow

TensorFlow was the main library I used to train models. It is an end-to-end open source

platform for machine learning. In particular the Keras functional API was especially useful for

this project and allowed for experimentation of multiple inputs and multiple outputs.

4.2.4 Scikit-learn

Scikit-learn is a machine learning library for Python. It contained various useful functions for

this project for example splitting the data into train, test and validation sets.

4.2.5 OpenSmile

OpenSmile is a tool used for extracting audio features from raw audio �les (LLDs) (54). This

tool was used in the SEWA paper two extract two sets of LLDs (ComParE and GeMAPS)

and was used again here to enrich the SEWA dataset with many more LLD sets.

OpenSmile is capable of recognising the characteristics of a given speech or music segment,

such as emotion, age, gender, depression, intoxication, etc.

4.2.6 OpenFace

OpenFace is an open source toolkit capable of extracting facial landmarks, head pose, facial

action units, and gaze from just an image or video (55). This tool was used to enrich the

SEWA dataset with many action units which previously weren't present and gaze which

previously wasn't present at all.

OpenFace is capable of real-time performance and is able to run from a webcam without

any specialist hardware (55).
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4.3 Organising Data

Data had to be parsed in di�erent ways for both the CNN and LSTM. For the CNN this was

fairly trivial, a single frame worth of features was a single input. This means for each frame

of video we had 35 Action Units, 120 values for landmarks, 18 LLDs, etc. An example of

this input can be seen in �gure 4.1

Figure 4.1: CNN Input

For the LSTM however, this was non-trivial. Multiple frames worth of features were used per

single input. If the window size was 10, we would have35� 10 = 350 Action Unit values per

input, or 120� 10 = 1200landmark values per input. This was essentially a sliding window

across the frames. This required a lot more computational power than just a CNN and

hence training time was very long. An example of this input can be seen in 4.2

Figure 4.2: LSTM Input

4.4 Hyperparameters

Hyperparameters are parameters whose value is used to control the learning process. They

must be initialised before training a model. The selection of hyper-parameters and the time

it takes to evaluate a CNN/LSTM, make parameter tuning quite a di�cult job, it can be

quite a tedious and intuition driven task (56).
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4.4.1 Learning Rate

The learning rate controls how quickly our algorithm learns or adapts to the problem.

Choosing the correct value for learning rate can be tricky, as too big a value will cause the

model to converge too quickly to a sub-optimal solution, and choosing a value which is too

small will cause the process to get stuck. The learning rate may be the more important

hyperparameter for the model, so it is important to get right.

The �nal learning rate had to be quite low at1x10� 6. This was probably due to the

complexity of data we were feeding. The optimal learning rate was found by training models

on many di�erent learning rates at logarithmic intervals.

4.4.2 Early Stopping

We want our model to be trained for an adequate amount of time. If we run the model

through too many epoch then our model will over�t the training data and will perform

poorly on the test set. Similarly, if we don't have enough eopchs our model will under�t the

training data. A solution to this problem is to train on the dataset until the performance on

a validation set starts to degrade. This is called early stopping.

Early stopping was used with a patience of 20. This essentially means that if the loss on the

validation set doesn't improve in 20 epochs, the model will stop training. This was to avoid

the risk of over�tting.

4.4.3 Batch Size

The batch size refers to the number of training examples in one forward/backward pass.

Generally, the bigger the batch size, the quicker our model will complete each epoch during

training. Having a larger batch size may cause the quality of the model to degrade, but also

to generalise well on data it hasn't seen before.

A batch size of 256 was used. This batch size had a good mix of generalisation of the model

and also training time, which allowed me to iterate a little faster.

4.4.4 Hidden Layers and Units

Imagine a neural network as some kind of approximation of an ideal function. The more

layers or units which are available, the more the network can successfully approximate that

ideal function.

Adding more layers, our model can learn more complex functions and solve more

complicated problems.
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Adding more units, our model can abstract the input better and can approximate that layer

better than before.

Through systematic experimentation, it was found that for the CNN three layers were

suitable, with unit sizes of 128, 256 and 512. For the LSTM model, two layers were suitable

with unit sizes of 128 and 256.

4.4.5 Dropout

Dropout (also known as dilution) was used to avoid the risk of over�tting. This simply

means to ignore certain random units during the training phase, meaning they are not

considered during a particular forward or backward pass. This is to produce a reduced

network.
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5 Results

In this section I'll walk through the results received from the experiments and what they

mean.

5.0.1 Metric for assessment

The metric used to assess the accuracy of the models and compare the predicted arousal

and valence to the actual arousal and valence was mean squared error.

MSE= 1
n

P n
i=1 (Yi � Ŷi )

2

Basically, the smaller this metric is, the better our model is performing.

5.0.2 First Experiment

The �rst experiment's goal was to gain insight into how di�erent combinations of features

impact the accuracy of predicting arousal and valence.

Results for the �rst experiment are contained in tables 5.1 and 5.2. Their visual counterpart

can be seen in �gures 5.1 and 5.2.

In �gure 5.1 we can see results for models trained just on visual features. We can see that

the highest results for MSE come from models trained on a single feature or maybe two

features.

The lowest scores from MSE come from models trained on multiple features. The best

model we have from just the visual features is a model trained on action units, facial

landmarks, head nods, head shakes and hand gestures - which gives us an overall MSE of

0.084 (0.089 for Arousal and 0.078 for Valence).

It may be worth noting that the MSE for Arousal is consistently higher than that of

Valence.

In �gure 5.2 we introduce the audio features. Compared to 5.1, the majority of these results

have a lower MSE. The best result for MSE we have in �gure 5.2 is the result of a model
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trained on all of the visual features mentioned above and additionally audio features (LLDs).

This gave us a combined MSE of 0.067 (0.061 for Arousal and 0.072 for Valence).

Notice in �gure 5.2, the MSE for Arousal is lower than the MSE for Valence (most

noticeably in the model trained with just LLDs alone), indicating that audio features is

better than visual features for predicting Arousal.

5.0.3 Second Experiment

The second experiment's goal was to research whether there is an increase in accuracy when

trying to capture temporal features rather than just spatial features.

Results for the second experiment are contained in table 5.3, and visual counterpart in �gure

5.3.

In 5.3 we can see how for every combination of features trained, the LSTM outperformed

the CNN, even if only by a small amount.

Notice how the only instance of the MSE of Arousal being higher than that of Valence is in

the only case where the model didn't include audio features.

The best score for MSE was a result of the combination of action units, facial landmarks,

head nods, head shakes, hand gestures and low level descriptors trained using an LSTM.

This model had a total MSE of 0.062 (0.053 for Arousal and 0.073 for Valence).

5.0.4 Visual only Graph 5.1

In �gure 5.1 we can see the results from models trained on the CNN solely through visual

features. To be clear - the green bar represent the MSE of valence, the orange bar

represents the MSE of arousal, and the blue bar represents the MSE of the mean between

the MSE of arousal and valence. Results are ordered from worst performing to best

performing in terms of combined MSE. As can be seen from the graph, the worst performing

models are those from models which were trained on a single or two features. The best

results are those from models which were trained with multiple features.

We notice a large improvement of accuracy in both valence and arousal when we introduce

head gestures over just facial landmarks and action units. When we introduce hand gestures

again the accuracy improves overall, but the MSE for valence actually goes up a little why

the MSE for arousal goes down signi�cantly. This suggests that head gestures may be better

for predicting valence over hand gestures, and similarly hand gestures are better for

predicting arousal over head gestures. The best result we have for MSE here is the result of

a model trained on action units, facial landmarks, head gestures and hand gestures. The

resulting model is more balanced in terms of having a similar MSE for valence and arousal
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compared to other models in the �gure.

5.0.5 Visual Audio Graph 5.2

In �gure 5.2 we can see results from models trained on the CNN both through visual and

audio features. The �gure is structured in the same way as the previous. A similar pattern

can be seen here in terms of the worst performing models being trained on one or two

features, the best performing models being trained on multiple features. Something to note

here is that in this �gure, all MSE value for arousal are lower than that for valence, however

the opposite was seen in the previous �gure when we weren't incorporating audio into the

models. This suggests that audio features are better for predicting arousal compared to

visual features, and similarly visual features are better at predicting valence compared to

audio features.

5.0.6 LSTM Graph 5.3

In �gure 5.3 we can see results from certain combinations of features from models trained

on both the CNN and the LSTM. The �gure is structured somewhat similarly to the

previous two, the only di�erence is that the red, purple, and brown bar represent the

combined MSE, MSE for arousal, and MSE for valence all for the LSTM respectively. Blue,

orange, and green bars represent the same for the CNN as before. The main takeaway from

this �gure is that for every combination of features trained on the CNN, the same

combination trained on the LSTM outperformed it. Something to notice may be that the

MSE for arousal consistently drops signi�cantly when training on the LSTM over the CNN.

This may be indicative that LSTMs are especially e�ective for audio .

5.0.7 Composition 5.4

In �gure 5.4 we can see the composition of every model trained in terms of its combined

MSE, MSE for arousal, and MSE for valence. The main thing to notice from this graph is

how the shape changes as we add features. In the �rst and second row we can see how

heavily skewed the models were at appearing to have a good overall MSE, but underlying

the MSE for arousal wasn't quite that good, and the MSE for valence was quite a bit better.

In the third and fourth rows you can see that most models contain the LLDs as a feature

and now have a much more balanced shape and isn't skewed towards any particular

dimension. In �gure 5.5 we can see all of these shapes overlapping and is a bit easier to

compare each model. It's quite clear from the �gure when audio was incorporated into the

model - when we go from the skew towards the MSE of arousal, to the skew towards the

MSE of valence. The center model (cyan) incorporates all features, has the lowest overall

MSE, and has the most balance between MSE of valence and arousal.
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5.0.8 CNN vs LSTM 5.6

In �gure 5.6 we can see a comparison between models trained on the CNN versus models

trained on the LSTM. The blue shapes represent the CNN model and the shapes in orange

represent the LSTM model. It's interesting to note how much of a dramatic e�ect the

LSTM has on a single feature model (action units only). For models which contain many

features and already have a low MSE when trained on the CNN, the LSTM counterpart

seems to outperform it marginally in all cases, by improving the MSE for arousal and in

some cases worsening the MSE for valence.

5.0.9 Visual vs Audio 5.7

In �gure 5.7 we can see a comparison of models trained with and without audio. The orange

shapes represent models trained on visual features only and the blue shapes represent

models trained on those same visual features plus the LLDs. On the bottom right you can

see the model for LLDs on their own. In most cases adding audio increased the accuracy of

models, except in the case of the model trained on action units, facial landmarks and head

nods. What's interesting to see is how once audio is added to every model, it tries to adapt

the same shape as LLD on it's own.
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Feature(s) Total MSE MSE Arousal MSE Valence
AU/FL 0.242 0.297 0.187

FL 0.235 0.294 0.176
AU 0.2107 0.257 0.164

AU/Shakes 0.131 0.183 0.079
AU/Nods 0.116 0.173 0.059

AU/Shakes/Nods 0.116 0.173 0.058
AU/Shakes/Nods/Hands 0.104 0.126 0.082

AU/Hands 0.102 0.128 0.076
AU/FL/Shakes/Nods 0.089 0.131 0.046

AU/FL/Shakes 0.087 0.081 0.092
AU/FL/Nods 0.085 0.085 0.085

AU/FL/Shakes/Nods/Hands 0.084 0.089 0.078

Table 5.1: Results with visual features only

Feature(s) Total MSE MSE Arousal MSE Valence
LLD 0.1 0.081 0.115

AU/LLD 0.095 0.088 0.103
AU/FL/LLD 0.095 0.088 0.102

AU/FL/Nods/LLD 0.095 0.095 0.097
AU/FL/Nods/Shakes/LLD 0.09 0.09 0.091

AU/FL/Shakes/LLD 0.084 0.078 0.089
AU/FL/Shakes/Hands/LLD 0.08 0.08 0.08

AU/FL/Shakes/Nods/Hands/LLD 0.067 0.061 0.072

Table 5.2: Results with visual and audio features

Feature(s) CNN MSE CNN MSE Aro CNN MSE Val LSTM MSE LSTM MSE Aro LSTM MSE Val
AU 0.2107 0.257 0.164 0.144 0.145 0.143

AU/LLD 0.095 0.088 0.103 0.092 0.075 0.107
AU/FL/Nods/LLD 0.095 0.095 0.097 0.083 0.075 0.101

AU/FL/Nods/Shakes/LLD 0.09 0.09 0.091 0.089 0.067 0.112
AU/FL/Shakes/LLD 0.089 0.089 0.089 0.08 0.069 0.092

AU/FL/Nods/Shakes/Hands/LLD 0.067 0.061 0.072 0.062 0.053 0.073

Table 5.3: CNN vs LSTM
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Figure 5.5: Composite View of MSE of Feature Combinations in CNN Model
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6 Discussion

6.0.1 Adding to the �eld

The need for the development of multimodal models trained on in the wild data has been

expressed throughout the literature (57, 58).These models will be instrumental in the

introduction of intelligent systems across various �elds. For them to be as emotionally

intelligent as possible they need to process complex real world data across di�erent sensory

modalities, just as humans do.

This work has added to the �eld by enriching the SEWA database with additional features

and collating these with the existing data to create multimodal models trained on extensive

real world data. The importance of multiple modalities in emotion prediction was highlighted

by the �ndings that audio features are better for predicting arousal, while visual features are

better at predicting valence (Figure 5.1, 5.2, and 5.6). This strengthens the evidence in the

literature which reports similar results and is supported by multidisciplinary studies in the

�eld of psychology (59, 60, 61).

In regards to feature combinations, accuracy was improved with the addition of head and

hand gestures to facial features alone. This is inline with what is observed in human

interactions as evident across multiple studies (62). Interestingly, head gestures were shown

to be better than hand gestures for valence prediction (Table 5.1). Intuitively one could

imagine that since nodding is directly related to a positive emotion, and shaking is directly

related to a negative emotion, this feature could be useful for predicting valence. In contrast,

one could imagine that since hand gestures are usually used to exaggerate an emotion or

emphasise a point, they more be more useful in arousal prediction. I have not encountered

this �nding in the literature so more evidence is needed to further investigate this idea.

As a general comment on the inclusion of multiple features across di�erent modalities, it

appears to be highly bene�cial to include as many features as possible. This is evident in

�gure 5.1 and 5.2 where the lowest mean square error for combined valence and arousal was

achieved with audio and visual inputs consisting of action units, facial landmarks, head

gestures, hand gestures and low level descriptors.
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As expected these bene�ts are compounded by considering temporal dynamics in the LSTM

model as seen in 5.3 which achieved the lowest mean square error for combined valence and

arousal of any experiment in this study.

6.0.2 The di�culties of working with wild data

Working with wild data is hard. There is an incredible amount of noise and variable across

entries in a wild data set, and your methods for extracting features must be robust enough

to combat this. This is highlighted by Szegedy et al. (2013) in their review on the properties

of neural networks, where they cite noisy inputs as a major source of misclassi�cation error

in CNNs. (63).

Originally we wanted to use raw images/videos like to train the models on top of the

additional features like Handrich et. al. (2020) (51). After some thought, only the

additional features were used to train the models. When we feed the image/video, the

model begins extracting features which we already have again, and likely models the training

dataset to the point of over�tting.

Wild Variation Example

We have no control on the lighting in the scene, how close or far away someone is from the

camera, what direction they are looking, etc. Imagine two people;

ˆ Person one is in a bright, well lit room. They are using a PC with two monitors, so

their head is constantly moving to and fro between each monitor as they are talking.

ˆ Person two is in a poorly lit room. They are using a laptop with a poor quality

webcam. The laptop is moving quite often which introduces a lot of noise into the

features. Unlike person 1, the head pose of person 2 is generally constant due to only

having one monitor, except for the odd head nod. Due to using a laptop their face is

quite a lot closer to the camera than someone using a PC.

You can see the di�erence between these two scenarios. One has good lighting and a good

camera to show nice de�ned edges, this makes it easy to extract some features such as

action units, landmarks, hand gestures, etc. The fact that they have two monitors however

is adding noise into their head pose and makes it more di�cult to automatically extract

head gestures.

In the second person we have poor lighting which already makes everything a bit harder.

Their laptop shaking makes it very di�cult to keep good track of most features without any

hiccups. One positive over person 1 may be the fact that the person is sitting a bit closer to

the camera, but this may not matter due to the camera quality. These are only two

47




	Introduction
	Motivation
	Project Objectives
	Dissertation Overview

	Background
	Human Interaction: The "gut feeling", cultural complexity and defining emotion
	Intuition
	Culture
	Defining an Emotion
	Posed, Induced, Spontaneous

	Measuring emotion: Behaviour, inflection, and physiology
	Physiological
	Speech
	Natural Language Processing
	Facial Movement
	Body Pose and Kinematics
	Multimodal models

	Architectures
	Support Vector Machine for Regression (SVR)
	Convolutional Neural Networks (CNN)
	Long short-term memory (LSTM)

	Affective Computing: Real world use
	Intelligent Systems
	Social Robots

	Setting Intention

	Design
	The SEWA Database
	What is it?
	Structure

	What are these features?
	Action Units
	Facial Landmarks
	Head Gestures
	Hand Gestures
	Audio

	Enriching the Database
	What is OpenFace?
	How was it used?

	Splitting the Data
	Metric for Assessment
	Design Experiment 1
	Design Experiment 2

	Implementation
	Processing the Data
	The Video
	Valence and Arousal
	Facial Landmarks
	Head Gestures
	Hand Gestures
	Audio
	Action Units

	Tools Used
	Python
	Jupyter
	TensorFlow
	Scikit-learn
	OpenSmile
	OpenFace

	Organising Data
	Hyperparameters
	Learning Rate
	Early Stopping
	Batch Size
	Hidden Layers and Units
	Dropout


	Results
	Metric for assessment
	First Experiment
	Second Experiment
	Visual only Graph 5.1
	Visual Audio Graph 5.2
	LSTM Graph 5.3
	Composition 5.4
	CNN vs LSTM 5.6
	Visual vs Audio 5.7


	Discussion
	Adding to the field
	The difficulties of working with wild data


	Conclusion
	Future Work


